
Chapter 1

Prelude: Poincaré, Wittgenstein,
Peirce, and the use of concepts

The fact that categorial concepts are used despite the difficulties in giving them
satisfactory set-theoretical foundations leads to the idea of studying first of all
the use of these concepts, their pragmatic aspect. More specifically, workers in the
field seem not to ask whether the concepts are legitimate in the sense that they
refer to some objects which exist but whether they are used in a legitimate way.
We have to analyze, hence, what it means for a use to be legitimate.

This is a departure from traditional philosophy of mathematics with its focus
on the ontology of the objects, that means on the question of what the objects are.
In this traditional approach, epistemology (that means, the question of how we
have access to the objects) is seen as subordinate, derived. The idea is that only
things which exist (entities) can be used (in any sense of this term) legitimately,
such that we have to check first which things exist and which do not (but no
one tells us how this can be done, nor what it means). Constructivism as an
ontological position, for instance, is the claim that only those objects exist which
admit an effective construction (and since according to the traditional approach
to epistemology, only existence vouches for legitimate use, a constructivist in this
sense would say that only those objects which admit an effective construction can
be used legitimately).

My position is opposite: I think that we cannot know whether something
exists or not (here, I pretend to understand the term exist), that it is meaningless
to ask this. In this case, our analysis of the legitimacy of uses has to rest on
something else. I am kind of a constructivist insofar as I say that the mathematical
universe is constructed; but in saying this, I just want to stress that the things
constituting this universe were invariably introduced by human beings to be used
in certain contexts, to solve certain problems. The discipline mathematics took
shape since these things not only helped to solve those problems but at the same
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time gave rise to new problems. A scientific discipline is there because there are
problems to solve, after all. Correspondingly, my constructivism consists in saying
that every mathematical object is constructed as far as its historical origin is
concerned (even those which are excluded by classical, or, as I would prefer to
say, ontological, constructivists on the grounds that no effective construction is
available).

The statement that the mathematical universe is constructed is not meant
to be normative; I do not say: a thing has to be a construction in order to be part
of mathematics. I do not want to define what mathematics is (I think that it is
difficult to define this, but that we can know it nevertheless). I presuppose that
we know what mathematics is when asking the reader whether he or she agrees or
not with my tentative description of mathematics. I guess that this constructive
origin of the mathematical universe is important, that it influences our research
concerning this universe.

So let us try to grasp what it means for a use of a mathematical construction
to be legitimate. Preceding any philosophical analysis, scientists themselves have
criteria according to which a particular use is judged as legitimate or not. These
criteria as practiced are not formal throughout, but happen to be like Wittgen-
stein’s language games. The device of formal definition allows for unfolding of
such definitions but is not sufficient to make decisions on which results of unfold-
ing are reasonably taken into account. A concept is not given solely by its formal
explication, but comes equipped with an informal intention. In the epistemology
developed in this book, the capacity of unfolding concepts is stressed, not as some-
thing basic to human intellect, but to mathematical work. But the philosophically
interesting capacity is not that of unfolding concepts, but that of knowing when (in
which cases) to unfold. Some people say that formalism is not a plausible project
of a foundation (in the sense of explanation) of mathematics just because it tries
to rule out the intended meanings of the concepts involved; I want to present an
approach taking seriously these intended meanings.

To observe that there are informal criteria is not to abandon logical analysis of
concepts. One could have said in the case of the set-theoretical paradoxes, too: well,
that is not quite what I intended to do. But there, it would have been not honest
to say that! Namely, the concepts intervening in the set-theoretical paradoxes were
about what set theory was intended to grasp: applicability of concepts (or, more
explicitly, the relation between a concept and the things it applies to).

History of mathematics suggests that it is not quite reasonable to believe in
a base level where finally the most basic objects are reached which pose no more
problems in the resolution of which one is led to introduce new objects. Rather,
history might continue eternally in a parallel way. But in this case, the struggle of
philosophy to pick out the level which is most basic at a certain moment and to
make of it the eternal foundation would automatically be doomed to fail. Moreover,
even a “historical brand” of reductionism (a “provisional reductionism”) seems to
fail which has it that the worst that can happen is the coming about of a new level
on which the level formerly seen as basic turns out to depend. For as we will see,
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the notions of “basic” and “dependent” involved here are by no means in a simple
relation (they are not precisely opposite): we will encounter examples where the
“dependent” level still is more “basic” than the level on which it depends. This
sounds strange but will become clear later.

One possibility to avoid philosophy’s failure is by rather analyzing the process
of the addition of new levels itself. This type of philosophy will be searched for in
the present book. What can we reach by this kind of philosophy? When focussing
on the pragmatic aspect, can we hope to say more on the criteria according to
which a particular use is judged as legitimate or not than just which of the possible
uses are practiced? We will see.

1.1 A plea for philosophy of mathematics

1.1.1 The role of philosophy in historical research, and vice versa

The historical investigation of the development of a science is most needful, lest the
principles treasured up in it become a system of half-understood prescripts, or worse, a

system of prejudices. Historical investigation not only promotes the understanding of
what which now is, but also brings new possibilities before us, by showing that which

exists to be in great measure conventional and accidental. From the higher point of view
at which different paths of thought converge we may look about us with freer vision and

discover routes before unknown22 [Mach 1960, 316].

The subject matter of the present book is both historical and philosophical—
and so are the methods applied. In section 0.3, the historical part of the method-
ology is discussed, while the philosophical approach is developed in the remainder
of the present chapter. But first of all, I want to stress the need for having both
approaches simultaneously (as far as to put such a stress is already possible before
the historical data and the philosophical questions have been presented in more
detail). Generally speaking, the union of both a historical and a philosophical
analysis to a mixed one yields a mutual stimulation of both approaches. Only the
philosophical approach makes it possible to evaluate and interpret the results of
historical research, and only historical investigations give the point of departure
of the philosophical questions. The work is philosophical where it questions the
findings and historical where it takes note of the answers.

The concrete philosophical approach of the present work enters into an even
more intimate connection with historical methodology since mathematics has only

22“Die historische Untersuchung des Entwicklungsganges einer Wissenschaft ist sehr notwen-
dig, wenn die aufgespeicherten Sätze nicht allmählich zu einem System von halb verstandenen
Rezepten oder gar zu einem System von Vorurteilen werden sollen. Die historische Untersu-
chung fördert nicht nur das Verständnis des Vorhandenen, sondern legt auch die Möglichkeit
des Neuen nahe, indem sich das Vorhandene eben teilweise als konventionell und zufällig er-
weist. Von einem höheren Standpunkt aus, zu dem man auf verschiedenen Wegen gelangt ist,
kann man mit freierem Blick ausschauen und noch heute neue Wege erkennen”. [Mach 1883,
251], cited from [Janik and Toulmin 1998, 166f].
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a history exceeding a pure chronology of results when the acts constituting it, for
instance the modifications of the conceptual framework, are taken into account.
The stress on the historicity of acts is not to be understood solely in the obvious
sense that the activity of those who acted was necessary for the final “building”
of the science to come into being; I am convinced, moreover, that mathematics
cannot be understood satisfactorily as a building of “eternal truths”, but is rather
subject to a continuous transformation of its conceptual framework.

Hence, one can perhaps really have confidence in Ernst Mach’s vision and
credit historical investigation of mathematics with an effect of revitalization. [Ep-
ple 2000, 141] says that history of mathematics is, just as any other historical
discipline, a contribution to the “communication of the present to which the his-
torian belongs with itself”.

A philosophical reflection of a science can perform such a revitalizing func-
tion only if it is neither pretheoretical nor posttheoretical, that means if it tries
neither to determine dogmatically the development of the science beforehand nor
to wait for the end of times in order to submit the science in its “definitive” state
to a conclusive interpretation. Actually, a revitalization by philosophy would be
possible only through an interaction (transforming both science and philosophy)
during the development of the science. Such an interaction is often an illusion;
however, avoiding the two extremes can still be a methodological maxime of phi-
losophy of science; and in order to avoid the second one, a historical approach is
obviously “most needful”. Poincaré [1908a, 148] (advancing his criticism of the aims
of logical analysis) holds that an understanding of a science cannot be obtained
only by an analysis of the corpus of knowledge thought of as being accomplished
if understanding includes also the possibility of revitalization23. This approach
relates history (to understand a course) and philosophy (to understand a piece
of knowledge in its justifiedness). The claim is that the understanding of a prin-
ciple of knowledge acquisition flows from the understanding of the progress of
knowledge24—as manifest in the transformation of concepts—, while the reduc-
tion of knowledge to basic insights, because it is retrograde, is not very likely to
participate in the promotion of new knowledge.

This means in particular that philosophical questions are to be asked anew
for each stage of historical development of a discipline, and that the respective
answers have to be compared with each other25. I think that historization of
philosophical positions is the good way of doing philosophy of science. To sum up:
the interaction of historical research and philosophical interpretation is intentional
in the present work; I do consciously avoid a decision about what I am doing here;
rather, I distinguish when doing which of the two.

There is an important remark to be made here. The fact that CT belongs

23I come back in 1.2.2.2 to philosophy’s task of understanding.
24“progress” signifying here only a temporal change, not a judgement on the value of the

different states of knowledge. In particular, I am aware of the phenomenon that knowledge is
lost during the “progress of knowledge”.

25See also Cavaillès’ position, as presented in [Heinzmann 1998a, 100].
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to the mathematical disciplines of the present26 may very well make it difficult
to control whether there occur prohibited backwards projections in the analysis.
But instead of giving up the whole enterprise by saying that it is “too early” for a
history of CT, I hold that now a history of CT can only be a philosophy of CT.
Positively, there might be a real chance of an interaction in this case.

Hao Wang proposes a similar connection between philosophy and history in
[1971] when discussing the question “What is mathematics”. To do more justice to
this question than the traditional research in foundations of mathematics can do
according to him27, Wang develops the idea of an “abstract history”:

The principal source of detachment of mathematics from mathematical
logic is that logic jumps more quickly to the more general situation. This
implies a neglect of mathematics as a human activity [ . . . ] It is philosophically
attractive to study in one sweep all sets, but in mathematics we are primarily
interested in only a very small range of sets. In a deeper sense, what is more
basic is not the concept of set but rather the existing body of mathematics.
[ . . . ] Rightly or wrongly, one wishes for a type of foundational studies which
would have deeper and more beneficial effects on pedagogy and research in
mathematics and the sciences.

#1As a first step, one might envisage an “abstract history” of mathematics
that is less concerned with historical details than conceptual landmarks. This
might lead to a resolution of the dilemma between too much fragmentation
and too quick a transfer to the most general [Wang 1971, 57].

Wang models this by some examples from the “existing body of mathematics”
neglected, according to him, by “specialists in foundational studies”. Apparently,
my project relates philosophy and historical research to accomplish—in a more
restricted context—a task similar to Wang’s. On the other hand, it is a con-
tentious issue whether methodologically these tasks can be accomplished by being
“less concerned with historical details than conceptual landmarks”. Wang wants
foundational studies to have “deeper and more beneficial effects on pedagogy and
research in mathematics and the sciences”. Lawvere speaks more explicitly about
“guide-lines [ . . . ] which directions of research are likely to be relevant” as a possi-
ble contribution of foundations (7.2.3). For historiography of science, the problem
of prediction is discussed by [Kragh 1987].

The interplay of philosophy and history of mathematics is complicated. Some-
times, historical events serve as test cases for concepts of philosophy of mathemat-
ics (or such concepts are developed in relation to the event); sometimes philo-
sophical concepts serve the historian as tools for the interpretation of a historical
event. I repeat that I do not intend in the present study to employ CT as a test
case lending support to some position in philosophy of mathematics (this may
be tried elsewhere); rather, I am looking for philosophical methods helpful in the
understanding of CT and the debates related to it.

26This is not meant to suggest that there had been no substantial changes to mathematics as
a scientific activity since the emergence of CT; see 0.1.1 here.

27Part of his criticism is discussed in section 1.3.1.3.
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1.1.2 The debate on the relevance of research in foundations of math-
ematics

While the debate on foundations at the beginning of the twentieth century was
marked by the clash of different competing approaches, the debate in the second
half of the century took an entirely different shape—it concerned namely first of
all the question of whether the search for foundations is relevant at all.

Sociologically, this debate might be considered as a conflict between the large
group of (most) “working mathematicians” on the one hand (these are per defini-
tionem28 those in whose work—and often also in whose perspective—foundational
problems simply do not occur) and the much smaller group of (most)29 philoso-
phers of mathematics on the other hand.

The latter group probably became represented on the institutional level only
with the foundational debates of the late 19th and early 20th century and always
fell somewhat between the two stools of mathematics and traditional philosophy;
hence, sociology has a partial explanation of the sketched conflict ready at hand,
namely that this small group had to go on in its struggle for institutionally mani-
fested relevance. What is less simply explained, however, is the indifference exhib-
ited by large parts of the mathematical community towards the work of philoso-
phers of mathematics. In the present analysis, it will turn out that what caused
this indifference is not so much the questions occupying philosophers in general but
rather their specific approach (starting with their peculiar way of stating the ques-
tions); this approach has been considered as not appropriate to produce relevant
results. On the positive side, I hope that my proposal of a methodological change
will be able both to find some adherents among philosophers of mathematics and
to convince some mainstream mathematicians of the relevance of philosophical
analysis.

Kreisel’s paper [1970] can be read as a complaint about a lack of interest of
mainstream mathematicians in logical analysis. He attacks “the wide spread, but
false belief that mathematical logic is somehow tied to, or that it even supports
the formalist doctrine [ . . . ] and that the principal aim of mathematical logic is
to tidy up formal details” (p.17); The formalist(-positivist) doctrine mentioned as-
serts that “only formally defined notions and therefore only explanations in formal
terms are precise”. Kreisel is convinced that this doctrine is widely accepted and
calls this a “cult of (intellectual) impotence by telling us that natural questions are
senseless, often when sensible answers are already available” [1970, 19]. This pes-

28The expression “working mathematician” stems from [Hardy 1967, 61, 143]; [Mathias 1992, 7
n.16] credits Bourbaki with this “odious phrase” ; what is certain is that Bourbaki transported the
phrase and the corresponding point of view. [Mehrtens 1990, 159] defines the complementary type
of researcher, the “not working mathematician”, as those who work on foundations or philosophy
of mathematics; they are mathematically trained (and in this sense mathematicians), but they do
not work on “actual” mathematics. Those who label themselves “working” might very well tend
to disparage the group of “not working mathematicians”. Compare my (hopefully more neutral)
terminology of mainstream mathematics as presented in 0.3.2.3.

29A well-known exception is Putnam; see [1967].
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simistic view may have been justified at a certain time30; I have the impression,
however, that mathematicians nowadays are absolutely not hostile to a philosoph-
ical discussion of their discipline. My book aims at offering them a piece of such
discussion which by the choice of the mathematical matters discussed hopefully
is not considered as irrelevant to actual mathematical research31. Moreover, in-
stead of searching for eternal explanations, I propose a more flexible manner of
philosophical interpretation (see also 7.1.2).

1.2 Using concepts

1.2.1 Formal definitions and language games

1.2.1.1 Correct use and reasonable use

Wittgenstein’s insight, doubtlessly hard to digest for mathematicians, is that the
use of concepts is not completely governed by formal rules. In some cases, no such
rules can be given. Let us use the following shorthand in these cases: the use is
then governed by “informal rules”. To be sure: such “rules” cannot be formulated.
But one can learn to respect them in use. Without the postulation of such a
type of rules of use—Wittgenstein coined the term “language game”—language as
empirically given apparently cannot be described faithfully.

Accordingly, I distinguish two kinds of “right” use of a concept, each one
characterized by the type of the respected rules.

• Formal rules concern the question whether the use to be made would really
be an instantiation or actualization of the corresponding scheme, would be-
long to the extension of what is explicated in the scheme. The formal rules
are compiled in the mathematical definition of the concept. When they are
respected, I shall speak of a correct use. Whether they are respected can in
principle be checked at every moment by the application of an algorithm (un-
folding of the concept)32. Note that I do not speak about formal languages
in any strict sense, let alone about recursive definitions or something of that
ilk.

• Informal rules concern the intention of the concept, the language game, and
control whether the employment is an intended one. When they are respected,
I shall speak of a reasonable use.

The difference stressed by Wittgenstein concerns the ways one can learn the
rules of the respective types. Formal rules can be written down in some manner,

30It is reasonable to suppose that Kreisel thought of Bourbaki’s dictum about the “pseudo-
problems” (see 5.3.1.1).

31Famous books like [Davis and Hersh 1980] and [Mac Lane 1986a] had similar motivations
but addressed them certainly in a very different manner (and from very different philosophical
positions).

32For some discussion of our ability to apply formal rules, compare [Kreisel 1970, 22].
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and while it is possible to internalize them by training, it suffices in principle to
read up on them at each occurence in order to apply them. Informal rules cannot
be written down, have to be “rehearsed” patiently. Nevertheless, they can be used.
Members of a community of speakers trained for this use can check whether the
contribution of a speaker conforms to the rules, not by formulating the rules (which
is impossible), but by applying them themselves and checking whether the same
result is obtained. In this sense, one can speak of rules, since it is possible to check
whether they are respected or not. Wittgenstein’s own discussion runs thus:

One might say that the concept ‘game’ is a concept with blurred edges.—
“But is a blurred concept a concept at all?” [ . . . ] Frege compares a concept
to an area and says that an area with vague boudaries cannot be called
an area at all. This presumably means that we cannot do anything with
it.—But is it senseless to say: “Stand roughly there”? [ . . . ] And this is just
how one might explain to someone what a game is. One gives examples and
intends them to be taken in a particular way.—I do not, however, mean by
this that he is supposed to see in those examples that common thing which
I—for some reason—was unable to express; but that he is now to employ
those examples in a particular way. Here giving examples is not an indirect
means of explaining—in default of a better. For any general definition can be
misunderstood too33 [Wittgenstein 1958, I §71].

When emphasizing language games which complete the formal definitions of con-
cepts, I choose to replace the Hilbert–Kreisel distinction between formal and in-
formal (inhaltlich—that is, “related to content”34), a distinction similar to the one
between syntax and semantics) by an approach focussing on pragmatics.

Informal rules are more important in mathematics than it may seem at first
glance. Indeed, mathematicians working with a concept often consider some in-
stances of this concept (where the formal definition is perfectly applicable) as
“pathological”; they have the feeling that the “real” intention of the concept has
somehow been missed in applying it thus. The criterion according to which this
intention has been missed is available only in the form of a language game: one
has learned to distinguish the kind of cases to which the concept can reasonably
be applied, and observes that the case where the pathologic thing is constructed
does not belong to them. Hence, the possibility to construct pathologies indicates

33“Man kann sagen, der Begriff ‘Spiel’ ist ein Begriff mit verschwommenen Rändern. — “Aber
ist ein verschwommener Begriff überhaupt ein Begriff?” [ . . . ] Frege vergleicht den Begriff mit
einem Bezirk und sagt: einen unklar begrenzten Bezirk könne man überhaupt keinen Bezirk
nennen. Das heißt wohl, wir können mit ihm nichts anfangen. — Aber ist es sinnlos zu sagen:
“Halte Dich ungefähr hier auf!”? [ . . . ] Und gerade so erklärt man etwa, was ein Spiel ist. Man
gibt Beispiele und will, daß sie in einem gewissen Sinn verstanden werden. — Aber mit diesem
Ausdruck meine ich nicht: er solle nun in diesen Beispielen das Gemeinsame sehen, welches
ich — aus irgend einem Grunde — nicht aussprechen konnte. Sondern: er solle diese Beispiele
nun in bestimmter Weise verwenden. Das Exemplifizieren ist hier nicht ein indirektes Mittel der
Erklärung, — in Ermangelung eines Bessern. Denn, mißverstanden kann auch jede allgemeine
Erklärung werden”.

34See notes 67 (Kreisel) and 485 (Hilbert).
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that the “really valid” definition of the concept is not the formal one but given by
a language game.

Haken in his paper on controversial questions about mathematics [1980] asks:

Question 3 Isn’t it, at least in principle, possible to find the correct answer
to every question in pure mathematics, i.e., is every true theorem provable?

[ . . . ] This question never was controversial, since before 1930 every expert
was convinced that the correct answer was ‘yes’, but the correct answer was
proved to be ‘no’ by Gödel [ . . . ]. But still we may ask

Question 3a Aren’t the true but not provable theorems rare exceptions?
and isn’t every ‘simple and natural’ true theorem provable in an elegant way?

From the last part of the question concerning elegance, Haken was led to discuss
proofs which need thousands of pages, and computer-aided proofs. So he does not
discuss the controversy which would be the central one contained in his question if
the last four words had been omitted: isn’t every ‘simple and natural’ true theorem
provable? or, as I would like to put it, aren’t all counterexamples to ‘simple and
natural’ theorems just pathologies?

1.2.1.2 The learning of informal application rules

Now, how are informal rules, language games specified? According to Wittgenstein,
as is clear from the above citation, one can learn the reasonable use of concepts like
“game” only by exemplification; he speaks also somewhat curtly about “Abrichten”
(the German term for the training of animals). There is no other possibility to
acquire the ability to respect the informal rules of use (and to check whether they
are actually respected). This is not the case with formal rules where an algorithm
is available.

But to acquire this ability is indispensable. It is true that in the case of
mathematical concepts the correct use is in principle guaranteed if one respects
strictly the formal definition; however, not all meaningful uses are interesting uses.
What is thought of here is not the distinction between well-formed (syntactically
correct) and semantically meaningful expressions, but a choice of uses emphasized
as particularly “interesting” among semantically meaningful uses. While the former
distinction concerns the relation between syntax and semantics, the latter concerns
pragmatics. A mathematical concept is always a pair of two mutually dependent
things: a formal definition on the one hand and an intention on the other hand.
He or she who knows the intention of a concept has a kind of “nose” guiding the
“right” use of the formal concept. In this respect, mathematicians say often that
one has to acquire an “intuition” of the concept35; the student will be said to have
“really” grasped the use of the concept only after having acquired this intuition. It
is typically composed of various parts—like a catalogue of “important” or “fruitful”
examples; short (informal) outlines of the content of the concept; typical situations

35The epistemological reflections to be undertaken will heavily make use of the idea that
“intuition” can very well be something that depends on one’s expert knowledge.
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where and typical ways in which the concept is “usually” applied; occasionally also
spatial illustrations. To sum up: one learns the use of a concept just like in a
language game.

For example, the concept of category is hardly presented to beginners other-
wise than giving lots of examples36. This implies actually that the student should
already know a certain number of other concepts of structural mathematics (giv-
ing rise to examples of categories); to have already a certain knowledge can be
a necessary condition to grasp the use of a concept. We shall see later that this
observation is quite important. Already the following quotation from Peter Freyd
shows that such considerations are vital in our context:

If topology were publicly defined as the study of families of sets closed
under finite intersection and infinite unions a serious disservice would be per-
petrated on embryonic students of topology. The mathematic correctness of
such a definition reveals nothing about topology except that its basic axioms
can be made quite simple. And with category theory we are confronted with
the same pedagogical problem. The basic axioms [ . . . ] are much too simple.

A better (albeit not perfect) description of topology is that it is the study
of continuous maps; and category theory is likewise better described as the
theory of functors [Freyd 1964, 1].

(Note how he switches from “definition” to “description” when “mathematic cor-
rectness” stays no longer put.)

1.2.1.3 The interaction between a concept and its intended uses

The relation between a concept and its intended use is not static but has a history.
The “canon” of reasonable uses can be extended in the course of history, and often
it is the one who points to a particularly innovative (originally not intended) use
who is awarded the most credit with the further development of a concept (an
example will be discussed in 3.3.2.3). Hence, conceptual innovation is manifest in
different forms:

• introduction of new concepts;

• transfer of established concepts in new perspectives of use;

• adaptation of established concepts to their intended or new use (made pos-
sible by conceptual analysis);

• adaptation of perspectives of use to the possibilities of a concept recognized
in testing it.

This possibility to produce “surprise” flows from the difference between explication
and explicandum. The original intention of the concept is its explicandum. The
extension of the explication found by and by is obviously not automatically the

36Eilenberg and Mac Lane in their seminal paper asserted that “the subject matter of this
paper is best explained by an example” [1945, 231].
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extension of the explicandum. If there are great differences, we will say that the
explication failed. But if there are just some subtle ones, we will perhaps rather say
that we learned something about the explicandum through the formal treatment.

1.2.2 How we make choices

1.2.2.1 The term “theory” and the criterion problem

The listing of the different possible transformations of concepts in 1.2.1.3 leaves
open how one actually decides what concepts to form and how to transform them
(i.e., what are the criteria to choose the “reasonable” uses among the “correct”
uses). I will subsume problems of this type under the label “criterion problem”.
According to 1.2.1.1, these criteria cannot at any rate be formal ones.

We have to discuss the criterion problem since we want to analyze the his-
torical development of a theory. It is to be noted first that the term “theory” is
used in (talk about) mathematics in different manners:

• in naive use, the term denotes most often a collection of results and meth-
ods around a certain concept (examples: number theory, group theory, knot
theory, game theory, proof theory . . . ).

• a particular mathematical subdiscipline, namely proof theory, provides a ten-
tative explication of the concept of theory: a theory is the totality of propo-
sitions that can be deduced from certain axioms by certain deductive means
(“deductive hull”). The motivation of this explication comes from the problem
of consistency (which amounts to the question whether one can deduce too
much).

Besides the particular purpose served by this explication of the concept of theory,
it is certainly not a successful explication of the term “(mathematical) theory”
as it is commonly used. For instance, group theory in the usage of mathemati-
cians is not given by taking the axioms for a group and a first-order logic and
deducing straight ahead (or checking the deductive hull by more sophisticated
proof-theoretical means). Mathematicians rather mean by group theory the in-
vestigation of particular constructions or models, for example with the aim of a
classification (or enumeration) of groups37. Hence, the term theory in the math-
ematicians’ usage denotes a corpus of knowledge and methods around a basic
concept; and the methods, in particular, are completely stripped off when the
theory in the proof-theoretical sense is studied. Here, the criterion problem is to
choose relevant parts of a theory. Let me repeat that one should not think here
of the distinction between well-formed (syntactically correct) and semantically
meaningful expressions, but of a choice of propositions particularly emphasized as
“interesting” among the semantically meaningful. As Poincaré puts it: “The man
of science must work with method. Science is built up of facts, as a house is built

37See also section 5.3.2.2.
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of stones; but an accumulation of facts is no more a science than a heap of stones
is a house38” [Poincaré 1905b, 141]. (The translation “work with method” for “or-
donner” is not satisfactory; the idea is that the man of science has to carry out
an ordering of the facts. Now, ordering certainly is not to be confounded with
choosing, but experience tells us that there are not many fields in which we can
have complete orderings39, so ordering often implies choosing.)

What is more, the aim of proof theory to gain insights in consistency is only
ostensibly an indispensable part of the justification of a theory. CT is not the
only theory in history which, despite its consistency being questionable40, was
not abandoned but employed because it seemed appropriate to lead to progress in
research. In this second criterion problem (the problem on which grounds to accept
theories), the criterion of consistency is thus not decisive; there must be another
criterion. In this case, the choice of “reasonable” theories is not necessarily made
among the “correct” (and that means here: the admissible) ones, since in most
cases we do not know whether the theory is consistent (and this state of affairs
might be the principal reason for the lack of interest in consistency).

A third criterion problem concerns the observation that in mathematical
discourse, certain employments of a concept are distinguished as the “reasonable”
ones (see 1.2.1.1). The same is true for the conceptual extensions (definitions)
undertaken during the development of a theory: to paraphrase Poincaré, a theory
is a conceptual system, not a “heap” of concepts. Therefore, the writing of the
history of a theory cannot be limited to an assembling of information concerning
the first definitions of different concepts, but has to point out the stepwise creation
of a net of (mutually related) concepts.

Criterion problems are also discussed by other authors, for example by Hao
Wang 〈#2 p.26〉 or Gerd Heinz Müller 〈#42 p.300〉.

Already at this stage of the methodological discussion, the question comes to
one’s mind what is the relation of such criterion problems to epistemological ques-
tions. Does one take such decisions by an insight? This would mean to “ennoble”
something which looks rather contingent at first glance. Since we are concerned
with the despite-question, the consideration of criterion problems will be crucial
for our enterprise.

38“Le savant doit ordonner ; on fait la science avec des faits comme une maison avec des
pierres ; mais une accumulation de faits n’est pas plus une science qu’un tas de pierres n’est une
maison”. [Poincaré 1968, 158]

39The terms field and ordering are not to be taken in any mathematical sense, of course.
40Even in the domain of formal logic, there were many “interesting” systems that proved to

be inconsistent: “Inconsistencies [ . . . ] frequently occur in early versions of interesting formal
systems: Frege’s set theory, Church’s ‘set of postulates’, Martin-Löf’s type theory were all incon-
sistent” [Longo 1988, 94]. (For Church’s ‘set of postulates’, see [Church 1932]; for its inconsistency,
see [Church 1956, 201].)



1.2. Using concepts 13

1.2.2.2 The task of the philosopher, described by Poincaré and others

Poincaré in Science et méthode discusses how “reasonable” axioms (theories) are
chosen. In a section which is intended to cool down the expectations put in the
“logistic” project, he points out the problem as follows:

Even admitting that it has been established that all theorems can be de-
duced by purely analytical processes, by simple logical combinations of a finite
number of axioms, and that these axioms are nothing but conventions, the
philosopher would still retain the right to seek the origin of these conventions,
and to ask why they were judged preferable to the contrary conventions.

[ . . . ] A selection must be made out of all the constructions that can
be combined with the materials furnished by logic. the true geometrician
makes this decision judiciously, because he is guided by a sure instinct, or by
some vague consciousness of I know not what profounder and more hidden
geometry, which alone gives a value to the constructed edifice41 [Poincaré
1908a, 148].

Hence, Poincaré sees the task of the philosophers to be the explanation of how
conventions came to be. At the end of the quotation, Poincaré tries to give such
an explanation, namely in referring to an “instinct” (in the sequel, he mentions
briefly that one can obviously ask where such an instinct comes from, but he gives
no answer to this question). The pragmatist position to be developed will lead to
an essentially similar, but more complete and clear point of view.

According to Poincaré’s definition, the task of the philosopher starts where
that of the mathematician ends: for a mathematician, a result is right if he or she
has a proof, that means, if the result can be logically deduced from the axioms;
that one has to adopt some axioms is seen as a necessary evil, and one perhaps
puts some energy in the project to minimize the number of axioms (this might
have been how set theory become thought of as a foundation of mathematics).
A philosopher, however, wants to understand why exactly these axioms and no
other were chosen42. In particular, the philosopher is concerned with the question
whether the chosen axioms actually grasp the intended model. This question is
justified since formal definitions are not automatically sufficient to grasp the inten-
tion of a concept (see 1.2.1.1); at the same time, the question is methodologically
very hard, since ultimately a concept is available in mathematical proof only by a
formal explication. At any rate, it becomes clear that the task of the philosopher
is related to a criterion problem.

41“Admettons même que l’on ait établi que tous les théorèmes peuvent se déduire par des
procédés purement analytiques, par de simples combinaisons logiques d’un nombre fini d’axiomes,
et que ces axiomes ne sont que des conventions. Le philosophe conserverait le droit de rechercher
les origines de ces conventions, de voir pourquoi elles ont été jugées préférables aux conventions
contraires.

[ . . . ] Parmi toutes les constructions que l’on peut combiner avec les matériaux fournis par
la logique, il faut faire un choix ; le vrai géomètre fait ce choix judicieusement parce qu’il est
guidé par un sûr instinct, ou par quelque vague conscience de je ne sais quelle géométrie plus
profonde, et plus cachée, qui seule fait le prix de l’édifice construit” [Poincaré 1908b, 158].

42Poincaré’s stressing of this kind of understanding is discussed in [Heinzmann 1998b].
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Kreisel thinks that we do indeed have the capacity to decide whether a given
model was intended or not:

many formal independence proofs consist in the construction of models
which we recognize to be different from the intended notion. It is a fact of
experience that one can be honest about such matters! When we are shown
a ‘non-standard’ model we can honestly say that it was not intended. [ . . . ]
If it so happens that the intended notion is not formally definable this may
be a useful thing to know about the notion, but it does not cast doubt on its
objectivity [Kreisel 1970, 25].

Poincaré could not yet know (but he was experienced enough a mathematician to
“feel”) that axiom systems quite often fail to grasp the intended model; Kreisel’s
comment rests on more recent results in this direction (see also section 1.2.3.2 be-
low). It was seldom the work of professional philosophers and often the byproduct
of the actual mathematical work to point out such discrepancies.

Following Kant, one defines the task of epistemology thus: to determine the
conditions of the possibility of the cognition of objects. Now, what is meant by
“cognition of objects”? It is meant that we have an insight into (the truth of)
propositions about the objects (we can then speak about the propositions as
facts); and epistemology asks what are the conditions for the possibility of such
an insight. Hence, epistemology is not concerned with what objects are (ontol-
ogy), but with what (and how) we can know about them (ways of access). This
notwithstanding, both things are intimately related, especially, as we shall see,
in the Peircean stream of pragmatist philosophy. The 19th century (in particular
Helmholtz) stressed against Kant the importance of physiological conditions for
this access to objects. Nevertheless, epistemology is concerned with logic and not
with the brain. Pragmatism puts the accent on the means of cognition—to which
also the brain belongs.

Kant in his epistemology stressed that the object depends on the subject, or,
more precisely, that the cognition of an object depends on the means of cognition
used by the subject [Lutz 1995, 669]. For him, the decisive means of cognition
was reason; thus, his epistemology was to a large degree critique of reason. Other
philosophers disagreed about this special role of reason but shared the view that
the task of philosophy is to criticise the means of cognition. For all of them,
philosophy has to point out about what we can speak “legitimately” (that means
here: what kind of statement withstands the criticism). Such a critical approach is
implicitly contained in Poincaré’s description of the task of the philosopher; in later
sections, we will have reason to discuss in some detail the particular viewpoints of
Willard Van Orman Quine and Charles Sanders Peirce.

Reichenbach decomposes the task of epistemology into different parts: guid-
ing, justification and limitation of cognition.

While justification is usually considered as the most important of the three
aspects, the “task of the philosopher” as specified above following Poincaré is not
limited to it. Indeed, the question why just certain axioms and no others were
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chosen is obviously a question concerning the guiding principles of cognition43:
which criteria are at work? Mathematics presents itself at its various historical
stages as the result of a series of decisions on questions of the kind “Which objects
should we consider? Which definitions should we make? Which theorems should we
try to prove?” etc.—for short: instances of the “criterion problem”. epistemology, in
my opinion, has above all the task to evoke these criteria—used but not evoked by
the researchers themselves. For after all, these criteria cannot be without effect on
the conditions for the possibility of cognition of the objects which one has decided
to consider. (In turn, the conditions for this possibility in general determine the
range of objects from which one has to choose.) However, such an epistemology has
not the task to resolve the criterion problem normatively (that means to prescribe
for the scientist which choices he has to make).

1.2.2.3 The role of applications

To sum up the discussion about the choice of relevant parts of a theory: one has
the impression that a theory, once formalised and transferred to the syntactical
level, becomes an expressive and deductive framework which at first glance is dis-
posed to yield a quite amorphous mass of conceptual and propositional extensions,
some of which are later emphasized, while others are dropped or not even made.
The historical findings (the theory as it has actually grown) are thought of as the
result of a series of such choices. It is to be stressed, first of all, that the historian
will have to distrust the belated impression that there has been made a choice out
of an amorphous mass. He will have to ask whether the mathematicians devel-
oping a theory (i.e., making the distinctions) had really this idea of a, so to say,
virgin material or whether they arrived rather at a theory containing certain dis-
tinctions precisely because they wanted to make these distinctions. This amounts
to a slightly different criterion problem: why did they want to make just these
distinctions?

It is not difficult to advance a reasonable hypothesis concerning this problem.
What counts is the interplay with applications; in order to understand (histori-
cally) the “choice”, one has to investigate the contexts of application where the
choice was made. The specific treatment of a thing as object (i.e., the distinction
of certain propositions concerning the thing) is determined largely by the tasks
the thing is intended to accomplish as a tool.

However, the original contexts of application cannot give the whole answer,
for only the theory’s capacity to be developed “on its own”, in separation from the

43In stressing the aspect of cognition guiding, I agree with different authors who underline
the heuristic function of foundational research, for example Wang 〈#1 p.5〉, Lawvere (7.2.3),
Bénabou 〈#35 p.297〉 and implicitly also Wittgenstein: “A Wittgensteinian spirit reproaches a
set-theoretical foundation for not providing any tie between the definition of the axioms and the
activities leading to the choice of its model (Un esprit wittgensteinien reproche à un fondement
ensembliste [ . . . ] de ne procurer aucun lien entre la définition des axiomes et les activités
conduisant au choix de son modèle)” [Heinzmann 1997]. Also Mach’s plea for historical research,
reproduced and discussed in 1.1.1, can be understood this way.
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original applications, makes it applicable in other contexts not determined from
the very beginning. As [Quine 1958, 8] puts it:

The usefulness of a theory is not to be measured solely in terms of the
application of prefabricated techniques to preformulated problems; we must
allow the applicational needs themselves, rather, to play their part in motivat-
ing further elaborations of theory. The history of mathematics has consisted
to an important degree in such give and take between theory and application.

In the case of many concepts of CT, the inspection of the original context of ap-
plication is not sufficient to explain the relevance the concept did adopt later;
an amazing example is the concept of adjoint functor44. It is rather by the in-
terplay between the development of the theory itself and the development of its
applications that both take their respective form: the desired applications suggest
which propositions one should try to prove (because their proof would allow for
these applications); the deductive extension of the concept helps to estimate in
which fields of application an employment of the concept should be tried (because
one has more points of contact than the mere observation that certain things fall
under the concept). Hence, the state of one of the two directions of development
works as guiding principle for the development of the other; there is, so to say,
a mutual guiding. Put together, it seems reasonable to inspect the interaction of
CT with one of its fields of application under two cuts: on the one hand, how was
the field of application transformed by it (for example, the concept of free object
is now expressed in a categorial manner—see 2.4.3); on the other hand, how did
CT develop through this application (for example, what kinds of categories are to
be distinguished if one aims at fixing where one can speak of the concept of exact
sequence—see 3.1.2.1)?

One aspect of the use of concepts is that they can be used as “auxiliary”
concepts or in a more “essential” manner. This distinction occurs frequently in
texts containing a reflection about conceptual progress in CT, and it is clearly a
distinction with an epistemological content. Actually, the distinction is related to
the choices one made.

1.2.3 Uses as tool and uses as object

1.2.3.1 Problem solving, conceptual clarification and “splitting off”

By a “mathematical working situation”, I mean a configuration45 of concepts, meth-
ods, problems, results underlying a concrete case of mathematical acting (operat-
ing). Here, “method”, “problem”, “result” are intended to designate which function
the things called “method”, “problem” or “result” perform in the action considered:
this action will typically start with the statement of a problem and try to get a
result in applying a method. Certainly, these things can change their roles; for

44See especially section 5.2.3.
45See Epple’s “epistemic configurations (epistemische Konfigurationen)” [2000, 150].
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example, a method can become itself the object of an investigation (i.e., a kind
of problem). Accordingly, the use of the term “concept” is ambiguous (and more
neutral as to the function the thing to which the term is applied performs in an
action): a thing being called a mathematical concept can be equally well a tool
for the understanding of a problem (i.e., it can serve for conceiving, grasping a
matter of fact) or itself an object of an investigation. Hence, concepts belong both
to the problems and to the methods; sometimes, a concept might even be a result.
To summarize, I stick here (in agreement with the usual employment of the term
in the informal discourse of mathematicians) to a not completely explicated use
of the term “concept”46.

In what precedes, an observation (concerning the pragmatics, not the seman-
tics of a piece of language) was made which, simple as it might be, nevertheless
is of crucial importance for the epistemological considerations to follow: a mathe-
matical object can, in different working situations, perform different functions: it
can be an object of investigation or a tool for the investigation of other objects.
This depends on the perspective of those actually dealing with the object. The
tool/object dualism is a basic dualism between two types of use (constitution) of
given things: a thing can be used as an object or as a tool. For example, if you use
your glasses as a tool, you look through them (you do not see them), but if you
use them as an object (perhaps because they have to be cleaned or something the
like), you regard them (but you do not “use” them in the way they are intended
to be used, i.e., as a tool). For instance, both types of use have been present in
the history of category theory (it was this observation which gave the book its
title): CT was used as a tool in mathematical applications, and was the object of
philosophical debate.

To avoid confusion in the discussion to follow, a terminological remark is at
hand. It would be quite embarrassing to use a term as current in normal philosoph-
ical discourse as “object” in all this discussion exclusively in this qualified sense,
i.e., only in the combination “used as” and, in this respect, opposed to “tool”.
Hence, I will speak of objects and this will not always imply that these objects
are used as objects by someone. What we intend to do, after all, is to analyze the
uses scientists make of concepts in particular working situations. Now, when we
are doing that, our object (in the qualified sense: object of investigation) are these
uses, and we will not be prohibited from speaking about the objects they are uses
of, disregarding whether these objects actually are used as objects or as tools. We
still call them objects, even if they happen to be used as objects neither by the
scientists nor by ourselves (since we “use” their uses as objects).

A working situation can be seen under the perspective of “problem solving”
or rather under that of “conceptual clarification” (or clarification of methods).
Questions of conceptual clarification are problems, too; questions considered as

46“ ‘concept’ is a vague concept (‘Begriff’ ist ein vager Begriff)”; [Wittgenstein 1956] V-49. By
the way, in the original German version of this book, I made some effort to distinguish between
“Konzept” and “Begriff”, a distinction to be drawn in German philosophical language but difficult
to imitate in English.
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the most urgent open problems of a science at one moment in time may very
well have been considered earlier as mere questions of conceptual clarification,
as belonging to a kind of meta-level. Hence, one has to ask: what is regarded as
object-like, what as tool-like in the situation considered by the historian? This can
vary inside a community47. In what follows, I will use throughout a terminology
derived from this developmental picture of conceptual hierarchy: I will say that a
concept is used as a tool on one level and as an object on the “next” level.

The methods for the problems of today provide the problems of tomorrow48.
With the first solution of a problem49, the problem is solved and no longer bothers
the one who was simply concerned with finding a solution; whoever is rather
“conceptually oriented” is interested in the clarity of the solution (and he or she
wants to improve this clarity by analysis of the concepts involved and eventually
by the introduction of new concepts). A solution appears to be “complicated”
(unclear, elaborate, tedious) when there is no formulation of the solution in usual
terms that could be called simple, lucid and the like. This motivates the “search
for the right concept”; once formulated in such new concepts, a simpler solution of
the problem becomes possible. In some cases, the new concepts allow an extension
of the solution method to other problems, and this encouraged the conviction that
they are the “right” ones.

Thus, progress in mathematics often is due to the interaction of the tendencies
of problem solution and conceptual clarification. The former provides solutions
formulated at a secured level of conceptual development but becoming gradually
(in advancing from problem to problem) complicated, finally “too” complicated;
the latter analyzes the concepts and methods and proposes concepts allowing for
a “clarification” of the solutions but yielding at the same time new problems.

The foregoing description is most accurate in the context of application where
CT does nothing more than react (algebraic topology before Kan); it is more in-
teresting but less clear what happens when unsolved problems are finally solved
by the introduction of new conceptual means. Before discussing examples, let us
notice that similar observations about conceptual transformations can be made
concerning proofs of theorems. The cases where an already established theorem is
proved in a new way are important on the one hand for legitimizing conceptual
transformations (as a test of solidity, so to say); conversely, conceptual transforma-
tions can precisely be motivated to find an “appropriate” proof for an important
theorem (where an explicit criterion of “appropriateness” remains to be given).

47Compare the diverging contemporary judgements on [Eilenberg and Mac Lane 1945] (pre-
sented in 2.3.2.1).

48An example is constituted by Grothendieck’s so-called standard conjectures—see 4.2.3: these
are completely split off from the original context of application, and this splitting off even was
encouraged by the fact that the original problem was resolved by different means.

49See for example the discussion of Hopf’s solution of the “Kn → Sn problem” in 2.1.2.2.
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Examples are the law of quadratic reciprocity50, the functorial proof of Brouwer’s
theorem of invariance of dimension [Spanier 1966] or Weil’s proof of de Rham’s
theorem [Weil 1952b].

In this book, we will be especially concerned with the following examples:
Poincaré’s duality theorem (4.2.2), the Riemann–Roch–Hirzebruch–Grothendieck
theorem (3.3.3.5), or the Lefschetz fixed point formula (2.1.2.1, 3.2.3.3). It turns
out that these theorems apply to a wider range of objects after the conceptual
transformation. Thus, this transformation may have been undertaken in order to
have the theorems available in new problem contexts—the aim would be not simply
to have nicer proofs of the theorems but to get a method of attack for a certain
problem not yet accessible. Hence, in these cases conceptual development no longer
serves merely to organize and simplify the presentation of already established
results but is at the heart of the solution of a yet unsolved problem. In some
examples of this kind, I will try to show that what happens is that the problems are
formulated as problems concerning a new kind of objects which are not constituted
by abstraction from the old objects.

The opposition of theory and applications discussed in 1.2.2.3 obviously
serves to distinguish clearly between the different levels. But since I want to study
the process of going from one level to another, it is natural that I am interested
especially in the interaction of theory and applications.

In what precedes, a commonplace among mathematicians was implicitly ap-
proved, namely that when new conceptual systems are introduced, they should
serve the purpose of providing better methods of attack for mathematical prob-
lems. But this commonplace needs to be criticized. For it happens quite often that
in the new context the old problems resist solution just as much as they did in
the old one. The truth about the commonplace is rather that important modi-
fications of the conceptual and methodological framework are about to be made
whenever old concepts “petered out”51. But it is by no means always the case that
the solution of the allegedly invincible problem jumps out of the nutshell with
the introduction of the new concepts (as Grothendieck expressed it in Récoltes
et semailles), rather, the new language (the new context, the new point of view)
“splits off”, yields new problems binding the forces of those who work in the new
manner. This observation makes some prejudices collapse, for example the tru-
ism that the acceptance of newly introduced concepts rests exclusively on their
appropriateness in solving open problems. The entire concept of a research pro-
gram calls for reevaluation: a collective mathematical activity is not always held
together by great open questions. New directions (such as, for instance, modern
algebra in Emmy Noether’s sense or similarly Grothendieck’s mathematics) are
not always pursued simply because young researchers feel that maybe they can
contribute to the victory over problems that have been regarded as invincible for

50See [Hecke 1923, 59].
51Poincaré points out—concerning physics—that conventions can become uninteresting: “Si

un principe cesse d’être fécond, l’expérience, sans le contredire directement, l’aura cependant
condamné”. [1905a, 146].
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a long time—rather, in these cases a paradigm is just by its questions separated
from its predecessors. Only when some time has elapsed without any progress in
the “great” problems can it be that the activity around a once new, now at least
“separated” language decreases.

1.2.3.2 Questioning of formerly tacit beliefs

La connoissance de la vérité est comme la santé de l’âme :
lors qu’on la possède, on n’y pense plus.

Descartes to Chanut, March 31, 1649 ; Œuvres V (1974), p.327.

In connection with the distinction between uses as a tool and uses as an ob-
ject, a particular aspect will be very important in considerations to follow, namely
the role of tacit assumptions about legitimacy of uses. The most important exam-
ple for a questioning of a use formerly taken for granted flows from the history
of axiomatic set theory. Let us look at some findings in axiomatic studies which
had important impacts in the development of epistemology of mathematics. These
events were related to the logicist program which is founded on the observation
that logic is particularly intuitive in the sense that to realize the truth of logical
theorems, no further reduction to even more intuitive truths is required. However,
the problems challenging the logicist program (Russell’s antinomy) led to the in-
clusion of existence postulates exceeding logic (like the reducibility axiom of type
theory or AC) in foundational systems. This reduction of mathematics to (ax-
iomatic) set theory was acknowledged more widely than Hilbert’s program to find
a consistency proof for mathematics in the scope of such a reduction. One held the
axioms of set theory capable of capturing what one imagined to be the properties
of extensions (i.e., capturing what was intended); in this sense, the axioms were
“intuitive”.

Now, the original intention was actually expressed in Frege’s unlimited axiom
of comprehension52; when it turned out that this axiom is not tenable, a guide-
line was needed along which substitutes for this axiom could be given. Folklore
has it that the axioms of set theory were chosen in such a way that the “usual”
mathematics could be derived from it53. However, under this maxim the axiomatic
framework can eventually exceed the original intention!

The friction between this maxim and the above mentioned idea concerning
the intuitivity of the axioms can be presented in the example of the axiom of
choice (AC). The fact that this axiom is independent54 of ZF destroys the hope of
obtaining with the axioms of set theory completely intuitive propositions, and this
in the following sense: Now, ZF + AC can hold, but it can also be that ZF + ¬AC
holds. Therefore, the axioms do not capture the intuitive concept of set, for they

52More precisely, Frege didn’t even take this as an explicit axiom but apparently did consider
it as so evident that he implemented it in his very symbolism; see [Ferreiros 1999, 304].

53Lawvere claims to have taken a similar way in assembling his axioms for the category of all
categories; 〈#34 p.286〉.

54This point is discussed in detail concerning the continuum hypothesis in 6.4.6.3.
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are not (as practised before) a description of the concept of set without questioning
validity: one realizes suddenly that what one believes might very well be invalid.
(The very fact that a law—an axiom—has been stated often indicates that someone
had the idea that one could equally well do otherwise. It is characteristic of tacit
beliefs or, as I will say later, intuitive uses not to have such ideas.)

This made shaky the role of axiomatic set theory as a foundation of an
informal, abstract concept. [Heinzmann 2002] expresses this, paraphrasing [Weyl
1985, 13], as follows:

Whereas the axiomatic method was [formerly] used for the purpose of elu-
cidating the foundations on which mathematicians build (Hilbert’s position),
it has become a tool for concrete mathematical research [ . . . ]; while formerly
Axiomatics was concerned with axioms which determine the structure of the
system, axiomatic systems are now the common basis for the investigation of
individual entities arising by specified constructions and differentiations such
as the study of definable sets of real numbers (descriptive set theory) or by
the variety of models of a given system.

Hence, the axiomatic method developed from a method of foundational re-
search towards a method of the research discipline set theory (and other math-
ematical subdisciplines). It lost its alleged significance as a tool of philosophical
analysis (which, according to Poincaré, it never really had).

From this example of the history of set theory,55 we can learn how the various
observations of discrepancies between the formal definition (or later the axiomatic
system) and the intended model influenced the strategies for grasping this model.
There were moments when one became aware that what one thought to be true
might very well be untrue. First, one certainly thought that formalizing or axioma-
tizing will give us additional security compared to naive uses, since the correctness
of these uses can be checked. But it turned out that we are dissatisfied with these
enterprises. Should we now worry about the loss of security? Or should we rather,
as Kreisel asked us to do, be honest about our capacity to grasp intended mod-
els and hence judge the value of an explication by the intended model (and not
conversely)?

1.3 Reductionist vs. pragmatist epistemology of
mathematics

In what follows, a certain epistemological position is developed in some detail.
At the end of the present book when the findings on category theory will be
better known, an interpretation of this position in relation to this concrete piece
of mathematical knowledge will be attempted. However, this concretization is not
meant to lend support to the epistemological position (as a kind of case study).

55The reader interested in an extensive account of the early history of set theory may wish to
read [Ferreiros 1999].
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For an epistemological doctrine cannot both be an a priori choice criterion and
means of interpretation for the historical facts and supported a posteriori by the
findings; the final justification of the epistemological doctrine must come from
somewhere else. Such a justification will not be attempted here (this is no book
on pragmatist philosophy in general56).

1.3.1 Criticizing reductionism

During the 20th century, the following epistemology of mathematics was predom-
inant: a sufficient condition for the possibility of the cognition of objects is that
these objects can be reduced to set theory. The conditions for the possibility of the
cognition of the objects of set theory (the sets), in turn, can be given in various
manners57; in any event, the objects reduced to sets do not need an additional
epistemological discussion—they “are” sets. Hence, such an epistemology relies
ultimately on ontology.

Doing mathematics, one tries to give proofs for propositions, i.e., to deduce
the propositions logically from other propositions (premisses). Now, in the reduc-
tionist perspective, a proof of a mathematical proposition yields an insight into
the truth of the proposition, if the premisses are already established (if one has
already an insight into their truth); this can be done by giving in turn proofs for
them (in which new premisses will occur which ask again for an insight into their
truth), or by agreeing to put them at the beginning (to consider them as axioms
or postulates). The philosopher tries to understand how the decision about what
propositions to take as axioms is arrived at, because he or she is dissatisfied with
the reductionist claim that it is on these axioms that the insight into the truth of
the deduced propositions rests. Actually, this epistemology might contain a short-
coming since Poincaré (and Wittgenstein, see 1.3.1.3) stressed that to have a proof
of a proposition is by no means the same as to have an insight into its truth.

I think that the attempts to disclose the ontology of mathematical objects58
reveal the following tendency in epistemology of mathematics: Mathematics is

56I do not pretend to the authorship of the basic ideas contained in the following remarks;
to a large extent, they stem from Gerhard Heinzmann who is preparing a publication on the
subject. What is new about my contribution is the attempt to apply this approach to a concrete
piece of mathematics. But due to the lack of other literature at the present time, a preliminary
exposition of the generalities cannot be avoided.

57Frege conceived the axioms as descriptions of how we actually manipulate extensions of
concepts in our thinking (and in this sense as inevitable and intuitive “laws of thought”). Hilbert
admitted the use of intuition exclusively in metamathematics where the consistency proof is
to be done (by which the appropriateness of the axioms would be established); Bourbaki takes
the axioms as mere hypotheses (see 6.4.6.1). Hence, Bourbaki’s concept of justification is the
weakest of the three: “it works as long as we encounter no contradiction”; nevertheless, it is still
epistemology, because from this hypothetical-deductive point of view, one insists that at least a
proof of relative consistency (i.e., a proof that the hypotheses are consistent with the frequently
tested and approved framework of set theory) should be available.

58Set theory is naturally but the last of a whole series of such attempts most of which will not
be discussed here.
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seen as suffering from a lack of ontological “determinateness”, namely that this
science (contrarily to many others) does not concern material data such that the
concept of material truth is not available (especially in the case of the infinite).
This tendency is embarrassing since on the other hand mathematical cognition is
very often presented as cognition of the “greatest possible certainty” just because
it seems not to be bound to material evidence, let alone experimental check.

The technical apparatus developed by the reductionist and set-theoretical
approach nowadays serves other purposes, partly for the reason that tacit beliefs
about sets were challenged59; the explanations of the science which it provides are
considered as irrelevant by the practitioners of this science60. There is doubt that
the above mentioned sufficient condition is also necessary; it is not even accepted
throughout as a sufficient one. But what happens if some objects, as in the case
of category theory, do not fulfill the condition? It seems that the reductionist
approach, so to say, has been undocked from the historical development of the
discipline in several respects; an alternative is required.

Set operations during the historical development turned out to be something
quite fundamental for mathematical thinking; but I do not think that this justifies
the conclusion that the sets determined by these operations are those “first things”
(τα πρωτα) in whose grasp all (mathematical) cognition can be reduced. Rather,
foundational research in mathematics seems to reach ever new schemes of operation
recognizable as “fundamental” which do not necessarily replace but do replenish
the old ones.

1.3.1.1 Peirce on reductionism

Anterior to Peirce, epistemology was dominated by the idea of a grasp of objects;
since Descartes, intuition was considered throughout as a particular, innate capac-
ity of cognition (even if idealists thought that it concerns the general, and empirists
that it concerns the particular). The task of this particular capacity was the foun-
dation of epistemology; already from Aristotle’s first premisses of syllogism, what
was aimed at was to go back to something first (τα πρωτα).

In this traditional approach, it is by the ontology of the objects that one hopes
to answer the fundamental question concerning the conditions for the possibility of
the cognition of these objects. One hopes that there are simple “basic objects” to
which the more complex objects can be reduced and whose cognition is possible by
common sense—be this an innate or otherwise distinguished capacity of cognition
common to all human beings. Here, epistemology is “wrapped up” in (or rests on)
ontology; to do epistemology one has to do ontology first.

Peirce shares Kant’s opinion expressed above according to which the object
depends on the subject (1.2.2.2); however, he does not agree that reason is the
crucial means of cognition to be criticised. In his paper “Questions concerning cer-
tain faculties claimed for man”, he points out the basic assumption of pragmatist

59See 1.2.3.2.
60See 1.1.2.
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philosophy: every cognition is semiotically mediated (makes use of signs). He says
that there is no immediate cognition (a cognition which “refers immediately to its
object”), but that every cognition “has been determined by a previous cognition”
of the same object (Question 1 and discussion). Correspondingly, Peirce replaces
critique of reason by critique of signs. He thinks that Kant’s distinction between
the world of things per se (Dinge an sich) and the world of apparition (Erschein-
ungswelt) is not fruitful; he rather distinguishes the world of the subject and the
world of the object, connected by signs; his position consequently is a “hypotheti-
cal realism” in which all cognitions are only valid with reservations. This position
does not negate (nor assert) that the object per se (with the semiotical mediation
stripped off) exists, since such assertions of “pure” existence are seen as necessarily
hypothetical (that means, not withstanding philosophical criticism).

By his basic assumption, Peirce was led to reveal a problem concerning the
subject matter of epistemology, since this assumption means in particular that
there is no intuitive cognition in the classical sense (which is synonymous to “im-
mediate”). Hence, one could no longer consider cognitions as objects; there is no
intuitive cognition of an intuitive cognition. Intuition can be no more than a re-
lation. “All the cognitive faculties we know of are relative, and consequently their
products are relations” (5.262). According to this new point of view, intuition
cannot any longer serve to found epistemology, in departure from the former re-
ductionist attitude. A central argument of Peirce against reductionism or, as he
puts it,

the reply to the argument that there must be a first is as follows: In
retracing our way from our conclusions to premisses, or from determined
cognitions to those which determine them, we finally reach, in all cases, a
point beyond which the consciousness in the determined cognition is more
lively than in the cognition which determines it [Peirce 1935, 5.263].

Peirce gives some examples derived from physiological observations about per-
ception, like the fact that the third dimension of space is inferred, and the blind
spot of the retina (5.219 and 5.220, respectively). In this situation, the process of
reduction loses its legitimacy since it no longer fulfills the function of cognition
justification. At such a place, something happens which I would like to call an
“exchange of levels”: the process of reduction is interrupted in that the things ex-
change the roles performed in the determination of a cognition: what was originally
considered as determining is now determined by what was originally considered as
asking for determination.

The idea that contents of cognition are necessarily provisional has an effect
on the very concept of conditions for the possibility of cognitions. It seems to me
that one can infer from Peirce’s words that what vouches for a cognition is not
necessarily the cognition which determines it but the livelyness of our consciousness
in the cognition. Here, “to vouch for a cognition” means no longer what it meant
before (which was much the same as “to determine a cognition”), but it still means
that the cognition is (provisionally) reliable. This conception of the livelyness of



1.3. Reductionist vs. pragmatist epistemology of mathematics 25

our consciousness roughly might be seen as a substitute for the capacity of intuition
in Peirce’s epistemology—but only roughly, since it has a different coverage.

1.3.1.2 Peirce on prejudices, and the history of concepts

Such an epistemology can be considered as having a historical aspect: exchanges
of levels in a conceptual framework can occur in the historical development of
this framework. One could even define conceptual progress as such an exchange of
level: scientific knowledge makes progress precisely when such an exchange occurs.
In this historical version of the approach, Peirce meets Kuhn, so to say.

Peirce in his paper “Some consequences of four incapacities” criticises the
cartesian methodological imperative of universal doubt; he says

We must begin with all the prejudices which we actually have when we
enter upon the study of philosophy. These prejudices are not to be dispelled by
a maxim, for they are things which it does not occur to us can be questioned.
[ . . . ] A person may, it is true, in the course of his studies, find reason to
doubt what he began by believing; but in that case he doubts because he has
a positive reason for it, and not on account of the Cartesian maxim (5.265).

In the case of epistemology of mathematics, it is the task of the philosopher to
question the prejudices of the workers in the field.

As announced, I have the impression that even a “historical brand” of re-
ductionism (a “provisional reductionism”) fails if it holds that the worst that can
happen is the coming about of a new level on which the level formerly seen as
basic turns out to depend. The notions of “basic” and “dependent” involved here
are by no means in a simple relation (they are not precisely opposite): there are
examples where the “dependent” level is still more “basic” than the level on which
it depends. Much like Kreisel, Peirce stresses that we can be honest about our ca-
pacity to decide what is basic for us and what is not (“the consciousness . . . is more
lively”). However, this would yield an epistemology based on introspection (against
which Peirce argues strongly, see 5.244ff) if one were not able to explain how we
can learn such convictions. For in this case we will not only believe we have our
convictions, but we will know at least how we got them. History tells us that new
results can come about which show us that things can differ from expectations.
The blind spot, used as an example by Peirce, had first to be discovered. That
means: it is not the hierarchy of dependence that changes, but our knowledge of
this hierarchy. As far as mathematics’ conceptual history is concerned, such new
results are obtained no longer in the field of physiology, but concerning concepts
and their properties. We have two hierarchies here, one created by the relation of
dependence, the other by the relation “more basic”. Such a situation of competing
hierarchies seems to be part of the problem in the philosophical debate on CT: on
the one hand, categories (with some difficulties) can be described in the language
of sets and classes; on the other hand, sets are just another example of a category.
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1.3.1.3 Wittgenstein’s criticism of reductionism

Wittgenstein’s criticism of Russell’s logicist foundation of mathematics contained
in [1956] consists in saying that it is not the formalized version of mathematical
deduction which vouches for the validity of the intuitive version but conversely. In
my opinion, this criticism can easily be transferred to the philosophy of set theory.

If someone tries to shew that mathematics is not logic, what is he trying to
shew? He is surely trying to say something like:—If tables, chairs, cupboards,
etc. are swathed in enough paper, certainly they will look spherical in the
end.

He is not trying to shew that it is impossible that, for every mathematical
proof, a Russellian proof can be constructed which (somehow) ‘corresponds’
to it, but rather that the acceptance of such a correspondence does not lean
on logic61 [Wittgenstein 1956] II-53.

Taking up Wittgenstein’s criticism, Hao Wang discusses the view that mathe-
matics “is” axiomatic set theory as one of several possible answers to the ques-
tion “What is mathematics?”. Wang points out that this view is epistemologically
worthless, at least as far as the task of understanding the feature of cognition
guiding is concerned:

Mathematics is axiomatic set theory. In a definite sense, all mathematics
can be derived from axiomatic set theory. [ . . . ] There are several objections to
this identification. [ . . . ] This view leaves unexplained why, of all the possible
consequences of set theory, we select only those which happen to be our math-#2
ematics today, and why certain mathematical concepts are more interesting
than others. It does not help to give us an intuitive grasp of mathematics
such as that possessed by a powerful mathematician. By burying, e.g., the
individuality of natural numbers, it seeks to explain the more basic and the
clearer by the more obscure. It is a little analogous to asserting that all phys-
ical objects, such as tables, chairs, etc., are spherical if we swathe them with
enough stuff [Wang 1971, 49].

Reductionism is an age-old project; a close forerunner of its incarnation in set
theory was the arithmetization program of the 19th century. In the context of
our criticism, it is interesting that one of its prominent representatives, Richard
Dedekind, exhibited a quite distanced attitude towards a consequent carrying out
of the program:

It appears as something self-evident and not new that every theorem of
algebra and higher analysis, no matter how remote, can be expressed as a
theorem about natural numbers [ . . . ] But I see nothing meritorious [ . . . ] in

61“Was will Einer zeigen, der zeigen will, daß Mathematik nicht Logik ist? Er will doch etwas
sagen wie:– Wenn man Tische, Stühle, Schränke etc. in genug Papier wickelt, werden sie gewiß
endlich kugelförmig ausschauen.

Er will nicht zeigen, daß es unmöglich ist, zu jedem mathematischen Beweis einen Russell-
schen zu konstruieren, der ihm (irgendwie) ‘entspricht’, sondern, daß das Anerkennen so einer
Entsprechung sich nicht auf Logik stützt”.
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actually performing this wearisome circumlocution and insisting on the use
and recognition of no other than rational[62 ] numbers63 [Dedekind 1901, 35].

Hence, it is not this actual translation in terms of natural numbers that is really
aimed at in the program—and this since it wouldn’t explain very much, just like the
later reduction of natural numbers to sets according to Wang “seeks to explain the
more basic and the clearer by the more obscure”. I will later (1.3.1.4) say something
about what ultimately is the task of such reductions, if it is not explanation, after
all; here, I want to understand somewhat better why it does not “explain” anything.

Georges Perec wrote a detective novel without using the letter ‘e’ (La dis-
parition, English A void; [1969]), thus proving not only that such an enormous
enterprise is indeed possible but also that formal constraints sometimes have great
aesthetic appeal. I think that the translation of mathematical propositions into a
poorer linguistic framework can easily be compared with such painful lipogram-
matical64 exercises. In principle all logical connectives can be simulated in a frame-
work exclusively using Sheffer’s stroke, and all cuts (in Gentzen’s sense) can be
eliminated; one can do without common language at all in mathematics and for-
malize everything and so on: in principle, one could leave out a whole lot of things.
However, in doing so one would depart from the true way of thinking employed
by the mathematician (who really uses “and” and “not” and cuts and who does
not reduce many things to formal systems). Obviously, it is the proof theorist as a
working mathematician who is interested in things like the reduction to Sheffer’s
stroke since they allow for more concise proofs by induction in the analysis of a
logical calculus. Hence this proof theorist has much the same motives as a mathe-
matician working on other problems who avoids a completely formalized treatment
of these problems since he is not interested in the proof-theoretical aspect.

There might be quite similar reasons for the interest of some set theorists in
expressing usual mathematical constructions exclusively with the expressive means
of ZF (i.e., in terms of ∈). But beyond this, is there any philosophical interpretation
of such a reduction? In the last analysis, mathematicians always transform (and
that means: change) their objects of study in order to make them accessible to
certain mathematical treatments65. If I consider a mathematical concept as a tool,
I do not only use it in a way different from the one in which I would use it if I
considered it as an object; moreover, in my semiotical representation of it, I give
it a form which is different in both cases. In this sense, the proof theorist has to
“change” the mathematical proof (which is his or her object of study to be treated

62probably a misprint for “natural”; compare the original text cited in the next note.
63“[Es] erscheint [ . . . ] als etwas Selbstverständliches und durchaus nichts Neues, daß jeder

auch noch so fern liegende Satz der Algebra und höheren Analysis sich als ein Satz über die
natürlichen Zahlen aussprechen läßt [ . . . ]. Aber ich erblicke keineswegs etwas Verdienstliches
darin [ . . . ], diese mühselige Umschreibung wirklich vornehmen und keine anderen als die na-
türlichen Zahlen benutzen und anerkennen zu wollen” [Dedekind 1887, vi].

64“Lipogramme” is the terminus technicus used in literary studies for texts avoiding certain
letters.

65Such a phenomenon will be observed below in Grothendieck’s work; see 4.3.
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with mathematical tools). When stating that something is used as object or as
tool, we have always to ask: in which situation, or: by whom.

A second observation is that the translation of propositional formulæ in terms
of Sheffer’s stroke in general yields quite complicated new formulæ. What is “sim-
ple” here is the particularly small number of symbols needed; but neither the
semantics becomes clearer (recall that p|q means “not both p and q”; cognitively,
this looks more complex than “p and q” and so on), nor are the formulæ you get
“short”. What is looked for in this case, hence, is a reduction of numerical com-
plexity, while the primitive basis attained by the reduction cognitively looks less
“natural” than the original situation (or, as Peirce expressed it, “the consciousness
in the determined cognition is more lively than in the cognition which determines
it”; see section 1.3.1.1); similarly in the case of cut elimination. In contrast to this,
many philosophers are convinced that the primitive basis of operating with sets
constitutes really a “natural” basis of mathematical thinking, i.e., such operations
are seen as the “standard bricks” of which this thinking is actually made—while
no one will reasonably claim that expressions of the type p|q play a similar role
for propositional logic. And yet: reduction to set theory does not really have the
task of “explanation”. It is true, one thus reduces propositions about “complex”
objects to propositions about “simple” objects; the propositions themselves, how-
ever, thus become in general more complex. Couched in Fregean terms, one can
perhaps more easily grasp their denotation (since the denotation of a proposition
is its truth value) but not their meaning. A more involved conceptual framework,
however, might lead to simpler propositions (and in most cases has actually just
been introduced in order to do so). A parallel argument concerns deductions: in
its totality, a deduction becomes more complex (and less intelligible) by a decom-
position into elementary steps; one can easier check its correctness but struggles
harder to understand its overall strategy since overview is quickly lost.

Now, it will be subject to discussion whether in the case of some set operations
it is admissible at all to claim that they are basic for thinking (which is certainly
true in the case of the connectives of propositional logic). It is perfectly possible
that the common sense which organizes the acceptance of certain operations as
a natural basis relies on something different, not having the character of some
eternal laws of thought. I claim: it relies on training.

Is it possible to observe that a surface is coloured red and blue; and not
to observe that it is red? Imagine a kind of colour adjective were used for
things that are half red and half blue: they are said to be ‘bu’. Now might not
someone to be trained to observe whether something is bu; and not to observe
whether it is also red? Such a man would then only know how to report: “bu”
or “not bu”. And from the first report we could draw the conclusion that the
thing was partly red66 [Wittgenstein 1956] V-42.

66“Ist es möglich, zu beobachten, daß eine Fläche rot und blau gefärbt ist, und nicht zu be-
obachten, daß sie rot ist? Denk Dir, man verwende eine Art Farbadjektiv für Dinge, die halb
rot, halb blau sind: Man sagt sie seien ‘bu’. Könnte nun jemand nicht darauf trainiert sein,
zu beobachten, ob etwas bu ist; und nicht darauf, ob es auch rot ist? Dieser würde dann nur
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1.3.1.4 Criticizing formalism

The question of whether intended models can in principle be grasped by formal
concept definitions was a central problem of philosophy in the 1930s; the cor-
responding discussion can be reduced to the formula Oxford vs. Cambridge. In
Oxford, one rather favored natural language and pragmatics, while in Cambridge
formalism was upheld (criticized by Wittgenstein; see for example the citation at
the end of the section 1.2.1.1).

Quine in [1948] revived the old nominalist thesis that the idea of a concept as
an entity is senseless since there is no clear criterion of identification for concepts—
and “no entity without identity” [1977, 35]. Statements concerning concepts do
not withstand this particular philosophical criticism. Quine’s conclusion was the
following: science can only speak about extensions of concepts. This yields the
primacy of set theory. In Quine’s view, extensions are pretty legitimate entities.
For example, numbers in set theory are defined through an equivalence relation;
by this procedure, numbers become abstract entities which can be identified (since
an equivalence relation yields a partition). This is, mutatis mutandis, true for all
mathematical objects available in set theory: they become identifiable (and hence,
they become entities) thanks only to the concept of equivalence relation. In this
sense, set theory can be thought of establishing mathematical objects as entities
(but it does not succeed in doing so since there are nonstandard models).

But there is another possible solution to the problem of concepts (in the spirit
of Oxford philosophy): what counts is the learning of the rules of use; mathematics
in this sense is as much of a language as other languages. We can communicate,
after all, without knowing what a concept is.

Continuing the formalism debate, Kreisel criticized (from a somewhat em-
piricist standpoint) the “formalist-positivist doctrine” which he characterizes as
asserting that “only formally defined notions and therefore only explanations in
formal terms are precise” [1970, 17] (see also 1.1.2). Kreisel opposes “formal no-
tions” to “non-formal notions”—which at first glance sounds quite trivial; however,
it is quite probable that Kreisel thought in his mother-language (i.e., in German)
here, which provides a more substantial distinction between formal and inhaltlich
(that means: “related to content”)67. Kreisel stressed that within mathematics ab-
stract concepts are needed to make reasoning intelligible and that to achieve this,
the use of such concepts is required without referring back, at each stage, to some
“explication” (p.29).

The philosopher who criticizes formalism does not agree that the transition to
an explication, the transformation of informal rules into formal ones68, constitutes

zu melden wissen: “bu”, oder “nicht bu”. Und wir könnten aus der ersten Meldung den Schluß
ziehen, das Ding sei zum Teil rot”.

67This is actually how the distinction is presented in the German translation of Kreisel’s paper
[1974]. The same problem of translation is already present in Hilbert’s writing, compare n.485.

68Actually, it is not even clear whether such a transformation really takes place; the debate
concerns in particular the question whether a control of agreement between explicandum and
explicatum is really possible.
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an insight. Both kinds of rules are needed simultaneously—because otherwise one
faces immediately a criterion problem since on the basis of mere unfolding of formal
rules one can barely make any decisions.

Admittedly: a concept is explicated because one observes that to proceed
further one needs it in a form in which the correct use can be checked formally.
But what vouches for the legitimacy of the concept is not the presence of a formal
definition.

1.3.2 A new conception of intuition

1.3.2.1 Some uses of the term “intuition”

During his attempt to axiomatize the category of all categories (see 7.2.2), Lawvere
says

Our intuition tells us that whenever two categories exist in our world, then
so does the corresponding category of all natural transformations between the
functors from the first category to the second [1966, 9].

However, if one tries to reduce categorial constructions to set theory, one faces
some serious problems in the case of a category of functors (see chapter 6). Lawvere
(who, according to his aim of axiomatization, is not concerned by such a reduction)
relies here on “intuition” to stress that those working with categorial concepts
despite these problems have the feeling that the envisaged construction is clear,
meaningful and legitimate. Not the reducibility to set theory, but an “intuition” to
be specified answers for clarity, meaningfulness and legitimacy of a construction
emerging in a mathematical working situation. In particular, Lawvere relies on
a collective intuition, a common sense—for he explicitly says “our intuition”69.
Further, one obviously has to deal here with common sense on a technical level,
for the “we” can only extend to a community used to the work with the concepts
concerned70.

In the present chapter, we are concerned with the epistemological analysis
of appeals to intuition in general; to this end, we should first note what are the
different meanings in which the term “intuition” is usually (in the contexts here
relevant) employed.

In the tradition of philosophy, “intuition” means immediate, i.e., not con-
ceptually mediated cognition. The use of the term in the context of validity (im-
mediate insight in the truth of a proposition) is to be thoroughly distinguished
from its use in the sensual context (the German Anschauung). Now, language is a
manner of representation, too, but contrary to language, in the context of images

69I do not think this plural is a simple matter of style in scientific writing (where interestingly
the plural counts traditionally for modesty, in opposition to other genres) because Lawvere unlike
Descartes would certainly not claim that his personal intuitions were able to legitimate whatever.

70The role of technical common sense in the context of problematic constructions in CT is
discussed in sections 6.4.4.1 and 8.1.2.
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the concept of validity is meaningless. Consequently, I distinguish between sensual
intuition and validity intuition.

In current language, the term “intuition” is also used in the sense of “good
nose”. This usage is intended in particular when mathematicians say “intuitively,
it should be so and so” or the like. This corresponds to “flair” which is employed
primarily for the good nose of, e.g., dogs, but figuratively also for the good nose of,
e.g., Sherlock Holmes. The “intuitive ideas” of a mathematician guide him in his
search. See [Bourbaki 1948b, 42]; the following passage by Wittgenstein is relevant
here as well:

Suppose that one were to say “guessing right” instead of “intuition”? This
would shew the value of an intuition in a quite different light. For the phe-
nomenon of guessing is a psychological one, but not that of guessing right71

[Wittgenstein 1956] III-22.

Obviously, the aspect of cognition guiding is touched on here. Especially the sen-
sual intuition can take the guiding (or heuristic) function72; see [Volkert 1986,
xviii]. There have been many working situations in history of mathematics in
which making the objects of investigation accessible to a sensual intuition (by
providing a Veranschaulichung) yielded considerable progress in the development
of the knowledge concerning these objects. As an example, take the following ac-
count by Emil Artin of Emmy Noether’s contribution to the theory of algebras:

Emmy Noether introduced the concept of representation space—a vector
space upon which the elements of the algebra operate as linear transforma-
tions, the composition of the linear transformation reflecting the multiplica-
tion in the algebra. By doing so she enables us to use our geometric intuition
[Artin 1950, 67].

Similarly, Fréchet thinks to have really “powered” research in the theory of func-
tions and functionals by the introduction of a “geometrical” terminology:

One can [ . . . ] consider the numbers of the sequence [of coefficients of a
Taylor series] as coordinates of a point in a space [ . . . ] of infinitely many
dimensions. There are several advantages to proceeding thus, for instance the
advantage which is always present when geometrical language is employed,
since this language is so appropriate to intuition due to the analogies it gives
birth to73 [Fréchet 1906].

Mathematical terminology often stems from a current language usage whose (in-
tuitive, sensual) connotation is welcomed and serves to give the user an “intuition”

71“Wie, wenn man statt “Intuition” sagen würde “richtiges Erraten”? das würde den Wert
einer Intuition in einem ganz anderen Lichte zeigen. Denn das Phänomen des Ratens ist ein
psychologisches, nicht aber das des richtig Ratens” .

72We will see in section 4.3 that also the validity intuition can take such a function; “one is
convinced from the beginning that the result has to be true”.

73“On peut [ . . . ] considérer les nombres de la suite [des coefficients d’une série de Taylor]
comme les coordonnées [d’]un point d’un espace [ . . . ] à une infinité dénombrable de dimensions.
Il y a plusieurs avantages à opérer ainsi [dont] l’avantage qui se présente toujours quand on
emploie le langage géométrique si propice à l’intuition par les analogies qu’il fait naître” .
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of what is intended. While CT is often classified as a highly abstract matter quite
remote from intuition74, I think that in reality it yields, together with its applica-
tions, a multitude of nice examples for the role of current language in mathematical
conceptualization. I am convinced that mathematicians who spoke about sheaves,
stacks, pullbacks etc. aimed at (and actually succeeded in) introducing intuition
into complicated matters.

This notwithstanding, there is naturally also a tendency in contemporary
mathematics to eliminate as much as possible commitments to (sensual) intuition
in the erection of a theory.

It seems to me that algebraic geometry fulfills only in the language of
schemes that essential requirement of all contemporary mathematics: to state
its definitions and theorems in their natural abstract and formal setting in
which they can be considered independent of geometric intuition [Mumford
1965, iv].

(However, compare also n.334 for the continuation of Mumford’s uttering).
[Kreisel 1970, 36ff] discusses broadly three cases in which our intuitive con-

victions were deemed responsible for occuring difficulties: set-theoretic paradoxes,
Gödel’s incompleteness theorem and Cantor’s discovery of the cardinal equivalence
between the unit segment and the unit square. According to Kreisel, these “alleged
errors of our intuitive impressions”, often taken as motivation for the formalist-
positivist doctrine against which Kreisel is fighting, in reality are not responsible
for the difficulties. Kreisel strongly believes in our empirically manifested capacity
of intuitive insight. (While the German translation [Kreisel 1974] also uses the
term intuitiv, I am nevertheless convinced that Kreisel when saying “intuitive” in
English at least partly thought of the German anschaulich which has not much to
do with “not conceptually mediated” but is related to the role of sensual perception
in abstract thinking.)75

1.3.2.2 Intuitive uses and common senses

We have defined [velocity] v by means of a subtle relation between two
new quantities, ε and δ, which in some sense are irrelevant to v itself. [ . . . ]
The truth is that in a real sense we already knew what instantaneous velocity
was before we learned this definition; for the sake of logical consistency we
accept a definition that is much harder to understand than the concept being
defined. Of course, to a trained mathematician the epsilon-delta definition is
intuitive; this shows what can be accomplished by training [Davis and Hersh
1980, 245f].

74The well-known expression “general abstract nonsense” is rather meant as a joke (compare
section 2.3.2.1).

75The uses of the term intuition in philosophy of science are so numerous, and the corresponding
discussion is so vaste, that it is difficult to decide where to draw the borderline in a concise account
of this discussion. I will stop here; more information will be found in philosophical dictionaries.
See also Popper’s interesting discussion of various uses of the term, among others bei Bergson
and Einstein; [1992, 32].
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In the pragmatist approach, intuition is seen as a relation. This means: one
uses a piece of language in an intuitive manner (or not); intuitive use depends on
the situation of utterance, and it can be learned and transformed. The reason for
this relational point of view, let me repeat it, consists in the pragmatist conviction
that each cognition of an object depends on the means of cognition employed—
this means that for pragmatism there is no intuitive (in the sense of “immediate”)
cognition; the term “intuitive” has to be given a new meaning.

What does it mean to use something intuitively? Heinzmann makes the fol-
lowing proposal: one uses language intuitively if one does not even have the idea to
question validity. Hence, the term intuition in the Heinzmannian reading of prag-
matism takes a different meaning, no longer signifies an immediate grasp (saisie).
Let us illustrate this in the example of what has been called validity intuition in
section 1.3.2.1: classically, an intuitively true proposition is in particular a true
proposition; hence, what is considered as intuitive here is the fact that the propo-
sition is true. In pragmatism, however, intuitive use of a proposition means that
its truth is not thematized (checked), if it does not come to one’s mind to check
it.

However, it is yet to be explained what it means for objects in general (and
not only for propositions) to “question the validity of a use”. One uses an object
intuitively76, if one is not concerned with how the rules of constitution of the
object have been arrived at, if one does not focus the materialization of these
rules but only the benefits of an application of the object in the present context.
“In principle”, the cognition of an object is determined by another cognition, and
this determination finds its expression in the “rules of constitution”; one uses it
intuitively (one does not bother about the being determined of its cognition), if
one does not question the rules of constitution (does not focus the cognition which
determines it). This is precisely what one does when using an object as a tool—
because in doing so, one does not (yet) ask which cognition determines the object.
When something is used as a tool, this constitutes an intuitive use, whereas the
use of something as an object does not (this defines tool and object). Here, each
concept in principle can play both roles; among two concepts, one may happen to
be used intuitively before and the other after the progress of insight.

Note that with respect to a given cognition, Peirce when saying “the cognition
which determines it” always thinks of a previous cognition because he thinks of a
determination of a cognition in our thought by previous thoughts. In conceptual
history of mathematics, however, one most often introduced an object first as a tool
and only after having done so did it come to one’s mind to ask for “the cognition
which determines the cognition of this object” (that means, to ask how the use of
this object can be legitimized). I clean my glasses most often after having tried in
vain to look through them (which in turn normally only occurs after having used
them quite some time with success).

76To say that “an object is used intuitively” is not in conflict with our terminology as long as
the term “object” is used not in the qualified sense here (I do not think of a use as an object
here). Recall the warning about this terminology contained in section 1.2.3.1.
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The idea that it could depend on the situation whether validity is questioned
or not has formerly been overlooked, perhaps because one always looked for a
reductionist epistemology where the capacity called intuition is used exclusively at
the last level of regression; in a pragmatist epistemology, to the contrary, intuition
is used77 at every level in form of the not thematized tools.

In classical systems, intuition was not simply conceived as a capacity; it was
actually conceived as a capacity common to all human beings. “But the power of
intuitively distinguishing intuitions from other cognitions has not prevented men
from disputing very warmly as to which cognitions are intuitive”. (Peirce 5.214)
Moreover, Peirce criticises strongly cartesian individualism (which has it that the
individual has the capacity to find the truth; 5.265). We could sum up this phi-
losophy thus: we cannot reach definite truth, only provisional; significant progress
is not made individually but only collectively; one cannot pretend that the his-
tory of thought did not take place and start from scratch, but every cognition is
determined by a previous cognition (maybe by other individuals); one cannot un-
cover the ultimate foundation of our cognitions; rather, the fact that we sometimes
reach a new level of insight, “deeper” than those thought of as fundamental be-
fore, merely indicates that there is no “deepest” level. The feeling that something
is “intuitive” indicates a prejudice which can be philosophically criticised (even if
this does not occur to us at the beginning).

In our approach, intuitive use is collectively determined: it depends on the
particular usage of the community of users whether validity criteria are or are not
questioned in a given situation of language use. However, it is acknowledged that
for example scientific communities develop usages making them communities of
language users on their own. Hence, situations of language use are not only parti-
tioned into those where it comes to the users’ mind to question validity criteria and
those where it does not, but moreover this partition is specific to a particular com-
munity (actually, the community of language users is established partly through a
peculiar partition; this is a definition of the term “community of language users”).
I call such a partition the common sense of the community at hand.

The existence of different communities with different common senses can
lead to the following situation: something is used intuitively by one group, not
intuitively by another. In this case, discussions inside the discipline occur; one has
to cope with competing common senses (which are therefore not really “common”).
This constitutes a task for the historian.

1.3.2.3 Provisional validity

In mathematics, we cannot know which uses are valid ones, because we do not
know which of them lead to contradictions and which do not. But we can observe
many times in the history of mathematics (and of science) that the community of
researchers at a first stage took such and such tacit assumptions for granted and

77actually, used for a slightly different purpose; see the end of section 1.3.1.1.
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later was forced to be more explicit when new results came up. What happens,
hence, is that the validity of certain uses is not questioned first but becomes
questioned later. By analyzing such changes in questioning validity, we cannot hope
to find out which uses finally are valid and which are not; but we can understand
several other things. We can understand which is the kind of events that make
shaky the former tacit assumptions, and which is the role played by considerations
of the validity of uses in a scientific discourse, more particularly how a community
replaces, in a quite “rational” way, the former tacit assumptions by new ones in
order to reestablish a system of sense for their activity. (And the new ones, very
much like the old ones, really are tacit after a while!) In this way one can explain,
for instance, why CT is used despite its foundational difficulties. Of course, one
can not explain in the same way why CT works despite these difficulties. Maybe
the second problem looks like the more interesting philosophical problem; but to
be precise we only know that CT worked (or seemed to work) up to now, so in
a certain manner it is too early (and will always be too early if CT continues to
work) to attack this problem.

How is the property to be “reasonable” related to legitimacy? At first glance,
it serves chiefly to refine the relation of definition and intended model. But the
question of the intended model actually concerns a certain kind of legitimacy: uses
which are not in accord with the intended model are obviously “legitimate” (and it
is even necessary to locate all of them) in investigations of the formal definition, for
example if one wants to check whether this definition grasps the intended model.
But these uses are not thought of when the concept is used as a tool. In order to
use something as an object, the formal definition has to be taken seriously; in order
to use something as a tool, one rather relies on the rules of reasonable use. But this
does not mean that categorists deal with CT as an object. For not the concepts
of CT as formally defined are object of their investigation, but certain instances
of these concepts obtained thanks to criteria which depend on the application of
the concepts.

What you have are two concepts of legitimacy; on the one hand: is it legiti-
mate to ask for this and that in an investigation?, on the other hand: does this or
that lead to contradictions?

In this second sense, we cannot know for most legitimate mathematical ob-
jects whether they are indeed legitimate. For this reason, when speaking about
“possible” uses, I do not mean that they are legitimate in this sense. Legitimacy
of the first kind is nothing but relevance, namely relevance for an investigation.
Pathologies look pathological because they are irrelevant to the investigation in
view of which the concept has been introduced. To assess them as pathologies in-
cludes that a use as object is not recognized as relevant. When alleged pathologies
are used nevertheless, the original interpretation gave way to another one. Legiti-
macy is subordinate to relevance in the following sense: we fight for the legitimacy
of what is relevant and not conversely. Our experience is more reliable as regards
relevance than as regards legitimacy. In some cases, the pathological uses maybe
are excluded as unreasonable because instinctively they seem to lead to problems
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(and they are stressed for the same reason when one is about to check the validity
of a definition). Hence, to emphasize reasonable uses can be a means to exclude
some uses which are candidates for illegitimate uses (but it is not guaranteed that
all reasonable uses are legitimate).

1.3.2.4 What is accomplished by this new conception of intuition?

As we have seen (1.2.2.2), traditional positions in epistemology stress mainly cog-
nition foundation and in general give little information on principles of cognition
guiding (this matter of fact was criticised by Wittgenstein and Wang). In pragma-
tism, however, acts of foundation are inseparable from acts of constitution, and
this implies the inseparability of the cognition founding function from the cogni-
tion guiding function of a means of cognition. The object is used as an object on
one level and used as a tool on another level; the two aspects of being objects of
cognition and means of cognition are not different in principle. What changes is
the thematization, in dependence on whether something is used as object or as
tool; therefore pragmatism does not distinguish in principle between context of
discovery and context of justification but treats them merely as different aspects.
This is the major reason to adopt a mixed historical-philosophical methodology
in the present book.

As a historian, I restrict myself to describing how intuition is used; as a
philosopher, I point out that in my opinion it does not accomplish the task claimed
for it (to found eternal cognition). From my position, I am not forced to find
a substitute for it which accomplishes the task since I am convinced that the
task just cannot be accomplished. This attitude seems to weaken the power of
philosophy (which it never had, according to my position), but it is helpful in
other respects (for instance, the objection against this book presented in section
0.1.1 that it might be too early to present a conclusive philosophical account of
category theory is vacuous since there are no conclusive accounts anyway).

1.3.2.5 One more criticism of reductionism

It is interesting that in our pragmatist epistemology where intuition intervenes on
all levels the reduction to a basic level populated by some particularly intuitive
things is neither possible nor necessary. (Something like classical) intuition comes
into play in the process of reduction, in the building of the connections between
the different levels.

The pragmatist does not think that the objects which can be reduced to
sets “are” sets; rather, he or she asks on each level anew which are right there the
conditions for the possibility of cognition of the objects. Indeed, we will see that the
rules of constitution of the objects of category theory do not materialize simply by
abstraction from sets (or from basic objects of another kind), but the “structures”
encountered during the investigation of some objects (hence basically the facts
observed during this investigation) become the new objects of investigation. Using
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such facts as objects means not to ask any longer to which investigation these facts
are related. If it would be the case that objects of higher level actually emerge from
abstractions, the vertical progress would be monotone—and a reductionism would
be conceivable in reversion of this direction. However, we will see that in the case
of CT there are level exchanges, interruptions of monotonicity.

In what follows, I want to use observations about intuitive and non-intuitive
use in order to understand what are the true objects of investigation in the case
of category theory. Now, observations about intuitive use are less valuable in this
connection since they teach us only what is not used as an object. On the other
hand, they seem to be more easily made in the present case, because something
is used “despite”—and this seems to point to some intuitive use: some validity
is not questioned, and when people come from outside and question it, one says
that they do not have the “right” conception. For the problems occur only if the
things are used as objects in a certain way, if their constitution is thought of as a
construction from sets. Maybe in doing this one overlooks a torsion, one tries to
reduce the constitution of the objects in question to the cognition of something
in which the consciousness of the workers in the field is less lively, even if in some
sense it determines the objects they are using.

1.3.2.6 Counterarguments

A philosopher in the Poincaré sense of the term, that means someone who wants
to understand the decision for the conventions in vigour, could come and ask how
this peculiar partition comes about. He or she would perhaps not be satisfied by
the reply that it depends on the peculiar means of cognition of the community. For
he could very well continue to ask for the justification of these means of cognition.
Classically, this would amount to the question why exactly these means are “in
fact” means of cognition (in the sense of classical, unrestrictedly intersubjective
and eternal cognition which is not the same as cognition with provisional content).
But in my opinion one should apply Occam’s razor here (perhaps in a way Occam
himself would not have welcomed): the idea of a capacity of cognition which is
common indifferently and in an identical form to all human beings is not necessary
to understand mathematics. Sure, in principle each human being is able (or: has the
mental disposition or something the like) to decide on the truth of a mathematical
proposition, but in reality he or she is so only after having learned to use the
conceptual and methodological framework involved, and a bypass of such learning
as far as we know is impossible; hence it is entirely satisfactory in the search for
a theory of mathematical knowledge to investigate solely what “mathematicians”
(which means here people having actually learned these things) consider as a
mathematical cognition.

It may seem here that pragmatism refuses, certainly to the disappointment
of some readers, to give answers to legitimate questions. Moreover, it seems that
pragmatism puts too much stress on the experts, while the genuine philosopher
(who is thought of as impartial) is rendered “superfluous”. I think, however, that



38 Chapter 1. Prelude: Poincaré, Wittgenstein, Peirce, and the use of concepts

the stress on the experts is, at least in view of the desirable reconciliation be-
tween philosophy and the research discipline mathematics (see section 1.1.2), not
automatically a disadvantage.

Can we offer any real alternative for the epistemology we have to give up? I
think epistemology should learn from the sciences that one cannot expect definite
results but only provisional ones. The old epistemology was appealing but did not
keep the promise; the new one makes fewer promises but is not automatically more
disappointing because of that.



Part III: Wittgenstein, Language and Information

The general features of Wittgenstein’s philosophy of language could be summarized as
follows:

i. “Meanings” are not linked to words.

ii. “Meanings” are not concepts or any other single thing.

iii. To understand the meaning of a word is not to have some definition in your head,
but to be able to use the word correctly in the activities and practices (Wittgen-
stein’s “Forms of Life”) in which it is normally used, and to know how to use it
(Wittgenstein’s “Language Games”).

iv. Meaning emerges from or becomes evident through use. “. . . we don’t start
from certain words, but from certain occasions or activities” [LC p.3].—“Let the
use of words teach you their meaning.” [PI p. 220]

v. While examining the use of language is important for understanding meaning,
Wittgenstein is clear that not just any usage is relevant. He felt that mean-
ing in language was conveyed most clearly by what he called a “perspicuous
representation” (“übersichtliche Darstellung”).
“A main source of our failure to understand is that we do not command a clear
view of the use of our words.—Our grammar is lacking in this sort of perspicuity.
A perspicuous representation produces just that understanding which consists in
“seeing connexions” [sic]. Hence the importance of finding and inventing inter-
mediate cases.
“The concept of a perspicuous representation is of fundamental significance for
us. It earmarks the form of account we give, the way we look at things.” [PI §122]

vi. Context is important for understanding language. We often understand the
situation in which language is used before we understand the words used. Meaning,
in part, is an external notion—what we have in our heads, our ideas, are neither
necessary nor sufficient for determining what we mean: context and circumstances
are often essential determinants of meaning.

vii. Indeterminacy in language is not the result of sloppy or irrational usage.
Language meaning reflects the complexity of usage, that is, the wide variety of
circumstances and activities in which it can be used, and the same word may have
different meanings in different circumstances or activities. “If a pattern of life
is the basis for the use of a word then the word must contain some amount of
indefiniteness. The pattern of life, after all, is not one of exact regularity” [LWPP
I §211]. Most of the troublesome indeterminacy in meaning arises, as Wittgenstein
put it, “when language goes on holiday. . . ” [PI §38]. This occurs primarily when
language is taken out of its normal circumstances and patterns of usage. The

269
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apparent lack of precision in meaning is not something that can be “cured” by
better definitions of words or by creating a more “rational” ideal language to
replace our present language. Ambiguity in meaning is mitigated by looking at
how the words in question are actually used.

viii. We make a variety of assumptions about the intentions of those with whom we talk.
In particular, unless given evidence to the contrary, we assume that the individuals
with whom we talk will cooperate with us and follow Grice’s maxims (Although
Grice developed his theories of language many years after Wittgenstein’s death,
since they were based on the interaction between speakers, i.e., on context and
circumstances, Wittgenstein would have probably agreed with them.).

Support for Wittgenstein’s Philosophy of Mind:
Robotics and “Scaffolding”

Where is the Mind?

As compelling as Wittgenstein’s arguments are for his theories of language and cognition,
it is reasonable to ask whether there is any more recent work that support his conclusions.
There is. Wittgenstein is quite clear in his related assertions that “meaning” is not a mental
entity or activity,352 that thinking does not take place exclusively in the head,353 and that
the conscious thoughts or other “psychological phenomena” we have do not correspond to
parallel brain processes.354. Wittgenstein leaves us with these tantalizing assertions without
specifically telling us why he believes them to be the case. Although the careful reader can
get a sense of why Wittgenstein believed these claims to be true, Wittgenstein nowhere
gives us a concise argument for their support (see the section “Language and Cognition”
in Part I of this manuscript for a justification of Wittgenstein’s position). Fortunately, there
is now growing support for these assertions coming out of recent work in robotics and
neuroscience. Andy Clark’s book Being There355 gives us a clear sense of this movement

352“And nothing is more wrong-headed than calling meaning a mental activity! Unless, that is, one is setting out
to produce confusion.” [PI §693]
353“It makes as little sense to ascribe experiences, wishes, thoughts, beliefs, to a brain as to a mushroom.”
[N. Malcolm. Nothing is Hidden: Wittgenstein’s Criticism of His Early Thought, p. 186. Basil Blackwell,
Oxford, 1986.]
354“No supposition seems to me more natural than that there is no process in the brain correlated with associating
or with thinking; so that it would be impossible to read off thought-processes from brain-processes.

...
It is thus perfectly possible that certain psychological phenomena cannot be investigated physiologically, because
physiologically nothing corresponds to them.

...
The prejudice in favour of psychophysical parallelism is a fruit of primitive interpretations of our concepts. For
if one allows a causality between psychological phenomena which is not mediated physiologically, one thinks
one is making profession that there exists a soul side by side with the body, a ghostly soul-nature.” [Z selected
from §§605–611]
355A. Clark. Being There: Putting Brain, Body, and World Together Again. MIT Press, Cambridge, MA,
1997.
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away from psychophysical parallelism, and offers a more complex view of the “mind”
than the simple traditional notion of the mind being “in the head.”

To ask the question “Where is the mind?” or even just to use the word “mind” is to
commit oneself implicitly to the existence of something called a “mind.” In Part I we
saw how Wittgenstein warned us that a similar “disease of thinking” occurs when we ask
“What is the meaning of a word?”—by using the word “meaning” we give meaning an
implicit, independent existence, and the form of the question is seductively similar to more
straightforward questions like “What is the height of Mount Ranier?” This grammatical
parallel encourages us to assume that there is the same concise, determinate answer to the
question about “meaning” as there is to the question about the height of Mount Ranier.
A similar situation occurs with the use of the word “mind.” When we ask “where is the
mind?” we expect the same kind of answer that we would get with the parallel question
“Where is the pineal gland?”

The Mind: “Who’s in Charge Here?”

One aspect of cognition that Clark takes up that Wittgenstein does not explicitly address,
is the notion of the mind as being a “central controller” or “central planner.” Yet the idea
of a central planner is implicit in the idea of cognition being epistemically based and a
product of a single entity—the mind. When Wittgenstein insists that we don’t “think. . . in
our heads” he is, I suggest, adopting a view that is consistent with Clark’s rejection of the
“central planner.” Wittgenstein’s objection to the purely cognitive foundation of behavior
is clear when he states:

There is a kind of general disease of thinking which always looks for (and finds)
what would be called a mental state from which all our acts spring as from a
reservoir.356 [BB p. 143]

Clark rejects both the need for a central planner and the cognitive foundation of behav-
ior. The principal reason for this, Clark asserts, is that the central planner represents a
prohibitively inefficient way for us to manage what we do. Interestingly, the evidence to
support this view comes largely from work in robotics:

The New Robotics revolution rejects a fundamental part of the classical image of
mind. It rejects the image of a central planner that is privy to all the informa-
tion available anywhere in the system and dedicated to the discovery of possible
behavioral sequences that will satisfy particular goals. The trouble with the cen-
tral planner is that it is profoundly impractical. It introduces what Rodney Brooks
aptly termed a “representational bottleneck” blocking fast, real time response. The
reason is that the incoming sensory information must be converted into a single
symbolic code so that such a planner can deal with it. And the planners’ output
will itself have to be converted from its proprietary code into the various formats

356This does not say, of course, that none of our actions is the result of a mental state, only that our actions are
not necessarily the result of a mental state.
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needed to control various types of motor response. These steps of translation are
time-consuming and expensive.357

One of the ways that Clark bolsters his claim that there is no central planner to control
our behavior or motor skills is to offer the suggestive analogy of how more observable
complex behavior may be carried out in ways that do not require a central planner, either:

Complex phenomena exhibit a great deal of self-organization. Bird flocks do not, in
fact, follow a leader bird. Instead, each bird follows a few simple rules that make its
behavior depend on the behavior of its nearest few neighbors. The flocking pattern
emerges from the mass of these local interactions—it is not orchestrated by a leader,
or by any general plan represented in the heads of individual birds.358

Sometimes the overall pattern of behavior of the group emerges from the reactions of
individuals to small changes in their local environment. Clark calls this “stigmergy.” He
gives an example of termites building a nest in which individual termites respond to the
placement of mud balls by other termites and place their own mud ball in a position relative
to the others. Through the repetition of this process by thousands of termites a complex
nest of many arches, cells, chambers, and tunnels is created. The important point is that no
single termite has an overall plan for the nest, nor does the overall plan exist in any other
form. Yet by means of these basic stigmergic actions a nest can be built that is beyond the
planning capability of any individual termite.359

Scaffolding
Much seems to be fixed, and it is removed from the traffic. It is so to speak shunted
onto an unused siding.

Now it gives our way of looking at things, and our researches, their form. Perhaps
it was once disputed. But perhaps, for unthinkable ages, it has belonged to the
scaffolding of our thoughts. (Every human being has parents.) [OC §§210–211]

Some human activities are stigmergic in nature, though Clark makes it clear that true stig-
mergy is quite inflexible since it mandates a specific response to each triggering condition.
People have more flexibility in their responses to triggering events than insects do, but
more importantly, they can intentionally alter their environment in ways that will elicit the
kinds of responses that they want to get. Clark calls this process “scaffolding.” Scaffolding
provides external augmentation for intelligent activity that permits us to achieve outcomes
that would be difficult or beyond the capability of a single, unassisted individual. This ex-
ternal assistance can be physical (e.g., a hammer, a truck, a boat), cognitive (e.g., reference

357Clark, op.cit., p. 21. Clark does not give an exact citation for the work of Brooks to which he refers, but he
does cite two of his works a couple of paragraphs before: R. Brooks. “Coherent behavior from many adaptive
processes,” From Animals to Animals 3. MIT Press, 1994. Edited by D. Cliff, et al. R. Brooks and L. Stein.
“Building Brains for Bodies,” Memo 1439. Artificial Intelligence Laboratory, Massachusetts Institute of Tech-
nology, 1993.
358Clark, op.cit., p. 40. Clark claims that this is one of the central messages of his work. He follows this example
with several others.
359Clark, op.cit., p. 75.
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books, methods of estimation, rules of thumb, explicit procedures) or social (e.g., creating
guilds of craftsmen to establish professional standards, building professional societies
to facilitate the dissemination of professional information, and to monitor professional
conduct, or, gathering individuals together to collaborate in the solution of a complex
problem).360 It is this ability to alter our immediate environment to augment our abilities
and stimulate specific actions that gives us the capability to perform exceptionally com-
plex tasks: from building a house, to constructing a dam, to designing the equipment that
can take astronauts to the moon, and return them safely to the earth. Scaffolding occurs
even on a simple level when we make subtle changes in our environment to, for example,
help us remember things: we can put an overdue library book on the driver’s seat of our
car so that when we get into the car next we will see the book and be reminded to return
it. Or, we can leave notes to ourselves stuck to prominent places, like the refrigerator, to
remind us of things we need to do.

Some of the most interesting scaffolding is that which we do in order to enable several
individuals to work together to perform a complex task that would be difficult or impossible
for a single person to perform. An exceptionally rich and detailed example of this kind of
deliberate scaffolding is described in Hutchins’ Cognition in the Wild361 where the author
describes a long and detailed study of the complex process of navigation on a Navy ship.
This is an interesting example because it involves the collaboration of several individuals,
each of whom brings a different kind of expertise to the activity, and it requires a kind of
precision and low fault tolerance that puts significant pressure on the individuals involved
to work together and get all the procedures right.

Scaffolding and the Rational Model of Choice

The choices that are available to us are dictated by the scaffolding that surrounds and
permeates what we do. We are not, Clark points out, fully rational agents with a com-
prehensive set of preferences and complete or perfect information about the situations
in which we act. Our rationality, as Simon362 described, is “bounded”: we make choices
based on the alternatives available to us and the amount of information we are capable of
considering in the process of choosing.

But Clark’s notion of scaffolding is even more radical than Simon’s “bounded rationality.”
Simon’s model is an adjustment, albeit an ingenious one, of the rational model, but, as
such, it is still anchored in the model of rational choice. The model of rational choice

360Clark traces the roots of the idea of scaffolding back to the Soviet psychologist Lev Vygotsky [Thought and
Language. MIT Press, Cambridge, 1986. Translation of the 1962 edition]. As Clark describes it: “Vygotsky
stressed the way in which experience with external structures (including linguistic ones, such a words and
sentences. . . ) might alter and inform an individual’s intrinsic modes of processing and understanding” [Clark,
op.cit., p. 45]. The more general notion of “. . . mind as inextricably interwoven with body, world and action”
[op.cit., p. xvii] has its antecedents in the works of Martin Heidegger [Being and Time. Harper and Row,
1961. Translation of 1927 edition. ] and M. Merleau-Ponty [The Structure of Behavior. Beacon Press, 1963.
Translation of 1942 edition.]
361E. Hutchins. Cognition in the Wild. MIT Press, Cambridge, MA, 1995. Clark also cites Hutchins’ work as
an example of scaffolding.
362H. Simon. Models of Bounded Rationality, vol. 1 and 2. MIT Press, 1982.
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dictates that choices can be made entirely by conscious deliberation. That is, we can make
the best choices by considering available information and thinking about how it influences
the alternatives that we have—rational choice becomes the exercise of rules on data. These
data are mostly “facts” about the decision situation, but can also include such values as
preferences, utilities, expected monetary values, etc. All of these can be represented in
some context-free, objective manner. The rational model claims that all decisions can be
represented this way, and in the stronger versions of the rational model, it is held that this
is the way that the mind actually makes decisions, even when it is operating unconsciously.

Hubert Dreyfus363 wrote persuasively decades ago about the inadequacy of the purely
rational model of choice or mind. But there is growing evidence that we don’t make our
choices following anything like the purely rational model, except in a few very limited
kinds of decision-making. Nor is it possible to represent all the factors that influence
our choices as “facts,” “data” or “preferences” of some kind. Even the “transitivity of
choice”—one of the central assumptions of the rational model of choice, has proved to be
unreliable.364 One of the most concerted attempts to make the rational model of choice
work has been Lenat’s “CYC Project,” a decades-long, multi-million dollar attempt to
enable a computer to have the commonsense understanding of a child. CYC attempts
to do this by creating an enormous storage of “facts” and some methods of using these
facts to understand ordinary human situations. CYC aims to make use of many of the
commonsense things that we all know, but never explicitly mention. Things like, if you
go into a restaurant, you are probably hungry, or if something large is between you and
the place that you want to go, you will have to go around it to get there. The underlying
idea behind CYC is that having commonsense is just a matter of having lots and lots of
explicit facts about us, our common circumstances and activities.

Clark considers the CYC project and concludes that the rational model of intelligence
that it represents is “absolutely, fundamentally, and fatally flawed.”365 For Clark, much of
our knowledge comes not from lists of explicit facts and rules, but from our active in-
volved dealings with the world. Our minds are not objective, independent rational choice
calculators, but are pattern completers “embedded” in our daily activities—as Wittgen-
stein put it, in the “bustle” and “hurly-burly” of “what [we] do.”366 This, of course, is
a viewpoint championed by Dreyfus 3 decades ago, and echoed in the pre-Artificial In-
telligence philosophies of Wittgenstein, Heidegger and Merleau-Ponty.367 This kind of

363H. Dreyfus. What Computers Can’t Do. The original edition is over 3 decades old and was a sharp critique
of Artificial Intelligence’s claims that we could model how the mind works with rules and facts. Dreyfus’ critique
is still relevant today, and his book is now in its 3rd edition (Ironically, this edition was published by MIT Press,
the publisher and the institution which adopted the early model of rationality that Artificial Intelligence defended
so vigorously and Dreyfus criticized so sharply).
364A. Tversky. “Intransitivity of Preferences,” Psychological Review, vol. 76:1, pp 31–48, 1969.
365Clark, op.cit., p. 4.
366See Part I, section “Forms of Life.”
367Clark acknowledges these antecedent criticisms of the rational model of intelligence:

“Major philosophical critics of AI have long questioned the attempt to induce intelligence
by means of disembodied symbol manipulation and have likewise insisted on the impor-
tance of situated reasoning (that is, reasoning by embodied beings acting in a real physical
environment).” [Op.cit., p. 4]
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intuitive, involved knowledge that resists explicit description comes out nicely in Mark
Twain’s description of his training as a 19th century Mississippi riverboat pilot. Twain
describes a critical event in his education as recounted in his semi-autobiographical Life
on the Mississippi. [In this passage, the pilot has just ordered Twain, the apprentice pilot,
to steer the boat over what Twain thinks is a deadly reef which will sink the boat]:

[Twain] [we] made a straight break for the reef. As it disappeared under our bows
I held my breath: but we slid over it like oil.

[Pilot] “Now don’t you see the difference? It wasn’t anything but a wind reef. The
wind does that.”

[Twain] “So I see. But it is exactly like a [real] reef. How am I ever going to tell
them apart?”

[Pilot] “I can’t tell you. It is an instinct. By and by you will just naturally know one
from the other, but you never will be able to explain why or how you know them
apart.”

[Twain] It turned out to be true. The face of the water, in time, became a wonderful
book—a book that was a dead language to the uneducated passenger, but which
told its mind to me without reserve, delivering its most cherished secrets as clearly
as if it uttered them with a voice. And it was not a book to be read once and thrown
aside, for it had a new story to tell every day.368

What we have for minds are not rational, objective calculators, but, in Clark’s words,
“embodied minds”—minds that are not bounded by the skull, but are intimately coupled
with bodies which are actively situated in the world and are participating in activities
and practices. Much of the information that we garner from our environment cannot be
represented formally at all, and can, in some sense, only be felt by active participants in the
world. This interplay between the rational part of our mind and its inseparable embodied,
feeling part is easy to see in Clark’s example of solving a jigsaw puzzle. When we work
on a jigsaw puzzle, it would probably be impossible to put the right pieces together by
just thinking about which pieces might fit, without actually trying to fit them together. By
thinking, we can estimate which pieces are good candidates for fitting together, but we
can’t really tell which ones go together without actually trying to fit them together. The
decisiveness of the “snap” of two pieces going perfectly together is not possible to have
by a purely rational attempt to fit them together.

Another aspect of scaffolding that may be important is the physiological effect it may
have on the brains of those who use it, especially the brains of youngsters. In Part I of
this manuscript, Merlin Donald pointed out that the young brain is highly plastic and
“can grow connections, and lose connections, in many different ways, depending on early
experience.”369 The “shared patterns of acquired behavior” that we engage in can literally

368M. Twain. Life on the Mississippi.
369See the section in Part I “Instinctive Behavior and Forms of Life,” especially the quotation from Donald’s
work.
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“restructure the mind.” In this sense, scaffolding can have a self-reinforcing aspect to it,
the more it is used, the more necessary it becomes to the behavior it augments, especially
for younger individuals. There is already some preliminary evidence of how dependent
we have become on the scaffolding of personal computers and PDA’s (Personal Digital
Assistants). Consider the following news article:

“Computer-mad generation has a memory crash”

by Cherry Norton and Adam Nathan

The New York Times [February 4, 2001]:

GROWING numbers of people in their twenties and thirties are suffering from se-
vere memory loss because of increasing reliance on computer technology, according
to new research.

Sufferers complain they are unable to recall names, written words or appointments,
and in some cases have had to give up their jobs.

Doctors are blaming computer technology, electronic organisers and automatic car
navigation systems. They claim these gadgets lead to diminished use of the brain
to work out problems and inflict “information overload” that makes it difficult to
distinguish between important and unimportant facts.

Scaffolding and Computerized Information Systems

Scaffolding is clearly one of the important things that computerized information systems
can provide. Ideally, computers are designed to augment individual information searching
and retention capabilities. They allow us to store increasingly large amounts of information
of all kinds—data, text, images, audio, hypertext, and compound documents, etc. They
also enable us to search through information at remarkable physical speeds.

The Boundaries of the Mind

In the section “Language and Cognition: What do We Have in Our Heads, and What is
it Good for?” in Part I, we discussed how we not only frequently use implements in our
surroundings to help us think, but in some situations these implements may be the sine
qua non of thought. Wittgenstein mentions passingly about thinking with “pencil and
paper” and Malcolm develops this example more carefully.370 The upshot is that many of

370Clark also uses the example of mathematical calculation in his discussion of how we can extend the capability
of the mind with “pen and paper”:

Most of us. . . can learn to know at a glance the answers to simple multiplications, such
as 7 × 7 = 49. . . But longer multiplications present a different kind of problem. Asked to
multiply 7222 × 9422, most of us resort to pen and paper (or a calculator). What we achieve,
using pen and paper, is a reduction of the complex problem to a sequence of simpler problems
beginning with 2 × 2. We use the external medium (paper) to store the results of these simple
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us simply cannot do basic arithmetic calculations without paper and pencil, and few of us
can do complex calculations without being able to write them down. If we take away the
paper and pencil, we simply cannot do the calculations—we cannot think. And calculations
are not the only kinds of mental activity that require some kind of essential augmentation.
We cannot compose a scholarly paper of any length, without actually writing it down,
reviewing it, revising it, and adding related quotations from books, articles or personal
notes. All of these materials are not just supplemental to the process of writing but are
essential to it, they are part of the “scaffolding” of scholarly work. Neither I, nor any of
my colleagues, can compose a paper, much less a book such as this one, without writing it
down, and without reading and looking up a lot of related material in established sources.
It is not enough to have the idea or insight, one must be able to look at it and revise
it—visions often need revisions. This usually requires us to record it in some way, thereby
increasing the accuracy and longevity of our “memory.” Thomas Edison’s observation that
inventions are “1% inspiration and 99% perspiration” is just as applicable to writers as it
is to inventors.

This brings us back to the questions what, and where is the mind? It is clear that Wittgenstein
and Clark do not believe the mind to be exclusively in the head, nor do they believe that
its capabilities are limited to what we can think. As Clark put it:

Much of what we commonly identify as our mental capacities may likewise, I
suspect, turn out to be properties of the wider, environmentally extended systems
of which human brains are just one (important) part.371

Wittgenstein said that we can think with pen and paper, accepting the notion of scaffolding,
in principle. So, where is the mind? For Wittgenstein, talking about mind and body is to
commit one self to a dichotomy that is more of a grammatical distinction than an empirical
one. Wittgenstein’s solution to the perils of the “mind/body” distinction is simply to not
make the distinction. Philosophers are confronted with the problematic nature of the
dichotomy between brain and mind forgetting that they made the original distinction to
begin with. For Wittgenstein the solution is not to find some way of putting mind and body
back together again, but of not breaking them apart in the first place. This is easy to do
if we avoid the overly abstract view of language and restrict our study of language and
its relation to thought to ordinary usage—to examine language in the Language Games
and Forms of Life in which it finds its home. The issue of the mind/body dualism simply
doesn’t come up if we look at ordinary usage. To accept the mind/body dualism is to
be caught between Scylla and Charybdis: one is forced to choose between two equally
problematic alternatives: either the mind is the brain—the materialist’s solution—or the
mind is the immaterial “inhabitant” of the body, the “ghost in the machine” as Ryle aptly
called it—the idealist’s solution. But, Wittgenstein’s “solution” is that what perceives,

problems, and by an interrelated series of simple pattern completions coupled with external
storage we finally arrive at a solution. Rummelhart et al. comment: “This is real symbol pro-
cessing and, we are beginning to think, the primary symbol processing that we are able to do.
Indeed, on this view, the external environment becomes a key extension to our mind.” [op.cit.,
pp. 60–61]

371Clark, op.cit., p. 214.
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thinks, or acts is not a “mind” or a “brain” but a living human being who is caught up
in the “bustle” and “hurly-burly” of everyday life and interactions with others. This is
the foundation for the analysis of intelligent activity, not neurons and synapses. This is
Wittgenstein’s solution to the mind/body dualism. Clark appears to agree:

. . . we must recognize the brain for what it is. Ours are not the brains of disembodied
spirits conveniently glued into ambulant, corporeal shells of flesh and blood. Rather,
they are essentially the brains of embodied agents capable of creating and exploiting
structure in the world.372

Scaffolding and the Role of Language

For Clark, language has a major role in scaffolding. Language gives us a means by which
we can dramatically reduce the complexity of intelligent activity. It does this in a number
of ways. First, language can give us notational systems such as those used by formal
mathematics and logic which permit us to say fairly complex things very concisely and
to draw conclusions and make comparisons that would be difficult to do without them.
Language also gives us the means by which to construct specialized languages like those for
biology and physics. In more mundane tasks we use language to make lists and schedules,
and to exchange messages which simplify planning and collaboration. One of the most
obvious ways in which we simplify our intellectual tasks is to offload much of our memory
into diaries, notebooks, memos, and other recording media, many of which are now in
electronic format which adds further capabilities to these recordings (e.g., text which is in
electronic format is easier to store, transmit, and copy than paper versions of it would be).

One of the most common uses of language is as a label or sign. These deceptively simple
artifacts are of great use for reducing the complexity our immediate environment, and can
be made to correlate with other media such as maps or diagrams. Labels and signs are so
commonplace that we quite literally could not get along without them—the computational
complexity of our tasks would be far too difficult. It is no wonder that one of the first things
that resistance fighters often do when their country is invaded is to take down or change
all the road signs ahead of the advancing enemy.

The closest affinity that Clark has with Wittgenstein comes when he considers the relation
between language and thought:

. . . we use words to focus, clarify, transform, offload, and control our own think-
ings. Thus understood, language is not the mere imperfect mirror of our intuitive
knowledge. Rather, it is part and parcel of the mechanism of reason itself.373

As Wittgenstein put it, “When I think in language, there aren’t “meanings” going through
my mind in addition to the verbal expressions: the language is itself the vehicle of thought.”
[PI § 329]

372Clark, op.cit., p. 220.
373Clark, op.cit., p. 207.
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Mental Models

One of the more interesting parallels between Clark and Wittgenstein is with the utility
of mental models. Wittgenstein, as we showed in Part I, was not an advocate of mental
models when the models are taken to be detailed representations of aspects of reality that
we are concerned with, and these models are a requirement for our understanding of, and
interaction with, these aspects of reality [See, “The Mind and Reality: Mental Models
or Scribbled Jottings?” in Part I for a more detailed discussion of this.]. As an example,
Wittgenstein considers our ability to find our way across a large city. Just because we can
find our way across the city does not mean that we have some kind of detailed cognitive
representation of the city, a “mental map,” that we can look at like a real map. What
we have is the ability to find our way across the city. This ability, according to Clark is
not contingent on our having a detailed mental model of the city but of our ability to
use our experience of being in the city to complete partially remembered patterns. This
is why we often can’t remember our way around the city without actually being in the
city, and why we can only remember a complex route across a city as we travel it (see
Part I).374 Like Wittgenstein, Clark is skeptical about the utility of detailed mental models
to mediate intelligent activity such as finding our way across the city. Creating and using
mental models to mediate complex intelligent activity, according to Clark, would put an
intolerable cognitive burden on our ability to do things. In the example of the city, we
would not only have the effort of constructing a detailed, three-dimensional mental model
of the city, we would also have to continually update it to reflect changes in reality—traffic
jams, road construction, detours, or how the lighting at different times of day makes visual
landmarks look different. What is the solution? If we can’t use complex mental models
efficiently, then what do we use? As I stated in Part I, we don’t need a mental model of
the city because we have the city itself “out there”—it is part of the world we live in, feel
comfortable in, and find familiar. We can avoid the creation and maintenance of complex
three-dimensional mental models because, “The world is its own best representation.”375

If we refer to the world itself instead of a detailed mental model of the world, then we
don’t have to keep a model of the world in mind, we don’t have to constantly refer to
it, and we don’t have to continually update the model as we use it.376 If we don’t have
detailed mental models of the reality we interact with, then what do we have? Churchland,

374This criticism of detailed mental models has its origin in Wittgenstein’s more general claim that what we
“have in mind” are not mental entities that we can examine the way we might examine objects in reality.
What we “have in mind” are more or less detailed mental jottings which we can complete with our situated
experiences.
375Clark, op.cit., p. 46. Clark identifies this phrase as the “moboticists’ slogan.” This is clearly a rejection of
Searle’s “Brain in a vat” model of cognition: “The brain is all we have for the purpose of representing the world to
ourselves and everything we can use must be inside the brain.” If the “world is its own best representation” then
“everything” we need to represent the world to ourselves is not in the brain. (See the section “Psycho-physical
Parallelism” in Part I)
376There is another problem with detailed mental models. Specifically, even if we saw that we had a detailed
mental model that appeared when we performed some complex mental activity, such as finding our way across
a large city, there is no evidence that such a mental model is what guides us in our actions or understanding.
The mental model that we have may only be epiphenomenal, that is it may simply accompany our understanding
rather than be the cause of it.



280 Wittgenstein, Language and Information

et al., in their cleverly-named paper, “A Critique of Pure Vision”377 hypothesize that we
maintain only sequences of “partial representations” or “visual semi-worlds” which we use
in conjunction with our perception of the reality that surrounds us, to provide a complete
and detailed model of reality. We update such a model by continually taking glimpses of
reality to fill out parts of the model that we don’t have or that need to be updated.

In spite of the parallels between Clark’s and Wittgenstein’s thought on mental models,
there are some important differences too. Clark does not completely reject the use of men-
tal models to assist intelligent activity. He believes that the “New Roboticists’ rejection of
all internal models, maps, and representations”378 is too extreme. Clark dismisses the use
of detailed mental models on purely computational grounds—to “avoid excessive world
modeling.”379 If “excessive world modeling” is bad, and the “partial representations” of
Churchland, et al., are OK, then simple mental models of simple situations should be OK,
too. But for Wittgenstein, the rejection of mental models is a complete rejection, whether
the models are simple or complex is of no consequence.380 Clark’s willingness to keep
some form of mental model as a prerequisite for understanding, even when complex forms
of these models seem to be clearly wrong, indicates that he is still sympathetic with the use
of mental models to mediate intelligent activity. But if we don’t need detailed mental mod-
els to mediate complex tasks, then why do we need them to mediate simple ones? Clark’s
rejection of complex mental models is based on computational grounds, yet by hypothe-
sizing that simple kinds of mental modeling are OK while complex kinds are not, Clark
removes one source of complexity but introduces another source of complexity into this
process. Specifically, by asserting that there are two ways of mediating intelligent activity,
one for simple models and one for complex, Clark puts us in a position where we must
have some way of determining which method, the complete model for simple situations,
or the partial model for complex situations, is to be selected for each intelligent activity
in which we engage. The computational effort needed to determine when to apply the
complete detailed mental model or the partial mental model, is, obviously, an increase in
computation, not a reduction. Wittgenstein showed that there is no simple comprehensive
way to distinguish the simple from the complex, and that the distinction is usually context
dependent; that is, an entity could be simple in one context and composite or complex in
another.381 Furthermore, in the case of the partial model, we would also need to determine

377P. Churchland, V.S. Ramachandran, and T.J. Sejnowski. “A Critique of Pure Vision,” Large-Scale Neuronal
Theories of the Brain. MIT Press, Cambridge, MA, 1994. Edited by C. Koch and J. Davis. (Cited by Clark,
op.cit.)
378Clark, op.cit., p. 22.
379Clark, op.cit., p. 23.
380As stated in Part I, Wittgenstein’s rejection of mental models is not a claim that we have no mental repre-
sentations at all during intelligent activity, or that such representations are completely useless. His is merely a
rejection of the claim that such mental representations are required for intelligent activity.
381Wittgenstein:

But what are the simple constituent parts of which reality is composed?—What are the simple
constituent parts of a chair?—The bits of wood of which it is made? Or the molecules, or the
atoms?—“Simple” means: not composite. And here the point is: in what sense “composite?”
It makes no sense at all to speak absolutely of the “simple parts of a chair.”

Again: Does my visual image of this tree, of this chair, consist of parts? And what are its simple
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exactly how the partial model is to be supplemented: in Churchland’s terms, which parts
of the model need glimpses of reality to supplement or update them, and which do not.
Boundary conditions can sometimes be extremely difficult to determine, as the 2,400 year
debate over the “sorites” paradox attests.382 In short, if our aim is to reduce cognitive com-
plexity, as Clark insists, why would we have two ways of mediating intelligent activity
instead of just one way?383 Clark asserts that the mental component of intelligent activity
is to complete partially held mental patterns with information from our surroundings. It is
likely that instead of having complete or incomplete mental models, we have mental pat-
terns that all require some “filling out” with empirical information. Although Wittgenstein
did not specifically discuss “mental models,” since the phrase is of more recent origin, we
must look to his remarks on the use of mental images to mediate intelligent activity to
give us a sense of how he conceives of mental models. Wittgenstein states:

Images tell us nothing either right or wrong, about the external world. . . .

Images are subject to the will. . . .

It is just because forming images is a voluntary activity that it does not instruct us
about the external world. [Z §§621, 627]

For Wittgenstein, mental images are not entities that can be examined to tell us something
about the external world that we did not already know; consequently, they cannot usually be
used to store comprehensive objective information about our milieu, nor can we examine
them the way that we examine objects in our milieu such as the way we might look up
something in a book. Of course we do remember things as images, so how is it that
they do “not instruct us about the external world?” Wittgenstein is making a subtle point
here: the mental image can tell us something about the external world in the sense that
we can use our will to create the image in a certain way, and the way that we create
it may actually be faithful to the way that our external world is. But, and this is the
critical point, mental images are always “subject to the will” so any faithfulness that they
have to reality is because we have willed the appropriate image, not because there is any
objective, photographic-like recording of the external world. The willed-image, and the
way that we interpret it, just happened to represent faithfully the way reality was and it

component parts? Multi-colouredness is one kind of complexity; another is, for example, that
of a broken outline composed of straight bits. And a curve can be said to be composed of an
ascending and a descending segment.

If I tell someone without any further explanation: “What I see before me now is composite,” he
will have the right to ask: What do you mean by “composite?” For there are all sorts of things
that that can mean!”—The question “Is what you see composite?” makes good sense if it is
already established what kind of complexity—that is, which particular use of the word—is in
question. [PI §47]

See the extended discussion of the distinction between simple and complex, or composite, in Part I section
“Wittgenstein’s Categories: Family Resemblances.”
382See the section “The Analysis of Depth Grammar” in Part I.
383Clark actually violates his own “principle of parsimony” in which he asserts that we should know “only as
much as you need to know to get the job done.” Op.cit., p. 46. The “partial representations” that Clark likes have
the same problems that the “rough copies” I talk about in section “Psychophysical Parallelism” have.
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can only represent what we will it to, so it cannot “instruct us about the external world”—
it cannot tell us anything that we did not know in the first place. Even times when we
try to remember things in a faithful and objective manner, our memories are notoriously
unreliable. There are many examples where the image we remember was supposed to be
an objective representation, but turns out not to be—like the bystander who, as a witness
to an event that becomes the subject of litigation, tells the court what he thinks he saw,
but which turns out not to be the case. Psychologists have found that it is remarkably
easy to get people to believe in recollections that are known to be false, even in such a
rigorous context as courtroom testimony.384 Images do not mediate intelligent activity,
they accompany it. Mental images are not like maps which give us objective pictures of
reality, they are more like the illuminations of medieval manuscripts which don’t convey
information so much as represent text that is already understood. Likewise, the “mental
model” is not something that can be referred to as a map or a dictionary can be, it is a
kind of epiphenomenon that is an illustration of our understanding, not the source of the
understanding itself. If there is a role for mental images or models it may not be so much
to give us detailed information about our milieu, but to give us the senses of familiarity
and relevance which we need to feel when we go about our daily activities.

The reason that we can say that images or mental models are not necessary intermediaries
for intelligent activity is that for much of our intelligent activity we simply don’t have
them. We do have “something in mind” when we remember a familiar place because we
can often describe it or make a rough drawing of it. But just because an image comes to
mind when we think of a familiar place does not mean that the image is the source of our
understanding, it may only be a product of our understanding. Also, we can still have the
feeling of familiarity without being able to draw or recall the place, even vaguely. We have
all had the experience of coming to a place and seeing it as familiar, but before that occurs
having no recollection of the place at all. Quite literally, we may have had to be in the place
in question before we could sense its familiarity. Nothing in our minds alone could give
us this sense. Being there gives us perceptions which help to complete our recollections
of familiar places and circumstances.

Clark’s instincts about what is wrong with mental models are good, but he resists the
obvious conclusion to the points he raises—namely, if there is something wrong with
mental models there is something wrong with all mental models, not just some of them
(the “complex”ones). In this light, Wittgenstein would be more likely to sympathize with
those New Robotcists who reject all forms of “internal models, maps and representations,”
though, as we said, he does grant the usefulness of “scribbled jottings.” (See section “The
Mind and Reality: Mental Models or Scribbled Jottings?” in Part I)

Externalism and the Philosophy of Language

Recent work in the philosophy of language has shown the influence of the trend towards
“externalism” in the philosophy of mind.385 Traditionally, the philosophy of mind has been

384E. Loftus and K. Ketcham. Witness for the Defense: The Accused, the Eyewitness, and the Expert Who
Puts Memory on Trial. St. Martin’s Press, NY, 1991.
385(A good presentation of the various forms of Externalism can be found in McGinn’s Mental Content
[Oxford, Basil Blackwell, 1989]. See also McCulloch’s The Mind and Its World [Routledge, New York, 1995],



Part III: Wittgenstein, Language and Information 283

almost exclusively “internalist”—that is, the workings of the mind, our thought processes,
have been seen as acting entirely within the physical boundaries of the brain and skull.
Internalism has been an implicit, but essential component of the mind:body dualism most
strongly associated with Descartes, and is still, in various forms, fundamental to many
current models of cognition. Externalism, on the other hand, does not place the boundaries
of cognition within the skull, but argues that there are many external facilities or processes
that are necessary for cognition. Wittgenstein, who can be said to have had externalist
leanings, gave the example of our using a pencil and paper when we perform calculations.
Many of us need such external implements for even simple calculations, but all of us
need them for complex calculations. If we do not have a paper and pencil handy, we,
quite literally, cannot think through a complex calculation—the pencil and paper become
a sine qua non for thought itself. Today, we have many such tools essential for thought:
computers, databases, graphical plotters, etc. None of us remembers everything he or she
needs to conduct his or her daily affairs. Books, databases and personal computers become
necessary extensions to our memory. Without these implements, we would not be able to
think the way we do.

The beginnings of externalism, as a distinct movement in the philosophy of mind, finds its
roots in Putnam’s “Twin Earth” thought experiment.386 Putnam asked us to imagine that
there was a “Twin Earth” that was exactly like our own earth, even to the point of having
a “twin” of every person on this earth. But there was one aspect of Twin Earth that was
different: on Twin Earth they had a substance they called “water” which was exactly like
our own water except that instead of having a chemical structure H2O it had a different
structure which Putnam called “XYZ.” Except for the different chemical structure, Twin
Earth water had exactly the same function there as it does here: Twin Earthers drank it,
washed in it, poured it on their plants, and used it in squirt guns for amusement. Twin
Earth “water” came out of the sky in the form of rain, and large amounts of it formed
rivers, lakes, and oceans, just like ours does. Since the Twin Earthers’ use of their “water”
was exactly like our own use of water, their conception of water, that is, their idea of
what it was and how it was used, was exactly the same as our own idea of what we called
“water.” In other words, what the average Twin Earther had “in his head” about water was
exactly the same as what we have in our heads about our version of water. Yet, Putnam
wrote, Twin Earth water was different from our water because it had a different chemical
structure (XYZ vs. H2O). The ineluctable conclusion of this thought experiment is that
semantic meaning is not entirely internal; at least part of the definition of what water is,
is external to our skulls because what we and the Twin Earthers have in our heads cannot
distinguish our water from Twin Earth water. As Putnam put it, “Cut the pie any way you
like, ‘meanings’ just ain’t in the head!” (op.cit., p.144). Tyler Burge387 published an article

and Rowlands’ The Body in Mind: Understanding Cognitive Processes. [Cambridge University Press, New
York, 1999]
386H. Putnam. “The Meaning of ‘Meaning’,” Language, Mind and Knowledge, v. VII, pp. 131–193. Minnesota
Studies in the Philosophy of Science, 1975. Collected in Pessin, Andrew and Sanford Goldberg (eds). The Twin
Earth Chronicles: Twenty Years of Reflections on Hilary Putnam’s “The Meaning of ‘Meaning’.” M.E.
Sharpe, Armonk, NY, 1996.
387T. Burge. “Individualism and the Mental,” Midwest Studies in Philosophy, 4, Studies in Metaphysics,
pp. 73–122. University of Minnesota Press, Minneapolis, 1979. Edited by P. French, et al. Collected in A. Pessin
and Sanford Goldberg (eds). The Twin Earth Chronicles: Twenty Years of Reflections on Hilary Putnam’s
“The Meaning of ‘Meaning’.” M.E. Sharpe, Armonk, New York, 1996.
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a few years after Putnam’s extending Putnam’s externalist interpretation of semantics to
include intentional mental states such as beliefs, desires, hopes, and fears. Burge called
the internalist interpretation that he and Putnam criticized, “individualism.”

Although the Twin Earth thought experiment is entirely fanciful, similar phenomena ac-
tually do occur every day. In most categories there is a level of generality where different
people will call different things by the same name—for example, what I call a “sparrow”
and another person calls a “sparrow” might actually be different species of birds, even
though they have the same behavior, general appearance and habitat, and they appear the
same to us mentally. Two women can have identical appearing necklaces and thereby have
the same mental conception of each’s jewelry. But while one necklace is made of precious
gems, the other is made of fake stones. Since each woman believes that her necklace is
made of precious stones, what each woman has “in her head” is identical. But their respec-
tive necklaces are, in reality, not the same. The Twin Earth thought experiment has had a
profound effect on philosophy over the last 3 decades. As Pessin and Goldberg observed,
“Twin Earth and ‘The Meaning of Meaning,’ the article in which it became famous, com-
prise perhaps the most influential single philosophical episode in the past half century.”388

Why is the “Mind” Important for Information Systems?

Information systems are used, of course, to find information of various kinds: data, doc-
uments, images, audio recordings, websites, etc. But searchers typically don’t find infor-
mation to just collect it, they find it to use it for some purpose. Even the casual Internet
“surfer,” while seemingly engaged in idle, nonspecific retrieval, still has a purpose in his
or her searching, be it simple curiosity, or the escape from boredom. But the typical, pur-
poseful searcher who uses an information system is frequently looking for information
that he needs in order to begin or continue some task or activity.389 All but the smallest
information systems contain more information than the searcher could possibly commit
to his own memory, so in just the storage sense information systems are an augmentation
of the memories of searchers. But information systems augment the searcher’s cognitive
abilities in many other ways, too. The information that exists on an information system
is rarely haphazardly collected; it almost always represents a selection of some subset
of the available information by individuals who may be more knowledgeable about that
information than the searcher is. In this sense, the selection of information on the system
embodies the intelligence and discrimination of the individuals who designed the system,
and may reflect abilities and practices that extend more broadly than the information it-
self (such as, e.g., when practicing physicians have a part in selecting information to be
included in a system such as the medical document retrieval system Medline). This too, is
an augmentation of the cognitive capabilities of the searcher. Computerized information
systems also offer a number of tools that enable the searcher to do things that would
be impossibly time-consuming to do on a noncomputerized information system of any

388From the preface, edited by A. Pessin and S. Goldberg.The Twin Earth Chronicles: Twenty Years of
Reflections on Hilary Putnam’s “The Meaning of ‘Meaning’.” M.E. Sharpe, Armonk, New York, 1996.
389I first proposed this view of searching in my PhD dissertation, “Pragmatic Aspects of Inquiry.” [The University
of California, Berkeley, 1981]
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typical size (things like sorting large amounts of retrieved information by its date, its au-
thor or its title, performing statistical procedures—sum, average, standard deviation—on
large collections of data, or searching through the text of information for specific names,
dates, words or phrases). These are only a few of the things an information system can
do to augment the cognitive abilities of a searcher, and by augmenting these abilities the
information system is helping the searcher, quite literally, to think. Thus, an information
system acts as a kind of scaffolding to supplement the searcher’s intellect, enabling him
to examine information, perform searches, and compare information that he would not
be able to do easily or at all by himself. The information system, then, represents a kind
of extension of the mind of the searcher, or at least a softening of its boundaries. Since
the scaffolding of the information system should assist the intellect of the searcher in
ways that are beneficial, it is important that the designers of information systems should
know not only what the capabilities of technology are, but also what the capabilities of
the human mind are so they can decide how best to supplement or assist them in their
information searches. The mind of the searcher can extend, quite literally, into the infor-
mation system—it can become “embedded” in information technology in the same way
that it can become embedded in the implements of any practice. As Clark put it, “I am
convinced that it is valuable to (at times) treat cognitive processes as extending beyond
the narrow confines of skin and skull.”390 Thus, an understanding of the capabilities and
limits of the human mind is essential if we are to design information systems that extend
and supplement these capabilities and limits.

The Structure of Information Systems

At the highest level of abstraction, the level at which the searcher comes into contact with
it, an information system is fairly simple. Basically, an information system is an organized
process which attempts to provide correct or pertinent information in response to a formal
request of some kind. In the broadest sense, people are themselves information systems
since they often provide answers or recommendations to others who ask them questions.
But our concern here is with information systems which are artifacts designed to provide
answers or selected material in response to queries, or to be used by searchers to find
relevant information. The following diagram depicts the basic structure and dynamics of
an information system:

The Inquirer generally begins the search process with a request of some kind. This can be
stated in natural language as a question—“What is Mary Sinico’s credit limit?” If we think
of the request as a question, we can distinguish between a number of basic kinds: what,
who, where, why, how, and when. These can all be reformulated as “What. . . ” questions:
what person, what place, what reason, what method, and what time. This request must
then be translated into a format that is appropriate for the information system being used.
This is the Formal Query. In its simplest form, a Request and a Formal Query might look
like this:

Request: “What is the credit limit for the customer Mary Sinico?”

390Clark, op.cit., p. 215.
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Formal Query (SQL): SELECT Credit Limit
FROM Customer
WHERE Last Name = “Sinico”
AND First Name = “Mary”;

In order for the Formal Query to select the right information or data there must be some
data or information for it to search through and it needs to be structured in a way to facilitate
retrieval. For data, like in our example, there are relatively well-understood procedures for
structuring it for retrieval: a process called “Normalization.”391 While normalization is not

391While Database modeling and design is, in most cases, a fairly routine process, this does not mean that it has
the precision of a mathematical procedure or that it is without uncertainties or competing viewpoints. Rather
than a rigid procedure, normalization is more like a set of heuristics that guides the design of record structures
but does not control it. Most data base design theories recommend normalization to third Normal Form, but some
recommend that fourth and fifth Normal Forms should be implemented if multi-valued dependencies are present
in the data. Even in databases which are normalized, violations of the rules of normalization can be tolerated
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without its uncertainties, it is still a fairly straightforward process compared to the design
of some more problematic collections of information which we will consider shortly.

In the above example, the database needs to be structured so that customer data is kept in a
table, or relation, called “Customer” and that this table has the data fields “Credit Limit,”
“Last Name,” and “First Name.” The job of the Information System is to find the appro-
priate tables or relations in the database and to select the correct rows and fields that match
the Formal Query.

What I have described here is what I would call the basic “Data Model” of information
systems. Overall, this view of information or data has been enormously successful in
managing data over the last few decades, and it has affected our daily lives in significant
ways: we can withdraw cash from our personal checking account using an ATM in a distant
city or even in another country; we can use a single credit card to handle virtually any
purchase of any kind in stores that are thousands of miles away from our home town; we
can buy a ticket in Chicago for a play at the Geary Theater in San Francisco so we can
attend during a future trip; we can reserve a campsite at any National Park in the US from
any telephone with access to 800-level phone numbers; etc. These activities would not be
possible without the capacity to find and record precisely defined data like names, account
numbers, phone numbers, etc.

The Fundamental Relationship in Information Systems

The Fundamental Relationship in any information system is the linking of an item or
items of information or data with some representation or description of that information.
In our example, above, the number representing Mary Sinico’s credit limit is given the
description “Credit Limit.” In semiotic terms, this is an indexical relation. For data, this
indexical relation looks like this:

Address
|
|
V

31 Emmett Avenue, Dedham, MA
5822 Jamestown Road, Hyattsville, MD

4413 Chase Avenue, Bethesda, MD
6227 Madawaska Road, Washington, D.C.

400 East Randolph, Chicago, IL.
...

and are sometimes even recommended—the most common complaint of normalization being that it breaks data
bases up into too many records, making it necessary for the data base users to join them back together again
to answer queries. Apart from normalization, there are other issues concerning the treatment of null values in
data bases, and, more recently, the handling of object-oriented features like inheritance, encapsulation and class
hierarchies. The more recent extension of the data base concept into Data Warehousing and Data Mining have
introduced new uncertainties and competing visions into the data design process.
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Here the word “Address” is an index of a set of data items. It allows us to refer to the address,
or addresses, in a meaningful and parsimonious way. It is parsimonious in the sense that
we have a single term “Address” to refer to an entire set of addresses on the information
system. The word “Address” also has a “sense” or “meaning” that we are all familiar with,
and helps us to understand what kind of data is in this set. Here we can see that indexes
do two things: first, they distinguish a specific set of data as distinct from the other data in
the system, and, second, they describe this set of data in a way that makes it meaningful
for individuals who use the system.392

This basic indexical relation occurs repeatedly in information systems and is the basis
for the retrieval of information or data. It allows us to index, that is to distinguish and
describe, a wide variety of familiar data items:

“Phone Number”
“Name”
“Employer”
“Social Security Number”
“Date of Birth”
“Marital Status”
‘ “Job Title”
“Account Balance”

...

These index terms have a highly determinate relation between their common meaning
or usage and the information or data they can be used to represent. That is, in ordinary
usage, which Wittgenstein insisted is the touchstone of linguistic meaning, there is usually
very little ambiguity about what “phone numbers,” “names,” “dates of birth,” etc., are.
This kind of highly determinate relationship between indexes and information or data
is one of the major reasons for the success of the data model. We are able to precisely
describe a large percentage of the data we need to conduct our daily activities: we can
ask directions to a unique address, we can look up our checking account balance which
is referred to by our unique Social Security Number, we can order a book or CD with
a unique combination of title and author, and we can call a friend whose phone number
is, out of the millions of phone numbers in the world, unique. This kind of information
system, with highly determinate indexes we can refer to as the “Data Model.” As we said,
it is an enormously robust and successful model for information or data management.
But its very success has led to its widespread application to kinds of information that
cannot be indexed with the certainty of the above examples. Even more problematic, it is
the source of the belief that all information has, at least potentially, a highly determinate
representation that can be used to distinguish a small amount of useful information from
large amounts of similar information on an information system. But to insist that there is,
potentially, a highly determinate representation of any item of information is like insisting

392D.C. Blair. “Pragmatic Aspects of Inquiry.” PH.D Dissertation, The University of California, Berkeley, CA,
1981. A more recent discussion of “description” and “distinction” (or “discrimination”) in information retrieval
can be found in D.C. Blair “Information Retrieval and the Philosophy of Language.” [Annual Review of
Information Science and Technology, vol. 37, pp. 3–50. Information Today, Medford, NJ, 2003.]
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that there is a clear definition for each of the concepts we use. Wittgenstein considered this a
mistake:

We are unable clearly to circumscribe the concepts we use, not because we don’t
know their real definition, but because there is no real “definition” to them. [BB p.25]

If we believe that every item of information has, potentially, a highly determinate repre-
sentation that would enable it to be retrieved by those who want it in any situation, then
many of the failures of information systems will be attributed to incorrect indexing—not
representing the information content correctly, or incorrect search query formulation—
not representing what the inquirer wants correctly. But, it is the thesis here, that in many
retrieval situations information does not, either actually or potentially, have a determi-
nate enough representation to distinguish it from the information a searcher does not
want.

The Fundamental Issue of Information Systems:
The “Determinacy of Representation”

There are indexes which are less determinate than the ones above and whose precise
meanings are correspondingly less certain. Even some highly determinate indexes may
have indeterminate aspects about them. For example, index descriptions such as “debit”
or “credit” on a bank statement indicate additions or subtractions from an account but
may not indicate what the nature of the credit or debit actually was. Of course, whether
such descriptions are considered determinate or indeterminate will depend on how that
information is being used. Sometimes the specific values for the data and the nature of
their use can lower the level of determinacy.393 For example, while the name “Alex Szabo”
appears only once in the Manhattan phonebook, and is thus quite determinate (i.e., it refers
to a single individual), the name “Robert Smith” occurs over 90 times in the same phone
book, and is correspondingly less determinate. It is less determinate not simply because it
repeats a lot, but because the typical use of a phone book is to look up unique individuals,
not groups of individuals with the same name. No matter how many Robert Smiths there
are in Manhattan, there is typically only one Robert Smith to whom we wish to talk.
Recalling Wittgenstein, the key to understanding a word, even something as simple as a
name, is to look at its use.

But there are other kinds of indexes which also have high levels of indeterminacy. The
most common of these are the indexes which represent certain aspects of textual infor-
mation like the “intellectual content” of documents. A given document does have some
determinate indexes such as the author’s name, the title, the date of publication, the title of
the journal or edited collection in which it occurred, etc. But it is far more uncertain how
to index or precisely describe the “intellectual content” of documents or books—what
they are about, or how they can be used—than it is to determine the correct name of the
author.

393I take the phrase “to lower determinacy” and “to raise indeterminacy” to be synonymous. Likewise, “to raise
determinacy” and “to lower indeterminacy” are synonymous.
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We can see now that there are two basic kinds of information or data which can be
managed by an information system—highly determinate information which we can refer
to with precise indexes, and less determinate information which varies in its precision
of representation. This distinction we take as fundamental; it differentiates two different
kinds of information systems or retrieval situations. Originally,394 it was taken that data
management systems provided access to highly determinate information—phone numbers,
account balances, order numbers—while document and image retrieval systems had much
less determinate representations of their stored information, particularly when looking
for documents with a specific “intellectual content” or images of a particular type or
subject. But, on further consideration, we can see that the distinction between highly
determinate and less determinate representations of information does not fall precisely
on the dividing line between data retrieval and document/image retrieval systems. There
can be indeterminate representations of data and highly determinate representations of
documents or images. Let’s look at our phonebook example in more detail: We would
usually consider the names in a phone book as a fairly determinate representation of the
phone numbers and addresses of individuals who live in a particular city. For most small to
modest sized towns names can often uniquely identify individuals, so it is not difficult to
find the phone number of, say, Michael R. Walters in a town of 40,000 residents. Sometimes,
though, a name may be common enough even in a small town to provide multiple listings
for it. If there are four Michael Walters in one town, then your certainty, or probability,
of dialing the number of the specific Michael Walters whom you want is, ceteris paribus,
25%. While such indeterminacy may be irritating, we would only have to call at most four
numbers before reaching the Michael Walters whom we want. The situation for certain
names in large metropolitan areas—New York, Chicago, or Pittsburgh—may be a different
matter, though. A common name like Robert Smith, appears 114 times in the Pittsburgh
phone book. While we may be willing to dial four numbers to get the right Michael Walters
in a small town, we would probably not be willing to dial anywhere near 114 numbers to
find the right Robert Smith in Pittsburgh (especially if we are using a pay phone!). But the
problem of even the most common name in an American phone directory is dwarfed by
the repetition of names in China. Although the Chinese culture is several millennia old,
there are only a few hundred family names to distinguish billions of individual Chinese.
In Shanghai alone, there are several thousand individuals with the same name. If all were
listed in a hypothetical Shanghai phone book, it would take many pages to list them. Such
a high level of indeterminacy would militate against the accurate retrieval of a specific
individual in Shanghai with that name.

Looking at the other side of the determinacy problem, we said that, in general, retrieving
documents or images can often be fairly indeterminate, in particular, when looking for a
specific intellectual content, or “subject.” But there are situations where even this is not
the case. Take the documents that go together to make a loan application at a bank: these
documents are stored under the applicant’s name. But because the uniqueness of these
documents is essential, banks usually include the applicant’s Social Security Number
(SSN) along with the other information. In such a case, the SSN would uniquely identify

394This distinction in information systems was originally called the “Data : Document Distinction.” [D.C. Blair.
“The Data-Document Distinction in Information Retrieval,” Communications of the ACM, vol. 27:4, pp. 369–
374, April 1984.]
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any single set of application documents. The SSN can be used in the application process
because only bank employees or the applicant will need to have access to these records
and they both know which SSN corresponds with a particular name. But the manner in
which indeterminacy is resolved here—by the use of customer SSN’s—is not available
for resolving all cases of the indeterminacy of identity. For example, when there are a
large number of duplicate names in a telephone book, it would be possible to also list
everyone’s unique SSN along with his or her name, address, and phone number. But,
given the nature of the retrieval task, it is unlikely that this would prove useful. The reason
for this is that even close friends usually do not know each other’s SSNs so it would be of
little value for distinguishing individuals with the same names. Further, most individuals,
as an ordinary practice, would be reluctant to have their names and corresponding SSNs
published together in a public document, since that information could be used to get access
to personal information or to “steal identities.” In the case of the duplicate names in the
phone book there is usually another highly determinate item of information that would be
better than an SSN for distinguishing duplicate phone book entries: the address. While
there may be many Robert Smiths in the phone book, there may only be one on “Green
Court” or one on “Randolph Street,” for example. It is far more likely that a friend will know
the street you live on than your SSN, and that may be enough to resolve the indeterminacy
of even large numbers of duplicate names in a phone book. The discrimination power of
additional information is directly related to how determinate that information is. The fact
that it is more likely that a friend would know your address rather than your Social Security
Number is not arbitrary. It is a natural consequence of the ways that we normally interact
in our day-to-day activities. Friends often visit each other or write to each other, so they
often know each other’s addresses, if only the name of the city and street. There are no
common activities, though, in which two friends might need to know each other’s Social
Security Numbers. There are, in contrast, activities such as applying for a bank loan, where
Social Security Numbers are used regularly. The discrimination power of language, like
meaning, is ultimately contingent on the day-to-day activities (Wittgenstein’s Forms of
Life) and Language Games, in which it appears.

“Escalating Uncertainty of Retrieval”: The Problem With Large
Systems and Indeterminately Represented Information

One way to demonstrate the effects of the indeterminacy of representation in information
systems is to show how it could effect the conceptually simpler data model. Consider
the situation in which we want to know the office phone of a co-worker we met briefly
whose last name we believe to be “Smith.” If we have access to a relational database with
employee information in the “Employee Table” we might submit an SQL query of the
following type:

SELECT Phone Number
FROM Employee Table
WHERE Last Name = “Smith”;

If this is a small company and there is only one “Smith” who is an employee, then this
query will retrieve the correct information. But, if the company is larger, there would
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likely be more Smiths who work there and the above query would return a set of phone
numbers for all the Smiths. If there are just two or three Smiths, you might be willing to
call each of them to find the Smith whom you want. But let’s assume that there are too
many Smiths to call up.395 In this case, you would need to use more information in the
query to distinguish the Smith whom you want. Suppose that you know that Smith is a
computer programmer and that job titles are included in the employee information on the
database. Here, you might extend your query in the following way:

SELECT Phone Number
FROM Employee Table
WHERE Last Name = “Smith”
AND Job Title = “Programmer”;

In some cases this would retrieve the phone number of a unique individual, and in some
cases it would not. In the latter case, it would be necessary to add more information, for
example, if we knew he was in the marketing department we might submit the query:

SELECT Phone Number
FROM Employee Table
WHERE Last Name = “Smith”
AND Job Title = “Programmer”
AND Department = “Marketing”;

This is a common way to deal with retrieving specific information from a large information
system. One can increase the specificity of the query, that is, reduce the number of retrieved
items, by conjoining additional information with the original query. With each additional
item of information—here, the “Job Title” and then the “Department”—the number of
items satisfying each successive query usually decreases making the searcher’s efforts
easier.396 But this strategy for the reduction of retrieved set size only works with highly
determinate representations of the information on the database. If the representations are
less determinate then an interesting thing happens when we add information to the query—
with the addition of each item of information, even though the number of items retrieved
usually goes down, the certainty of retrieving the correct record also goes down—that is,
it is less certain that the retrieved records, no matter how few, will include the one the
searcher wants. For example, suppose that we are uncertain of the individual’s exact name.
We think it was “Smith” but it could have been something else, “Smythe” or “Schmit,”

395When too many records are retrieved we say that the size of the retrieved set is greater than the searcher’s
“futility point”—the point in a search when he gives up. A more detailed discussion of “futility points” and
the biases that it can introduce into the retrieval process can be found in Blair’s “Searching Biases in Large-
Scale Document Retrieval Systems.” Journal of the American Society for Information Science, pp. 271–277,
31 July 1980, or in the first chapter of his Language and Representation in Information Retrieval [Elsevier
Science, 1990]. The phenomenon of excessively large retrieved sets is also referred to as “output overload” (Blair
and Maron, 1985) or “Infoglut.” [Rozak. The Cult of Information. Pantheon Books, New York, 1986.]
396The size of the retrieved set might remain the same from query to query, but it cannot not go up. For the
purposes of this discussion we will assume that the common result obtains and that additional information in
the query will reduce the number of retrieved items. It is also important to note that this reduction only occurs
when additional information is added conjunctively (using “AND” in the above SQL statements), and not when
it is added disjunctively (using “OR” instead of “AND”).
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perhaps. We could represent this uncertainty probabilistically saying that we are 60%
certain that his name is, in fact, “Smith” (i.e., we estimate that there is a 60% likelihood
that the set of records corresponding to employees by the name of “Smith” will include
the record of the employee whom we want).397 Now, even if we only retrieve one or two
records with our first query—ostensibly, a good result—it may be the case that neither of
them represents the individual we want. But, as in the previous example, let’s assume that
the first query returns too many records. We could then add the additional information
about the individual we want, as we did before, that he is a “programmer.” Again, instead
of knowing this with certainty, consider our certainty of his being a programmer is 70%.
Even though our certainty of his being a “programmer” is higher than our certainty of
his name being “Smith,” the overall certainty of the individual we want being among
those employees who are represented as having both the name “Smith” and the job title
“programmer” is the product of the individual certainties, that is, .60 × .70, or 42%.398

If we add the information that he is likely to be in the “Marketing” department, with a
certainty of 80%, we wind up with a combined certainty of our third query (“Smith” and
“programmer” and “Marketing”) retrieving the individual we want as .60 × .70 × .80, or
.34. So, even though we are increasingly certain that each additional item of information
represents the individual we want, our combined certainty goes down with the addition
of each item of information until we have, here, only a 34% certainty that the retrieved
records, however few, include the individual whom we want.399

But notice what happens when we combine information that we are certain of, which is
usually the case in database management systems. If we are absolutely certain that the
individual whom we are looking for has the name “Smith,” a job title of “programmer”
and is employed by the “Marketing” department, then the combined certainty of these
descriptions is, assuming independence, the simple product of successive probabilities

397In reality, it may be very difficult to estimate accurately a numerical value for our uncertainty about whether a
particular index represents the information we want. The numerical values here are hypothetical and are meant to
demonstrate the general nature of the retrieval difficulties rather than provide a precise estimation of the numeric
values which might occur.
398To make the combination of probabilities the simple product of the individual probabilities requires an
assumption of the independence of the two probabilities, namely, that the fact that someone’s name is “Smith” is
not related in any significant way to the fact that he is a programmer. Such independence is not always the case
since we can imagine instances where there may be a significant dependence between two facts; for example, it
may be the case that certain job titles, such as “salesman” are more likely to be found in one department, say,
“Marketing,” than another. Thus, “salesman” and “Marketing” are not independent. But the lack of independence
in some cases does not change the point we are making here. If the probabilities of the individual events are
not independent and are less than 1.0, which we assume they are here, then the resulting probability of the
combination of events still yields probability values that decrease as more events (additions of information)
are combined. It is this trend of decreasing certainty, or, as we first termed it, “escalating uncertainty,” that is
important for our discussion, not the actual probability values themselves.
399The perceptive reader can see that a reasonable search strategy is to search using the terms with the highest
probabilities of success first. In our example, it would probably be better to search with the terms “Smith” and
“Marketing” whose conjunctive probability is .48, before searching with “Smith” and “programmer” whose
conjunctive probability is .42. Of course, a higher probability is not an absolute indicator of search term utility
since there are words, like “the” or “a,” that are in every document or record and, although they have probabilities
of 1.0, they do not discriminate the useful documents from the useless ones at all. To select the retrieved set
that has the higher probability of returning the desired record, both retrieved sets need to be smaller than the
searcher’s “futility point.”
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of 1.0. As long as we can add items of information to our query that are certain, the
resultant probabilities will not be subject to the “escalating uncertainty” that typifies
the combination of indeterminate information. This is why the data model has been so
successful, even in large applications. It deals almost exclusively with certain information.
This is the most important difference in the comparative effect of determinate/certain and
indeterminate/uncertain information in large systems.400

The Nature of Representational Indeterminacy in Information Systems

Representational indeterminacy is one of the most significant factors affecting the success
of a search for information, so it is important that we look at it more closely. When we
do, we see that there are different kinds of representational indeterminacy and a number
of factors that can make it better or worse.

1. Semantic ambiguity. Ambiguity about the meaning of a word is the most obvious
source of representational indeterminacy since we frequently deal with it conver-
sationally. Consider the word “head.” We might find it used in the following kinds
of sentences:

“He put his hat on his head.”
“He went to the head of the line.”
“She’s the head of the Executive Board.”
“The crisis quickly came to a head.”

“They began the canoe trip at the head of the river.”
“He wuz headin’ North after he robbed the bank, sheriff!”

The word “head” can be used in any of the above examples, as well as others.
If we just look at the literal word by itself it could take on any of a number of
different meanings and be correspondingly indeterminate in what it represents.
We could imagine submitting the single word “head” to an Internet search engine
and retrieving web pages with the above sentences in them. An actual Internet
search with the word “head” is given below.

2. System size and category overload. The number of times a word is used to
represent, or index, information on an information system will affect the level of
indeterminacy of that word. If the word “head” occurs in only one document or is
used to represent a single item of information, then it is presumably being used in
just one way, and semantic indeterminacy is less of a problem. Certainly, it may
be unclear which of the many semantic meanings of “head” is being used to index
the information, but with a single occurrence it would be no great effort for the

400This problem of escalating uncertainty and its effect on the retrieval of documents was first discussed in a paper
by Blair and Maron: “An Evaluation of Retrieval Effectiveness for a Full-Text Document Retrieval System.”
Communications of the ACM, vol. 28:3, pp. 289–299, March 1985. The first publication to relate conditional
probabilities to document indexes was M.E. Maron and J.L. Kuhn’s “On Relevance, Probabilistic Indexing and
Information Retrieval,” Journal of the Association for Computing Machinery , vol. 7:3, pp. 216–244, July
1960.
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searcher to retrieve the information and see whether it is the semantic usage that
he wants. But as the number of times a word is used to represent information goes
up, the uncertainty of its meaning increases, too. If “head” is used to index 1,000
items of information, then it is likely that its inherent semantic variability will
cause it to represent a variety of semantic content. One might ask how the mere
increase in the number of times a word is used causes an increase in the number of
different semantic ways it is used, that is, why couldn’t all 1,000 uses of “head” refer
to a single semantic sense? While this is a reasonable hypothesis, the statistical
properties of language militate against it. George Kingsley Zipf was the first to
describe some of the basic statistical properties of natural language. Among these
statistical regularities of language, he found that there was a relationship between
the number of occurrences of a word in natural language text and the number
of different semantic ways in which it is used: if the number of occurrences of
a word in a sample of text is equal to n, then the number of different semantic
ways in which it is used is equal to the square root of n. In our example, if “head”
occurs 1,000 times as an index for information, then it is likely to be used around
30 different semantic ways. The “different meanings” of words are, admittedly,
not always precisely identifiable, so it is unclear how exact Zipf’s formulation of
the relationship between word frequency and meaning actually is, though he did
claim empirical evidence for the relationship.401 But a more general formulation
of this relationship which states that as a word increases in frequency of usage, the
number of different semantic ways it is used goes up too, but at a rate proportional
to the square root, is very likely to be the case.402 This explains one of the most
persistent frustrations of using search engines on the World Wide Web, namely,
that when a searcher uses an ordinary word in a search query, she not only will
usually retrieve a large number of websites having that word occurring in them,
but she will also see a wide semantic variability in the way that the word is used in
the retrieved websites. If we submit the word “head” to the Google Internet Search
Engine, we can find the following variability in the first 30 retrieved websites (out
of 21,300,000 selected websites!403):

i. HEAD-Document Head. Syntax, <HEAD>. . . <HEAD>. Attribute Specifi-
cations.

ii. HEAD NEW MEDIA: ecommerce, interactive television, intranets. Head cre-
ates relationships which are true to marketing strategy.

401Zipf. Human Behavior and the Principle of Least Effort. Hafner Publishing, NY, 1965. (Facsimile of the
1949 edition)
402It may be the case that there is some upper bound to the number of semantic meanings that a word can possess,
and it is certainly the case that some words have more semantic meanings than others. But even if the maximum
number of meanings is no more than 50, for example, it still means that semantic indeterminacy can pose a
significant problem with searching for intellectual content on a large information retrieval system.
403Of course, when the retrieved set of websites or documents rises beyond 20 or 30, it is unlikely that an inquirer
who is dissatisfied with these first retrieved sites will continue to look beyond them. Thus the effective size of the
set of retrieved websites must be less than the inquirer’s “futility point”—which may be defined as the maximum
number of items of information, here, websites, that he is willing to look through before he either gives up his
search, or, submits a different or revised query to the search engine.
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iii. Head of the Herd. Click here! All software. . . Check out past Head of the Herd
selections!

iv. Mr. Edible Starch Tuber Head. . . Mr. Potato Head is a trademark of Hasbro,
Inc.

v. Welcome to Head Start: It is with great sadness that we inform the Head Start
Community that. . .

vi. The Plug-in Head site is devoted to Adobe Photoshop compatible plug-ins.
vii. Archives of Otolaryngology-Head and Neck Surgery.

viii. The World’s Internet window to Hilton Head Island since 1995.
ix. See how North Carolina gubernatorial candidates Mike Easley and Richard

Vinroot weigh in. . . .The Head toHead feature changes daily.
x. Boar’s Head Inn.

xi. Janus Head, an Interdisciplinary Journal.
xii. Welcome to the official site of the XXXVI Head of the Charles [boat race].

xiii. Italian design company joins Pixel Head. >> Why should you outsource?
xiv. Head lice help from the NPA, the only non-profit agency. . . .
xv. The Head Element contains information about the current document, such as

title, keywords, that may be useful to search engines.
xvi. Welcome to the Head-Space project. . .

xvii. Ethnographic material related to head hunting, cannibalism, sideshows, oddities
and curiosities.

xviii. FCC Head takes his agency to task. . . .
xix. Head-Driven Phrase Structure Grammar (HPSG)
xx. EdithHead-A Retrospectacular! will merge the glamour and excitement of film

and fashion using a salute to Edith Head as its focal point.
...

We can see that there is a lot of semantic variability for the word “head” in the above
20 websites of the 21+ million identified for retrieval. Whether these represent the
first 20 meanings of a possible 4,615 (the square root of 21,300,000) is difficult
to tell, but it is clear that if we see this much variability in the first 30 websites
retrieved, we will probably see a great deal more variability were we to examine
subsequent retrieved websites. In any event, since the typical web user would be
looking for a single usage of “head” the majority of the websites identified for
retrieval would not be useful to the inquirer.

3. The Productivity of Language. One of the salient characteristics of natural lan-
guage is its “productivity.” Language is productive in the sense that a relatively
small vocabulary and a few rules of syntax and semantics can combine to produce
an uncountabley large number of valid sentences or descriptions (this is the notion
of a “generative grammar”).404 The productivity of language has proved to be both
a help and a hindrance for information retrieval systems, as it has for any other
computerized system that has a large semantic component. Productivity is a help
because it is relatively simple to find a reasonable way to represent the intellectual

404D.T. Langendoen and P. Postal. The Vastness of Natural Languages. Basil Blackwell, Oxford, UK, 1984.
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content of any document; but this productivity can also be a hindrance because
language is so creative that the number of “reasonable” representations for a doc-
ument’s intellectual content is virtually unlimited. As a consequence, anticipating
how a searcher might ask for a particular document content can be very difficult.405

Consider our example of the semantic variability of the word “head.” There are
two kinds of semantic variability here. First, as we have already shown, the word
“head” can have a variety of meanings. But there is another kind of semantic
variability, namely, that there is a wide variety of ways we can express the same
semantic content of the word “head” without using the word “head.” Consider our
examples:

Original Sentences Alternative Sentences

“He put his hat on his head.” “He put his hat on.”
“He went to the head of the line.” “He went to the front of the line.”
“She’s the head of the “She’s the chair of the

Executive Board.” Executive Board.”
“The crisis quickly came to a head.” “The crisis quickly became

critical.”
“They began the canoe trip at the “They began the canoe trip

head of the river.” at the source of the river.”
“He wuz headin’ North after he “He wuz ridin’ North after he

robbed the bank, sheriff!” robbed the bank, sheriff!”

4. The two sides of indeterminacy: The indexer and the inquirer. The examples
that we have given of semantic indeterminacy are on the index or document side
of the retrieval process. But semantic indeterminacy also affects the inquirer or
searching side of this process, too, thus multiplying the effect of indeterminacy and
lowering the likelihood of retrieving a useful item of information content.406 That
is, the word “head” as we have shown, has a large number of different semantic
uses, or meanings, which the authors of different websites may use. But, that same
variability can affect the inquirer, too: he has a lot of choices of words and phrases
that he can use instead of“head”—these are like the “Alternative Sentences” shown
above. So the person who must represent the intellectual content of a website must
not only make decisions about the specific words that he or she uses to express what

405Swanson demonstrated this effect empirically in his “Studies of Indexing Depth and Retrieval Effectiveness”
[Unpublished report, National Science Foundation Grant GN 380, February 1966]. The results of his unpublished
test are discussed in Blair Language and Representation in Information Retrieval, pp. 170–171. Elsevier
Science, 1990.
406D.C. Blair. “Indeterminacy in the Subject Access to Documents,” Information Processing and Management,
vol. 22:2, pp. 229–241, 1986. The pioneering work in modeling the indeterminacy of index and search terms
is M.E. Maron and J.L. Kuhns’ “On Relevance, Probabilistic Indexing and Information Retrieval” [Journal of
the Association for Computing Machinery, vol. 7:3, pp. 216–244, July 1960]. Maron later extended this work
in his writings on what he called the “Operational Definition of ’About’.” [“On Indexing, Retrieval and the
Meaning of About,” Journal of the American Society for Information Science, vol. 28:1, pp. 38–43, January
1977.



298 Wittgenstein, Language and Information

they want to express, they must give some thought to what words a typical searcher
who would be happy with the “content” of that website might use as search terms.

5. What do search terms do?—Description and discrimination. If we look more
closely at the way that words are used in the search for intellectual content—what
Wittgenstein might call the Language Game of searching—we can see that they
have two major functions. In the first place, they must describe the intellectual
content of the material they serve as indexes for. In the data model this was fairly
straightforward: we usually call addresses by the word “address” and phone num-
bers by the words “phone number.” For documents or images this is, as we have
shown, a more indeterminate process, except for the limited contextual information
such as the author’s name and the title of the work. But while there may not be a
single, agreed-upon way to represent the intellectual content of text or images, the
goal of the indexing process is to describe that content in a way that will facilitate
retrieving it by interested inquirers.

If all information systems were small, that is, if all the possible retrieved sets
they might generate would be smaller than the futility point of even the most
demanding inquirer, then we would need only to be concerned with how index
terms describe the intellectual content of available items of information. But one
of the lessons of the Information Age is that as the costs of storage have decreased
dramatically, the sizes of information systems have gone up just as dramatically.
We have, quite literally, reached the point where no item of information, no matter
how trivial, need be thrown away. In fact, in many instances it may cost more to
examine items of information and decide whether to keep them than to simply
keep them and pay for their storage indefinitely. As a consequence, the size of the
typical information system continues to grow. Index terms, then, must not only
describe the intellectual content of information, they must also discriminate the
intellectual content of a given item of information from the intellectual content of
other information on the same system that is similar to it. Description, then is a
process which is only concerned with a single item of information, while discrim-
ination is a process which must consider how a given item of information, such as
a document or an image, must be distinguished from other items of information
on the same system. In short, description deals with single items of information
while discrimination looks at how individual information items relate to the en-
tire information system. For example, in a small public library, if there are only
ten books on the subject of “Database Management Systems,” it might be fine to
index them all with that phrase, since ten is most likely smaller than the futility
point of the typical inquirer. But in a computer science library at a major univer-
sity there might be hundreds of books that have an intellectual content concerned
in some way with “Database Management Systems” and there would be few in-
quirers with a futility point that reaches into the hundreds. As a result, it may be
important to subdivide the description “Database Management Systems.” Instead
of describing every intellectual content which has to do with database management
systems as “Database Management Systems” we might be able to discriminate,
for example, between different kinds of “Database Management Systems”: Hi-
erarchical, Network, CODASYL, Relational, Object-Oriented, or Distributed; or
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we might distinguish different kinds of Database applications: Data Warehous-
ing, Data Marts, Data Mining, OLAP (OnLine Analytical Processing); or, we
might distinguish different Database design issues: Normalization, Storage Struc-
tures, Physical Storage; Access Methods: Hashing Algorithms, Data Loading; or
we might distinguish between specific brands of Database Management Systems:
ORACLE, ACCESS, DB2, TOTAL, FILEMAKER PRO, INFORMIX, etc. Such
subdivisions will better discriminate between the intellectual content of the large
number of books on the general topic of “Database Management Systems.”

Description and discrimination also characterize the two major kinds of search fail-
ures. A failure of description occurs when either an index term does not accurately
describe the intellectual content of a given item of information, or when a search
term does not accurately describe the intellectual content of the information the
inquirer is looking for. The result of a failure of description is that the information
retrieved does not have the content the inquirer wanted. A failure of discrimination
can occur when a given index term correctly describes the intellectual content of an
item, but does not discriminate it well from the intellectual content of other items
of information on the same system. The result of a failure of discrimination is the
retrieval of exceptionally large sets of information—“output overload.” From this
we can see that the most troublesome search failure for Internet search engines is
a failure of discrimination—even the simplest search for intellectual content can
return a retrieved set of millions of websites. The traditional measures of document
retrieval effectiveness, recall, and precision, can be seen in terms of description
and discrimination: recall, the percentage of relevant documents that are retrieved,
can also be seen as a measure of the success of description, while precision, the
percentage of retrieved documents that are relevant, can be seen as a measure of
the success of discrimination.407

6. The requirements of use. Typically we search for information, not as an end in
itself, but as something we can use in an activity or practice. Thus, it is the activity
or practice that the search serves that sets the criteria for successful searching.
Likewise, the degree of indeterminacy that a representation can have is not just
a matter of the number of times that representation occurs, but is also a function
of what the information that is indexed by that representation will be used for.
For example, we described how there was a direct relation between the number of
occurrences of a person’s name in a phone book and the level of indeterminacy of
that name as an indicator of a particular individual. This is true, not just because
there are multiple occurrences of the name in the phonebook, but because the
primary use of the phone book is to look up the phone number of a single individual.
But we could imagine another, albeit unusual, use of a phone book. We could
imagine that someone, a genealogist for example, might have a quite different use
for a phone book. The genealogist might use it to determine how many individuals
with a particular surname live in a given city. In such a case, a name that occurs 50
times in the phone book might not be indeterminate at all, since the genealogist’s

407D.C. Blair. “Information Retrieval and the Philosophy of Language.” Annual Review of Information Science
and Technology, vol. 37, pp. 3–50. Information Today, Medford, NJ, 2003.
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goal, unlike the typical phonebook user, might not be to find a single individual,
but to tabulate all the occurrences of the name in question.

Looking at the requirements of use, we can say that there are, from a quantitative
point of view, a number of different kinds of searches: specific, exhaustive, and
sample.

Types of search:

Specific. The searcher wants to see a single specific item of information (only
one item of a category is desired, e.g., a telephone book lookup, or a patent
search where an inventor is looking for the existence of a specific patent.).

Exhaustive. The searcher wants to see all the items of information of a partic-
ular type or category (e.g., scientific research or litigation support).

Sample. The searcher wants to see some, but not all, of the items of information
in a particular category (e.g., a market researcher retrieving a few examples
of what consumers are saying about a particular new product).

7. Indirectness of Representation. As we described in 2 (above), indeterminacy
affects both the indexer and the inquirer, but there is one kind of indeterminacy
that is unique to the inquirer. Unlike the indexer, the inquirer’s search terms may not
be a precise description of the “content” that he or she wants. If the indexer is free
to use whatever terms he wants, then he can use whatever index terms best express
the content of the information as he sees it. The inquirer, on the other hand, does
not generally have this freedom of expression when using an information retrieval
system. The inquirer must select his search terms from the index terms which have
been used to represent the information content on the system. The inquirer’s search
terms are, in effect, not pure expressions of what he wants, but are hypotheses about
how the information content he wants is represented. This means that there are two
distinct stages of a content search: The First Stage is not so much a direct search for
content as it is a search for the best search terms for the inquirer to work with. This
is why Swanson has characterized content searching as inevitably a trial-and-error
process.408 In this kind of situation the inquirer may know what he wants, but can
only guess at how it’s represented on the information system he is using. But there
are other situations where the inquirer doesn’t even know exactly for what he is
looking—for example, a lawyer, in the defense or prosecution of a lawsuit might,
during the pre-trial “discovery” stage of the lawsuit, be looking for what could only
be generally described as some kind of “incriminating evidence”—a “smoking
gun”—which might be valuable in the conduct of the lawsuit. Here, the lawyer
doesn’t know specifically what she is looking for, but can only say that she will
recognize such incriminating evidence if and when she sees it. A similar situation
obtains with scholarly research, where the researcher may not know exactly what

408D.R. Swanson. “Information Retrieval as a Trial-and-Error Process,” Library Quarterly, vol. 47:2, pp. 128–
148, April 1977.
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she is looking for, but, like the lawyer, will recognize what she is looking for when
she sees it. Here we should remember Wittgenstein’s admonition that “language
is a vehicle of thought” rather than a representation of thought—we use language
as a means by which we think. Likewise, the index terms available to the inquirer
represent the tools with which he can not only search, but, even more basically,
they represent the tools with which he can think about what information content he
wants. In so far as the index terms are limited in their utility for expressing what
the inquirer wants, they also pose constraints on how he can think about what he
wants.

Indeterminacy of Representation: This depends on several factors:

i. The number of tokens/occurrences of the representation in the category. For ex-
ample, the number of documents which are represented by a particular term, or
the number of websites linked to a particular term as a result of an Internet search.

ii. The uniqueness requirement. This is a requirement based on the particular needs
of the application the information is being used in. For example, in most cases
someone looking up “Michael Smith” wants one person, but someone doing a
demographic study may want to know how many “Smiths” are in New York city.
The difference here is between “Smith” when it denotes a particular individual and
“Smith” when it denotes a class of individuals: the first is a semantic use of “Smith”
where it connotes a particular individual, but may not have enough information or
the right information for the searcher to discriminate the individual he wants from
the other “Smiths.” The second use of “Smith” is a use of it as an item of data.
Here, the name “Smith” gives us all the information we need. . . no supplementary
information is needed since we don’t need to distinguish individuals. The names
by themselves, even without addresses or phone numbers, would be sufficient for
the task. In the second case, individual reference or discrimination doesn’t matter.

iii. The discrimination power of additional information. If we know “Michael Smith’s”
street address we might be able to pick him out from the other “Michael Smith’s
in a phone directory, even if there are a lot of them.” The ability to distinguish
the “Michael Smith” we want is dependent on the granularity of description, that
is, just knowing the borough of New York city where “Michael Smith” lives may
be all we need to identify the one we want, but in other situations we may need
the street name, and in others you may need the street address, too. The nature of the
representation may give you additional discrimination power, for example, since
the information you are dealing with consists of the names, addresses, and phone
numbers, we also have the option of calling and talking to several of the “Michael
Smiths” if we cannot otherwise distinguish the individual we want. We might
call this the “Cost of Discrimination,” which dictates the cost of indeterminate
searches. In some cases the “Cost of Discrimination” is low, but we can imagine
examples for which the “Cost of Discrimination” is intolerably high, higher than the
inquirer’s “futility point,” such as when an Internet content search yields thousands,
or millions of websites [the name “Michael Smith” returns 766,000 websites when
used as a search phrase on the Google Internet search engine].
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Indeterminacy in Information Systems: An Empirical Study

The discussion of indeterminacy of representation so far has been largely conceptual,
with mostly hypothetical examples. It is only natural to ask whether there are any doc-
umented examples of information systems where the indeterminacy of representation
seriously affected the effectiveness of retrieval? There is. In 1985 the results of a study
were published409 that showed dramatically how the indeterminacy of natural language
militated against the precise retrieval of documents with a particular intellectual content.
The study examined, in detail, the retrieval effectiveness of a full-text document retrieval
system (IBM’s STAIRS—STorage And Information Retrieval System) used to support a
large corporate litigation, in which the defendant, an engineering construction company,
was defending its conduct in a large construction project.410 The system provided access
to 40,000 documents, about 350,000 pages of online text. Simple full-text document re-
trieval systems operate by having the inquirer formulate queries using words he believes
are contained in the documents he wants but are not contained in the documents he doesn’t
want—that is, the selected search terms must both describe the content the inquirer wants
as well as discriminate the desired documents from nonrelevant ones. The lawyers and par-
alegals using the retrieval system were actively working on the lawsuit and were intimately
familiar with the case, having worked on it for over a year prior to the test. They were
also quite specific in their insistence that they needed to retrieve a minimum of 75% of the
desired, or relevant, documents to conduct the defense of the lawsuit successfully. After
the lawyers and paralegals used 51 individual queries to retrieve what they considered to
be over 75% of the desired documents, the experimenters then tried to find whether they
had missed any relevant documents. The results were striking: while the lawyers and par-
alegals were convinced that they were retrieving over 75% of the desired documents, they
were, in actuality, retrieving only 20%!411 The principal reason for such low success rates
in retrieval can be directly attributed to the indeterminacy of meaning in natural language.
Stated succinctly, it is impossibly difficult for inquirers using a large full-text retrieval
system to predict, by means of their search queries, the exact words, word combinations,
and phrases that are used to express the content of the documents they desire but are not
used to express the content of the documents they do not desire. (Note: it is not enough
for the inquirer to simply predict the words that occur in the documents she wants—this

409D.C. Blair and M.E. Maron. “An Evaluation of Retrieval Effectiveness for a Full-Text Document Retrieval
System,” Communications of the ACM, vol. 28:3, pp. 289–299, March 1985. This experiment is discussed in
much more detail in chapter 3 of Blair’s Language and Representation in Information Retreival, Elsevier
Science (1990).
410The litigation which the retrieval system supported was the defense of a $257 million lawsuit brought by
the city of San Francisco against the contractors who built the Bay Area Rapid Transit (BART) system, for
their alleged failures to meet all the specifications of the contract and to manage the costs of the construction
effectively.
411The value of 20% for recall is a maximum value. The reason for this is simple. In order to search such a large
document collection effectively, the experimenters could not examine the relevance of every single document
for every query. They actually searched only small portions of the document collection looking for relevant
unretrieved documents. Consequently, the experimenters could not say with any assurance that they had found
all of the unretrieved relevant documents, they merely retrieved enough to make the point that many were missed
by the original searchers. If more unretrieved relevant documents were found, the average recall value would
have been less than 20%, perhaps significantly less. (details of the experimental procedures were given in Blair’s
Language and Representation in Information Retrieval (1990))
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is the “description requirement” of searching. The inquirer must also predict which of
those words do not occur in the documents she doesn’t want—this is the “discrimination
requirement” of searching. If the inquirer only had to predict a word that occurred in all
the documents she might want, she would use the word “the” as a search term. That would
retrieve all the desired documents, but it would also retrieve all the undesired documents,
too.)

It’s instructive to look at some of the examples of how this indeterminacy affected retrieval
in this case:412

In the legal case in question, one concern of the lawyers was an accident that had
occurred and was an object of litigation. The lawyers wanted all the reports, cor-
respondence, memoranda, and minutes of meetings that discussed this accident.
Formal queries were constructed that contained the word “accident” along with
the name of the [city] where it occurred. In the search for unretrieved relevant
documents, the experimenters later found that the accident was not always referred
to as an “accident,” but as an “event,” “incident,” “situation,” “problem,” or “dif-
ficulty,” often without mentioning the relevant proper name—the name of the city
in which it occurred. The manner in which an individual referred to the accident
was frequently dependent on his or her point of view. Those who discussed the
event in a critical or accusatory way referred to it quite directly–as an “accident.”
Those who were personally involved in the event, and perhaps culpable, tended to
refer to it euphemistically as, inter alia, an “unfortunate situation,” or a “difficulty.”
Sometimes the accident was referred to obliquely as “the subject of your last let-
ter,” “what happened last week was . . . ,” or, as in the opening lines of the minutes
of a meeting discussing the issue, “Mr. A: We all know why we’re here. . . .” [the
words “accident” and the name of the city were not used at any time in the meet-
ing either]. Sometimes relevant documents dealt with the problem by mentioning
only the technical aspects of why the accident occurred, but neither the accident
itself nor the people or place involved. Finally, much relevant information discussed
[contributing factors in] the situation prior to the accident and, naturally, contained
no reference to the accident itself.

Another information request resulted in the identification of 3 key terms or phrases
that were used to retrieve relevant information. Later, the experimenters were able
to find 26 other words and phrases that retrieved additional relevant documents. The
3 original key terms could not have been used individually as they would have re-
trieved 420 documents, or approximately 4000 pages of hard copy, an unreasonably
large set, most of which contained irrelevant information. Another request identi-
fied 4 key terms/phrases that retrieved relevant documents, but it was possible to
find 44 additional terms and combinations of terms to retrieve relevant documents
that had been missed.

Sometimes the experimenters followed a trail of linguistic creativity through the
database. In searching for documents discussing “trap correction” (one of the key
engineering phrases), it was discovered that relevant, un-retrieved documents had
discussed the same issue but referred to it as the “wire warp.” Continuing our

412These quotations are from Chapter 3 of Blair’s Language and Representation in Information Retrieval
(1990).
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search, we found that in still other documents “trap correction” was referred to
in a third and novel way: the “shunt correction system.” Finally, it was discovered
that the inventor of this system was a man named “Coxwell” which directed the
experimenters to some documents he had authored, only he referred to the system as
the “Roman circle method.” Using the “Roman circle method” in a query directed
them to still more relevant but un-retrieved documents, but this was not the end
either. Further searching revealed that the system had been tested in another city,
and all documents germane to those tests referred to the system as the “air truck.”
At this point the search ended, having consumed over an entire 40-hour week of
on-line searching, but there is no reason to believe that the experimenters had found
all of the un-retrieved relevant documents; they simply ran out of time.

As the data base included many items of personal correspondence as well as the
verbatim minutes of meetings, the use of slang frequently changed the way in
which one would “normally” talk about a subject. Disabled or malfunctioning
mechanisms with which the lawsuit was concerned were sometimes referred to as
“sick” or “dead,” and a burned-out circuit was referred to as being “fried.” A critical
issue under discussion was sometimes referred to as a “smoking gun.”

Even misspellings proved an obstacle [to retrieval]. Key search terms like “flat-
tening,” “gauge,” “memos,” and “correspondence,” which were essential parts of
search phrases, were used effectively to retrieve relevant documents. However, the
misspellings “flatening,” “guage,” “gage,” “memoes,” and “correspondance,” using
the same phrases, also retrieved relevant documents. Misspellings like these, which
are tolerable in normal everyday correspondence, when included in a computer-
ized database become literal traps for users who are asked not only to anticipate the
key words and phrases that may be used to discuss an issue but also to foresee the
whole range of possible misspellings, letter transpositions, and typographical errors
that are likely to be committed. [While spelling correction sub routines in word-
processing programs have improved such problems, they have not eliminated them
since they generally cannot correct proper names which have been misspelled.]

Some information requests placed almost impossible demands on the ingenuity of
the individual constructing the query. In one situation, the lawyer wanted “Com-
pany A’s comments concerning [a specific subject]. . . .” Looking at the documents
authored by Company A was not enough, as many relevant comments were embed-
ded in the minutes of meetings or recorded secondhand in the documents authored
by others. Retrieving all the documents in which Company A was mentioned was
too broad a search; it retrieved over 5,000 documents (about 40,000+ pages of hard
copy). However, predicting the exact phraseology of the text in which Company A
commented on the issue was almost impossible; sometimes Company A was not
even mentioned, only that so-and-so (who represented Company A):

“said/considered/remarked/pointedout/commented/noted/explained/ discussed,”
etc. [the fact that this individual represented Company A was not included in the
document text and had to be known by the searcher.]

In some requests, the most important terms and phrases were not used at all in rel-
evant documents. For example, “steel quantity” was a key phrase used to retrieve
important relevant documents germane to an actionable issue in the lawsuit, but
unretrieved relevant documents were also found that did not report steel quantity at
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all, but merely the number of such things as “girders,” “beams,” “frames,” “brac-
ings,” etc. In another request, it was important to find documents that discussed
“non-expendable components.” In this case, relevant unretrieved documents merely
listed the names of the components (of which there were hundreds) and made no
mention of the broader generic description of these items as “nonexpendable.”

It might be countered that such linguistic variability as this is uncommon—it is
not. This linguistic variability is a consequence of the “productivity” of language
which we discussed briefly above. Another question which arises is, why didn’t the
lawyers realize they were not getting all of the information relevant to a particular
issue? Certainly they knew the lawsuit. They had been involved with it from the
beginning—over a year—and were the principal attorneys representing the defense.
In addition, one of the paralegals had been instrumental not only in setting up
the information retrieval system, but also in supervising the selection of relevant
information to be put on-line. Might it not be reasonable to expect them to be
suspicious that they were not retrieving everything they wanted? Not really. Because
the database was so large (providing access to over 350,000 pages of hard copy, all
of which was in some way pertinent to the lawsuit), it would be unreasonable to
expect four individuals (two lawyers and two paralegals) to have total, literal recall
of all the important supporting facts, testimony, and related data that was germane
to the case. If they had such recall they would have no need for a computerized,
interactive retrieval system. It is well known among cognitive psychologists that
man’s power of literal recall is much less effective than his power of recognition.
The lawyers could remember the exact text of some of the important information,
but this was a very small subset of the total information relevant to a particular
issue.

The system, above, as mentioned, contained 40,000 documents. Yet this was just a small
part of the entire system which was projected to have over 1,000,000 documents, approx-
imately 10,000,000 pages of online text, by the time the trial began. As we have pointed
out, some of the indeterminacy of natural language is due to the size of the text in which
it occurs. If the above linguistic variability was found in the comparatively small prelim-
inary system, the linguistic variability and difficulty retrieving the desired documents in
sets smaller than the inquirer’s futility point would likely be significantly higher—again,
the analogy of doing content searches on the Internet using an Internet search engine is
apropos, especially since Internet search engines are basically full-text retrieval systems
like STAIRS was. The difference is, of course, that most Internet searches are not in
defense of a multi-million dollar lawsuit, as the above example was, so when relevant doc-
uments/websites are missed it is not nearly as crucial. Although this study was published
over 20 years ago, the problems it identifies are still critical in information retrieval. The
fact that an Internet search using the names of the authors “Blair and Maron” links to
several hundred websites in 2004 shows that the issues it discussed are still relevant to
today’s information systems.

The “Determinacy of Sense”: An Old Logical Problem

Talking about the indeterminacy of language is a broad and conceptually deep endeavor,
one in which we can easily lose our intellectual footing. But here, as elsewhere in this
manuscript, Wittgenstein has left us some guideposts.
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Computers are fundamentally logical systems, and the evolution of computer models has
some parallels with the evolution of models of formal logic (the logic of relations existed
for almost a century before the first relational database was proposed and built by a
philosopher at the Rand Corporation413). The high determinacy of representation in the
data model recalls the concern over the “determinacy of sense” in language that occupied
several prominent philosophers in the early 20th century. Germany’s Gottlob Frege and
England’s Bertrand Russell were the most prominent logicians of this period. For them,
the primary purpose of language was to assert facts. Facts themselves are either true or
false—there are no other choices. If language asserts facts, and facts are either true or
false, then it is necessary that language should be able to represent these facts precisely.
The words or assertions which correspond to the facts must have a “definite sense,” that
is, their meaning or application must be only one of two choices: true or false (what
logicians call the “excluded middle” or “bivalence”: If A is an assertion about a fact, then
the expression (A v ¬A) is true for all values of A. That is, if A = “It is raining” then
it is necessarily true that “It is raining” (A) or (v) “It is not raining” (¬A)). Frege and
Russell believed that ordinary language was logically flawed and did not measure up to
the criterion of definite sense. Consequently, they believed that the analytic precision that
philosophical analysis required could only be attained by a specially constructed logical
language which could maintain the requisite definite sense of its assertions. Wittgenstein
was a student of Russell’s and a protégé of Frege’s. In his early work, the Tractatus
Logico-Philosophicus, Wittgenstein agreed with Frege and Russell that language asserted
facts and that its assertions about facts, what philosophers call “propositions,” must be
“bivalent.” As he stated in the Tractatus:

A proposition must restrict reality to two alternatives: yes or no. [TLP 4.023]

But Wittgenstein went farther than his predecessors by saying that the logical structure of
factual assertions was the factual structure of the world—a grand statement that assured
that language would have the same determinacy of sense as the “facts” of the world.414 But
Wittgenstein broke with Frege and Russell’s assertion that ordinary language was logically
defective and needed to be replaced by a more precise logical language:

413The philosopher who designed the first working Relational Data Base was M.E. Maron [M.E. Maron. “Rela-
tional Data File I: Design Philosophy,” Information Retrieval: A Critical View. Thompson Book , Washington,
DC, 1966. Edited by G. Schector.] After designing it, Maron worked with R.E. Levien to build an actual working
model. This was reported in: R.E. Levien. “Relational Data File II: Implementation” [Information Retrieval:
A Critical View, Thompson Book, Washington, D C, 1966. Edited by G. Schector] and R. E. Levien and M.
E. Maron. “A Computer System for Inference Execution and Data Retrieval,” Communications of the ACM,
vol. 10:11, pp. 715–721, November 1967.
414Wittgenstein presented this view in the Tractatus:

2.1 We picture facts to ourselves.
2.12 A picture is a model of reality.
2.141 A picture is a fact.
2.15 The fact that the elements of a picture are related to one another in a determinate way

represents that things are related to one another in the same way.
2.1511 That is how a picture is attached to reality; it reaches right out to it.
2.1512 It is laid against reality like a measure.
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All the propositions of our everyday language, just as they stand, are in good logical
order. [TLP 5.5563]

With this statement Wittgenstein is making a subtle, but important distinction with Frege
and Russell. He is saying that language is not logically defective, that assertions about
facts can, and do, make sense. He is not saying that language cannot be misunderstood,
and that sometimes our assertions about facts are not vague or ambiguous. They can be.
What ordinary language does is it obscures or disguises the underlying logical form of its
assertions:

Everyday language is part of the human organism and is no less complicated than it.
It is not humanly possible to gather immediately from it what the logic of language
is. [TLP 4.002]

Most of the propositions and questions of philosophers arise from our failure to
understand the logic of our language. [TLP 4.003]

We don’t need to construct a separate logically precise language, we just need to analyse
our assertions in ordinary language according to strict logical principles, as his mentor
Bertrand Russell had done:

It was Russell who performed the service of showing that the apparent logical form
of a proposition need not be its real one. [TLP 4.0031]

The logical structure of language just needs to be brought out. Logic doesn’t give us an
ideal language, it simply gives us a form of notation and a method that we can use to bring
out the logical order of ordinary language.

Over the next 3 decades, Wittgenstein gradually reassessed this position. In the first place,
he saw that language did not have an underlying logical order which needed to be brought
out to resolve ambiguities or determine the meaning of a statement. No logical order could
do this because for it to work it must be able to not only tell us the meaning of a word,
but the meaning of that word in all possible circumstances and uses. Issues of meaning,
he began to see, are not resolved by uncovering something inherent in language, they are
resolved by looking at how the statement in question is used. He also came to reject the
notion that the meaning of a word had to have a definite sense, believing that such a notion
was ultimately incoherent because it could be applied variously in different contexts of
language use. That is, the notion of a definite sense is not one thing, since it varied in
different contexts and circumstances. For example, suppose I am with a friend who is
sitting at a desk and typing on his Macintosh computer. If he says that “the computer”
works very well, I know exactly what “the computer” means. But if my friend says that “the
computer” used by the IRS has proved unreliable, I have only the vaguest idea what “the
computer” actually means here—it could be any one of hundreds of brands and models
of computers. Even when such a thing as a definite sense does exist in language, it is
not something that is a property of words. Words, by themselves, do not have precise
meanings, but their uses could have. Wittgenstein’s reassessment of his earlier position
lead him to reject the single comprehensive notion of a definite sense and to adopt a more
complex notion of meaning in language which recognized that the sense of language was
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precise in some contexts and uses but could have varying levels of indeterminacy in other
contexts and uses. This break with what Wittgenstein called his “old way of thinking”
comes out in his criticism of Frege in Philosophical Investigations:

One might say that the concept “game” is a concept with blurred edges.—“But
is a blurred concept a concept at all?”—Is an indistinct photograph a picture of a
person at all? Is it even always an advantage to replace an indistinct picture by a
sharp one? Isn’t the indistinct one often exactly what we need?

Frege compares a concept to an area and says that an area with vague boundaries
cannot be called an area at all. This presumably means that we cannot do anything
with it.—But is it senseless to say: “Stand roughly there?” Suppose that I were
standing with someone in a city square and said that. As I say it I do not draw
any kind of boundary, but perhaps point with my hand—as if I were indicating a
particular spot. And this is just how one might explain to someone what a game is.
One gives examples and intends them to be taken in a particular way.—I do not,
however, mean by this that he is supposed to see in those examples that common
thing which I—for some reason—was unable to express; but that he is now to
employ those examples in a particular way. Here giving examples is not an indirect
means of explaining—in default of a better. For any general definition can be
misunderstood too. The point is that this is how we play the game. (I mean the
language-game with the word “game.”) [PI §71]

It is important to avoid an obvious misinterpretation of Wittgenstein here. He is not saying
that vagueness is an essential feature of language, in a sense promoting vagueness in
language as necessary and useful. What he is doing is simply resisting the requirement for
the “strict determinacy of sense” in language that Frege and Russell insisted was necessary
for language to express meanings clearly. For Frege and Russell, each individual word had
to have a meaning that was clear and precisely determinate. If it didn’t, Frege insisted, the
indeterminacy of meaning would multiply as words were combined into sentences. But
here again Wittgenstein debunks this view in his later writing:

When I give the description: “The ground was quite covered with plants”—do you
want to say I don’t know what I am talking about until I can give a definition of a
plant? [PI §70]

The meaning of this statement, as well as his other example, “stand roughly there,” are, in
the proper circumstances, perfectly clear even though they both use words—“plants” and
“roughly”—that, by themselves, are somewhat vague. As Wittgenstein has shown us, we
should “Let the use teach you the meaning” [PI p. 212]. Of course, this does not mean that
these statements are always clear. We can imagine circumstances, that is, uses, in which
they are not. For example, if I go to a store and ask the clerk for some weed killer saying
that “The ground was quite covered with plants that I want to get rid of ” the clerk might
say that he needed to know exactly what kind of plants they were in order to give me the
proper weed killer. Or, if I say “Stand roughly here” but point to the edge of a precipice,
the person I am addressing might reasonably ask, “Where do you mean exactly?”

What is the relationship between the quest for a logical model of language with a definite
sense, and the difference between data retrieval and content, or document, retrieval? In
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the first place, data are usually considered to be “facts,” so an instance of a Data Model
is, in some sense, an implicit assertion about the truth or falsity of the specific facts
that are organized by it (e.g., the record that shows that Roy Blakney lives at 10 Green
St Court, is an implicit assertion that an individual by that name currently lives at that
address). The various editing and integrity constraints that can be applied to the data or
facts on a database are aimed at preserving the recorded values of these facts. Further,
the data manipulation and data definition languages of the Data Model have some of the
characteristics of the ideal logical language which Frege and Russell sought—take SQL
as an example: SQL is separate from natural language; its operators are precisely defined
in a way that much of the grammar of natural language cannot be; and for most of the data
it is used to specify it’s application has a definite sense—it is either true or false.415

If we can take any lesson from Wittgenstein’s evolving view of representation in language
it is that the simple logical model with a definite sense and an excluded middle, while
rigorous, has only a narrow range of application, namely, to only those items of data or
information whose representations have a definite sense—a high level of representational
determinacy (or low level of indeterminacy). As Wittgenstein saw the limitations of the
model of language with a definite sense, in particular, that the logical model of language
was not something that underlay language use and needed to be uncovered, and that even
the idea of a strict determinacy of sense was a false ideal because a general universally
applicable conception of such determinacy was incoherent. His own views evolved to a
more complex assessment of language in which meaning was not a context-free property
of individual words, but was often dependent on context and could be determinate in some
contexts and uses and indeterminate in varying degrees in others (And “indeterminacy”
is not a pejorative term. It merely expresses a particular state of the sense or meaning of
an expression.). In the same manner we can view the transition from the Data Model to
the Document Model of information systems as, not a break with the past and the creation
of a new form of representation, but the natural evolution of a precise, but limited, data
model to a more complex and comprehensive document model—a model that includes the
precision of the data model in some circumstances, but also incorporates the capacity for
the less determinate representations of intellectual content often found in the document
model. In his later writings, Wittgenstein himself summarized the transition from the
precise logical model of language to the more complex context-dependent model of his
later writings:

The more narrowly we examine language, the sharper becomes the conflict between
it and our requirement (For the crystalline purity of logic was, of course, not a
result of investigation; it was a requirement.). The conflict becomes intolerable; the
requirement is now in danger of becoming empty.—We have got onto slippery ice
where there is no friction and so in a certain sense the conditions are ideal, but also,
just because of that, we are unable to walk. We want to walk; so we need friction.
Back to the rough ground! [PI §107]

415In the Database literature, there is some discussion of the need for 3-valued logics rather than two, primarily
because of the ambiguity of the “null” value—for example, when an employee record has a null value where
an employee’s spouse is to be listed, does it mean that he/she has no spouse, or does it mean that the spouse’s
name was simply not recorded? But, to date, data base management system manufacturers have not agreed on a
uniform way to handle such ambiguities.
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The Data Model has, as I have already stated, been enormously successful in its application
to data management. But its implicit unstated requirement for determinacy of represen-
tation made for a neat, but bounded domain of application. This was fine as long as the
principal applications dealt with precisely specifiable data whose correctness was evident,
or decidable, in every case (e.g., that “Roger Picquet’s address” is correct and the same
in each of its occurrences on the multiple databases or files in which it appears). But as
database applications have evolved, database management systems began to be used to
manage information such as documents and images whose representations of intellectual
content often didn’t fall into the precisely defined categories or value ranges of the data
model. If this indeterminate information is “forced” into the more precise data model, then
the data model becomes a Procrustean bed in which everything “fits” but access may still
not be adequate, because the apparent precision only hides an underlying indeterminacy of
representation. The evolution from the Data to the Document Model is, in a metaphorical
sense, a movement from the “crystalline purity of logic” back to Wittgenstein’s “rough
ground.” What is the “rough ground?” The “rough ground” consists, in part, of the cir-
cumstances and context which help to give language meaning, and which can mitigate
the ambiguity of document representations. If the evolution of the precise Data Model to
the more complex—but more broadly applicable—Document Model is analogous to the
development of Wittgenstein’s idea of logic, representation, and definite sense, then the
development of the Document Model is contingent on being able to build more of the
context of information creation and use into the representation scheme of the Document
Model—it is “information in context.”

Description and Discrimination (Either can be Indeterminate)

Representations of information, what we call indexes, have two fundamental objectives:
description and discrimination: they must describe the “intellectual content” of a particular
corpus of information, and they must discriminate that information from information that
has a similar intellectual content. The judgment of the quality of indexes lies primarily
(though not solely) with the searchers: the indexes must describe the information the
way that searchers who are looking for that information would describe it.416 But the
indexes must also, through these descriptions, discriminate the information the searchers
would find useful from similar information which they would not find useful. The goal of
indexes is to identify all and only the information that the searcher would find useful—
description identifies all the useful information, while discrimination identifies only the
useful information.

The quality of description and discrimination vary quite widely in information systems.
Databases which provide access to highly determinate data, such as bank accounts which
are indexed by unique names or social security numbers, both describe and discrimi-
nate well. Descriptions such as, “name,” “address,” “account balance,” or “social security
number” have clear senses, or meanings, that are easily understood within the context and

416This is the “operational theory of about” put forward by M.E. Maron in his “On Indexing, Retrieval and the
Meaning of About” [Journal of the American Society for Information Science, vol. 28:1, pp. 38–43, January
1977]. This definition, while insightful, only models description, not discrimination.
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practice of banking. The description “social security number” discriminates well since
it links account information to uniquely identifiable individuals, a requirement for the
practice of banking.

But, as we pointed out before, there are kinds of data retrieval systems, like the hypothet-
ical Shanghai phonebook, that, although they describe their data correctly, they do not
discriminate it well enough to distinguish items of information (names) which have many
occurrences.417 Here we might say that some data retrieval systems while successful at
describing the data or information that they provide access to, suffer from a failure to
discriminate useful data for the searchers who use them. But other kinds of information
systems may suffer from failures of description as well as failures of discrimination. This
is the case, as we mentioned briefly before, for those information systems that provide
access to the “intellectual content” of texts or images. A failure of description occurs
when the intellectual content of a document or image is described in a way that the typical
searcher, who wants that document or image, would not be able to anticipate. For exam-
ple, a book that discusses what the searchers would call “continental drift” is indexed
under the description “plate tectonics.” This usually occurs when the index scheme—the
vocabulary that has been selected to represent the intellectual content of texts or images—
does not match very well the way that searchers might describe the intellectual content
of those texts or images. But descriptions of intellectual content can fail to discriminate
as well. This occurs when the index terms the searchers use to describe what they want
identify categories that have very high numbers of members. This sort of problem occurs
in the subject catalogues of large libraries, but is often seen as a consequence of using
World Wide Web search engines to search for intellectual content. On the Web, searches
using fairly general terms like “computers” or “travel” or “investing” return thousands,
sometimes millions of websites that match them. This is a failure of discrimination.

The Consequences of Indeterminacy in Information Retrieval

Since indeterminacy in language is the principal factor that determines the successful
retrieval of information content, we should take a moment to look at the actual conse-
quences of indeterminate searches on information systems. First of all, we should note
that indeterminacy is not a property of individual index terms, or a property of informa-
tion retrieval systems. As Wittgenstein showed us, indeterminacy is a function of how
the searcher wants to use the information she is looking for: if she just wants to look at
a few samples of information on a particular topic, then the determinacy of her search
terms does not need to be high. But if she needs to find the “best” information on a very
precisely defined topic, and is not at all interested in information with similar intellectual

417While most phone books rely only on the uniqueness of names to discriminate individual listings, instances
like the hypothetical Shanghai phone book could still provide unique listings if the searcher knew both the name
and the address of the person whose phone number he is looking up. This, of course, puts an additional burden
on the searcher and makes his search more difficult. In fact, it is almost a truism that an information system that
does not describe or discriminate well is often trading off indexing effort for searching effort: that is, less effort
in indexing results in information systems that do not describe or discriminate well, and a system with such
flaws makes effective searching much more difficult than a system that does a better job of description and/or
discrimination.
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content that is not the “best,” the determinacy of her search terms needs to be very high.
Previously, we drew the major distinction in information systems as being between Data
Retrieval and Document Retrieval. While it is the case that Data Retrieval tends to be
fairly determinate, and Document, or Content, Retrieval relatively indeterminate, there
are instances as we have shown where Data Retrieval can be somewhat indeterminate and
Document Retrieval can be relatively determinate. It all depends on the manner in which
the information is represented and the use to which the searcher wants to put the informa-
tion. The real distinction between Data Retrieval and Document retrieval is the distinction
between “Determinate Searching” and “Indeterminate Searching.” Since Data Retrieval is
the exemplar of Determinate Searching, and Document Content Retrieval is the exemplar
of Indeterminate Searching, we will refer to distinctions between Data Retrieval and Doc-
ument Retrieval in the following discussion of the distinctions between Determinate and
Indeterminate Searching. It will be easier for the reader to see the important distinctions
if the examples are given of searching for Data and searching for Document Content.

DISTINCTION 1: THE TYPE OF QUERY

The typical queries for document and data retrieval differ noticeably. For determinate data
retrieval, the question names the desired information fairly precisely. An inquiry for Roy
Blakney’s phone number is described as a request for “Roy Blakney’s phone number.”
There is very little ambiguity about how to describe it. Document content queries are
often much more indirect and ambiguous. They tend to look like: “Give me information
that discusses the economic tradeoffs between distributed database management systems
and centralized systems for databases with high transaction rates.” From this question it
is impossible to determine what the exact formal query might be to retrieve the desired
information. For example, should the inquirer look under specific subject terms like “dis-
tributed databases,” “economics,” “budgeting,” “cost analysis,” etc., or, under the names of
computer vendors who might provide distributed databases or manage them such as IBM
or Oracle—or, some Boolean combination of these terms. Further, does the inquirer want
actual budgeting information for individual systems, or averaged over several systems;
or does the inquirer want explanations of a more general or theoretical nature? Does the
inquirer want comparative analysis of systems of different size, in different industries, or
managing different kinds of data, etc? Such questions can go on indefinitely. It is also the
case, that a determinate search for data on one system will be very much like a determinate
search for the same data on another system, but an indeterminate search for document
content, even though it is looking for the same information, might require vastly different
search strategies on different systems.

DISTINCTION 2: THE RELATIONSHIP BETWEEN THE FORMAL QUERY AND THE

REPRESENTATION OF THE SATISFACTORY ANSWER

In retrieval we can identify three principal linguistic relationships:

Between the request for information and the formal query;
Between the formal query and the representation of the information desired;
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Between the representation of the information desired and the intellectual
content of that information.

The relationship between a formal data retrieval query and the representation of a
satisfactory answer is typically deterministic. A request for Brian O’Connor’s social
security number will be satisfied only with Brian O’Connor’s social security number.
Hence, there is usually a clear mapping between the description in a formal query of
what is desired—“O’Connor’s social security number”—and the representation of that
information in a data management system. In SQL, the de facto standard data access
language, it might look like this:

SELECT SSN
FROM EMPLOYEE TABLE
WHERE NAME = “O’Connor”;

There is also a deterministic relationship between the request for data and the formal
query which retrieves the right information. From a logical point of view, the relationship
between a data retrieval request and the formal query that retrieves what you want is
similar to the notion of “analytic” statements in language. Analytic statements are like
“All bachelors are unmarried.” This statement is analytic—that is, it is necessarily true—
because the idea of being “unmarried” is part of the definition of what a bachelor is. No
amount of empirical investigation can prove or disprove an analytic statement, it is true
by definition. In a similar sense, the correct formal data query is often embedded in the
description of the original request for information. If you ask, “What is Brian O’Connor’s
employee number?” the formal terms “SSN” and “O’Connor” used in the formal SQL
query are part of the definition of “employee number” and “Brian O’Connor” in the
original request. So, more formally, we might say that for most data retrieval requests
the relation between the data request and the correct formal query is analytic.

In document retrieval, the request for information and the query that retrieves the
desired document(s) may be entirely, and unpredictably, dissimilar. Consider again the
example from the STAIRS study (see the quotation at footnote 412) where the request
was for documents that discussed “steel quantity.” Most of the relevant documents did not
use the phrase “steel quantity” at all, but merely referred to the number of such things as
“girders,” “beams,” “frames,” “bracings,” etc. While the relationship between a determi-
nate data query and the representation of the correct answer is generally deterministic,
the relationship between an indeterminate document query and the representation of
the most useful documents is generally probabilistic.

DISTINCTION 3: CRITERION OF SUCCESSFUL RETRIEVAL

The evaluation of retrieval effectiveness for determinate data retrieval is fairly straight-
forward: Did the system retrieve the correct answer to the query? If you asked for “Arpad
Kerekes’ address” then only Arpad Kerekes’ correct address would be a successful an-
swer. No other address will do, and there are no “partially correct” answers. Further, there
are usually ways of verifying correctness independently of the information system itself.
The decision whether data retrieval is successful or not is, thus, binary—either it got the
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right data, or it did not—this is what logicians call the “excluded middle.” Since document
retrieval has a less straightforward relation between the query and the representation of
desired documents, the standard of success cannot be as rigid as correctness. Retrieved
documents are judged to be useful or not useful, and some documents can be more, or
less, useful than others. Hence, document retrieval success is often judged in terms of
degrees of effectiveness, and only under special circumstances can a document be thought
of as correct or not. The standard of effectiveness for document retrieval is one of utility
rather than correctness. Utility is a much more complex and problematic performance cri-
terion to measure than correctness, and, typically, there are no objective, user-independent
standards of utility.418

Although documents may be judged useful or not useful, their utility is not just a property
of the information itself, it is contingent on the background and abilities of those who
would use the information, and on the use to which it will be put: one document may be
useful for one individual, but not for another, even though both individuals are searching
for information to solve the same problem (e.g., the retrieved document may be very
“technical” and while one searcher has the necessary background to understand it, the
other searcher does not). Since the effectiveness of data retrieval is, as we have observed,
usually contingent on the correctness of the data, the background and abilities of those
who use the information do not usually affect this judgment—that is, an item of data is
correct whether or not it is thought to be correct by the searcher, but a document cannot
usually be judged useful if the searcher does not think it is so. Thus, while correctness is
an independent property of data itself, utility is a broader notion that extends beyond the
information itself and includes the background, abilities, and intentions of the searcher.

DISTINCTION 4: THE SPEED OF SUCCESSFUL RETRIEVAL

Since the process of determinate data retrieval generally consists of the simple matching
of formal queries to descriptions of the data, the speed of successful data retrieval is
primarily dependent on the physical searching speeds of the computer. Faster computers
and more efficient methods of searching and storage translate into a “better” data retrieval
system, all other things being equal. But, because of the indeterminacy of document
content representation—that is, that there is usually no single, direct link between a formal
query and the intellectual content of useful documents, document searches are typically
characterized by trial-and-error: The inquirer submits a formal query, retrieves a number
of documents, evaluates their utility, and, if not enough useful documents are retrieved,
modifies the original query and retrieves a new set of documents. This process may repeat
itself many times during a search, especially on large document collections. To understand
this iterative process, one needs only to think of conducting a subject search on the World
Wide Web. Here, individual websites are equivalent to the individual documents in our
model. Because of the trial-and-error nature of document retrieval, the speed of successful
retrieval is not primarily dependent on the physical searching speeds of the computer, but
on the number of websites or documents the inquirer must evaluate, and the number of

418William Cooper was the first to show that utility was the principal criterion of success for document content
retrieval: W.S. Cooper. “On Selecting a Measure of Retrieval Effectiveness, Part I: The ‘Subjective’ Philosophy
of Evaluation,” Journal of the American Society for Information Science, vol. 24, pp. 87–100, 1973.
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revisions of his query he must make in the course of finding what he needs. In short, the
speed of document retrieval is primarily contingent on the number of logical decisions
the inquirer must make during the course of her search. No matter how fast the physical
searching speeds of the retrieval systems are, the searcher is still faced with the task of
evaluating the retrieved documents, and deciding on subsequent query revisions. Unlike
data retrieval, simply using a faster computer does not guarantee better access to document
content. A faster computer may only get you the useless documents faster, and there may
be too many useless documents to look at in a reasonably large system.

The difference between the speeds of determinate data retrieval and document content
retrieval is like the difference in speeds between a racecar and a delivery truck. Since a
racecar merely goes from the start to the finish, its physical speed is a reasonably good
indicator of how fast it will run the race. But for the delivery truck, its physical speed
matters less than the number of stops (deliveries) it must make along the way—a Ferrari
won’t help a newspaper boy deliver his papers any faster than a bicycle if he has to stop
and park it at every house and the houses are close together. But a delivery truck may
also deliver things to the wrong addresses and must then take additional time to straighten
this out. In such a case the delivery process is extended and may reach a point where it
is never completed, that is, some customers never get their packages. Analogously, just
as the delivery truck may deliver the wrong things to a customer, a document retrieval
system can deliver useless documents to an inquirer. In some situations, the inquirer,
like the hapless customer, may never get what he wants, and, likewise, the document
search or “delivery” process may extend to the point where it is never finished. Because
of these differences in how search speed may be assessed, data retrieval is improved by
increasing the speed of physical access, while document retrieval can only be improved by
reducing the number of logical decisions the inquirer must make. Automated document
retrieval procedures may reduce the number of decisions an inquirer must make, but it
does not eliminate them. The reduction of the number of logical decisions can be effected
by improving the representation of the documents, by improving the inferences that a
system needs to make to match formal requests to useful documents, or, by providing
expert searchers to help the users of the system. Because of the dominance of the determi-
nate Data Retrieval Model, some system designers have made the erroneous assumption
that the increase in physical searching speed of a document content retrieval system will
improve its effectiveness the way that such an increase in physical searching speed im-
proves a determinate data retrieval system. Wittgenstein would call this a “disease of
thinking.”

DISTINCTION 5: REPRESENTING INFORMATION: THE EFFECT

OF SEMANTIC INDETERMINACY

Data items are typified by the relatively few ways in which they can be represented. An
“address” is simply an “address,” there are no obvious other simple ways to represent or
refer to that kind of information. An “employee number” might be variously termed an
“employee ID” or an “Social Security Number” or an “ID number” or an “SSN.” But even
here there is still a relatively limited number of ways to represent it. Documents with a
particular subject content, on the other hand, can be represented in an almost unlimited
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number of ways. Suppose an inquirer wanted a document dealing with the “techniques
of records management.” How might such information be represented? Well, it might be
under “techniques of records management,” of course, but it might also be represented as:

records management systems
records organization
records organizing systems
file management
techniques of file management
file management systems
systems of file management
filing systems
filing methods
methods of filing
methods of file management
techniques of file organization
file organization methods
information systems
techniques of information system design
office systems
office information systems419

...

With the aid of a thesaurus, such a list could be extended considerably. But even this
does not exhaust the ways in which this kind of information could be represented. Useful
documents might be listed under the names of the numerous specific commercial records
management systems such as “FileNet,” “PCDocs,” or “Documentum” and might not
have any generic descriptions like the ones above. The consequence of this phenomenon
is that it becomes increasingly problematic for the inquirer to guess the description(s)
that represent the documents he wants. An experiment conducted by Swanson420 showed
that when indexers were encouraged to assign as many subject terms as possible to short
physics papers they were able to find pertinent subject descriptions with virtually no upper
limit. Such unlimited semantic flexibility in language was first proposed by the mathe-
matician/philosopher C.S. Peirce in the 19th century. He called this aspect of language
“unlimited semiosis.”421 Peirce believed that most semantic “meaning” could be repre-
sented by an unlimited number of different words, word combinations, and phrases. In the
1960’s the logician Yehoshua Bar-Hillel also recognized this combinatorial aspect of lan-
guage drawing an a propos analogy between the representation of meaning for a linguistic

419This list was the result of some information systems work I was doing at a company. The managers I was
talking to did not believe that it was problematic to represent document content, so I gave each of them a copy
of the same document entitled “Techniques of Records Management” and asked them to each write down what
he/she thought was the main subject description for it, and to not talk to each other in the process. This is the
list that resulted.
420D. Swanson. “Studies of Indexing Depth and Retrieval Effectiveness.” Unpublished report, National Science
Foundation Grant GN 380, p. 9, February 1966. Although the report was not published, it is described in detail
on pp. 170–171 of Blair’s Language and Representation in Information Retrieval, Elsevier Science, 1990.
421C.S. Peirce. “Logic as Semiotic: The Theory of Signs,” Philosophical Writings of Peirce. Dover Publications,
New York, 1955. Edited by Justus Buchler.
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expression and the endless—and undecidable—ways that the same number could be repre-
sented [e.g., 4 = (3 + 1) = (7 – 3) = (1765 – 1761) = (positive square root of 16), etc.].422

More recently, Langendoen and Postal423 have asserted that the collection of sentences
which comprise a natural language is so vast that its magnitude cannot be represented
by any number, finite or transfinite. As a consequence, no algorithm, Turing Machine or
generative grammar can construct or produce all of the possible well-formed sentences
in a language. Prima facie, this is a different problem than the one we have described by
the phrase “unlimited semiosis.” But it is still part of the same linguistic phenomenon.
The fact that the set of all possible well-formed sentences in a language is uncountably
infinite is certainly related to the phenomenon that Peirce observed that a given linguistic
“meaning” has an unlimited number of representations. The practical consequences of this
phenomenon have been a persistent irritant to work on “semantic networks.” Here, unless
the network is unusually small the number of words and phrases that can be linked to a
set of semantic “meanings” can quickly grow to unmanageable proportions. This indeter-
minacy in language has been a significant problem for Artificial Intelligence which terms
it the “exponential explosion”424 and has undermined many attempts to provide realistic
natural language processing or semantic networking.

DISTINCTION 6: THE END-POINT OF SEARCHING

Because determinate data retrieval depends on a fairly straightforward matching of queries
to representations, if the query does not retrieve what you want you can be fairly certain
that the desired data does not exist on the information system. For example, if you submit
a well-formed request for Mary Sinico’s address and the system replies that no records
match the query, it is very likely that that information does not exist on the database. This
is a direct result of the low indeterminacy of representation for data.

On the other hand, for document retrieval, if you submit a query and retrieve no useful
documents, it does not mean that there are no useful documents in the system. Because
so many formal queries can be derived from a single topical request (see the “records
management” example in Distinction 5, supra), the negative results may only mean that
you have not guessed, in your formal query, the words that represent the documents you
would find useful.

DISTINCTION 7: TYPES OF SEARCHES

Determinate data retrieval is characterized by one kind of search: an exact match of the
formal query with specific data representations. This may retrieve a single data item or it
may retrieve an aggregate of data based on a number of exact matches, such as when the
search looks for data in a specific range. Document retrieval, on the other hand, is typified

422Y. Bar-Hillel. “Theoretical Aspects of the Mechanization of Literature Searching,” Language and Informa-
tion: Selected Essays on Their Theory and Application, chapter 19. Addison-Wesley, London, 1964.
423D.T. Langendoen and P. Postal. The Vastness of Natural Languages. Basil Blackwell, Oxford, UK, 1984.
424P. Winston. Artificial Intelligence, 3rd ed. Addison-Wesley, Reading, MA, 1992.
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by at least three different kinds of searches: sample, exhaustive, and specific.425 Sample
searches are those where the inquirer needs only a few of the documents on a given topic,
so any reasonably good documents on the subject will suffice (one can imagine a marketing
executive for a manufacturing firm wanting to see examples of what customers are saying
about his company’s products. He doesn’t want everything written by or about customers
who bought his products, but only a selection of such writings). Exhaustive searches are at
the other extreme and require all the documents that might satisfy a particular information
need. Legal searching and searching to support research often require exhaustive searches.
Specific searches are those where one must either find a specific document that satisfies
the information need, or find evidence that the desired document does not exist. Specific
searches are typical of patent searching. Here, the inventor or patent attorney must either
find a document that describes the existence of a previous patent that matches the one
being applied for, or search enough to develop evidence that no such single prior patent
exists.

One of the characteristic difficulties of document retrieval design is that often systems
are designed to support one kind of searching, say, sample, but over time the needs of
the inquirers change and the system is used more for exhaustive or specific searches.
A system designed for sample searching is not well-suited for exhaustive or specific
searching. Further, document representation schemes are especially difficult to change
in a reasonably large system, so it may be difficult to convert a sample-oriented search
system into an exhaustive or specific-oriented searching system. This is part of a more
general problem of the structure of searching, that a lack of foresight in the selection
of the searchable categories of a set of documents may leave a searcher without good
access points for her searches. For example, in the STAIRS evaluation (q.v.) searching
was based on the precise word content of the documents and a few categories such as
“author” and “date.” After the system was built it was discovered that the lawyers frequently
wanted to find documents of a particular type (internal memos, outside letters, minutes
of meetings, different types of reports, budget statements, etc). Since “document-type”
was not a searchable field on the system, this kind of search could not be made. This is
a common problem for document content retrieval systems that start as small systems
but develop into much larger systems. Categories of documents that were relatively small
and could be searched in their entirety on a small system, may grow larger than a typical
inquirer would be willing to look through.426 When the STAIRS system was smaller,
the searchers could retrieve the documents with the words they wanted in them, then
look through the retrieved set to find the document types that they wanted. But as the

425D.C. Blair. “The Challenge of Document Retrieval, Part I: Major Issues and a Framework Based on Search
Exhaustivity, Determinacy of Representation and Document Collection Size,” Information Processing and
Management, vol. 38, pp. 273–291, 2002. D.C. Blair. “The Challenge of Document Retrieval, Part II: A
Strategy for Document Searching Based on Identifiable Document Partitions,” Information Processing and
Management, vol. 38, pp. 293–304, 2002. W.S. Cooper. “On Selecting a Measure of Retrieval Effectiveness,
Part I: The ‘Subjective’ Philosophy of Evaluation,” Journal of the American Society for Information Science,
vol. 24, pp. 87–100, 1973
426For a more detailed discussion of this phenomenon, see D.C. Blair. “Searching Biases in Large, Interactive
Document Retrieval Systems,” Journal of the American Society for Information Science, vol. 31:4, pp. 271–
277, July 1980; or chapter 1 of D.C.Blair. Language and Representation in Information Retrieval, Elsevier
Science, 1990.
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system got larger and the retrieved sets got correspondingly larger, it became very time-
consuming to look through entire retrieved sets for the document types that the searcher
desired.

DISTINCTION 8: SCALING UP THE SYSTEM

Increasing the size of an existing determinate data retrieval system generally does not cause
any major difficulties with retrieval. The process of normalization, the principal method of
database design, does not take the size of the database into consideration when normalizing
record structures. Again, less determinate document content retrieval systems are more
problematic. Size does influence document content retrieval effectiveness, all other things
being equal. In fact, the fastest way to turn a good document content retrieval system into a
bad one is simply to make it larger. Consider the following example. Suppose a document
retrieval query consists of the following terms: “Databases” AND “Distributed” (This
will retrieve documents that contain both words “Databases” and “Distributed” in their
text, or as assigned index terms.). Let’s suppose, further, that it retrieves 50 documents
that match the query, and 1 of those documents is judged to be useful. Now, let’s suppose
that the document collection grows significantly. This generally means that the number
of documents retrieved by our query will increase, too. Now let’s say that the number
of documents retrieved by our query is 500 instead of 50. While 50 documents might be
tedious to browse through to find our one useful document, 500 documents would probably
be too many to look through. This is what is known as “output overload.” The easiest way
to reduce the number of documents retrieved by a query is to simply add another term,
conjunctively, to the original query. For example: “Databases” AND “Distributed” AND
“Relational.” We have now specified that the term “Relational” must appear in the text or
indexing record of the retrieved documents, in addition to the two original terms. Suppose
that this query now retrieves 50 documents. Since we now have only 50 documents in our
retrieved set, are we in the same position as we were after submitting the original query
to the smaller document collection? Not necessarily. While we have only 50 documents
again, these are not likely to be the same 50 documents that we had originally. It is also
possible that the one useful document that we found in the original 50 may not be included
in the second 50. What has happened here is that a quantitative change in the system
has caused a qualitative (i.e., semantic) change in the search strategy (i.e., the search
query “Databases” AND “Distributed” AND “Relational” is semantically different from
the search query “Databases” AND “Distributed”). This qualitative change means that it
will require an increased searching effort to achieve the same level of effectiveness in the
larger system as was achieved in the smaller system.

For some numerical information, data retrieval has other ways of dealing with large
numbers of records that are not available to document retrieval systems—aggregation,
graphical representation and data modeling. Many large sets of values can be represented
meaningfully by totals, rates, averages or mathematical models: for example, the total
sales for each salesperson, the average salary of COBOL programmers with 10 years
experience, the backorder rate for new products, etc. The technique of Data Warehous-
ing deals almost entirely with extremely large data sets of aggregated data—data that
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would be incomprehensible without being summarized in some way.427 Other numerical
information can be presented graphically in ways that make it easy to see the general
characteristics, like trends, of un-aggregated information. Some relations might even be
difficult—perhaps impossible—to see without being represented graphically.428 For data
values that occur in some complex but predictable pattern, a mathematical model may
reduce a large data set into a single formula. None of these efficient ways of dealing with
large amounts of information is available for document retrieval. Although documents can
be summarized, there is no simple uniformly accepted way of doing this, and any such
summarizing process inevitably reduces the amount of useful information available for
retrieval (imagine how much less information there is in the abstract of a scientific paper
than there is in the paper itself).

DISTINCTION 9: MANAGEMENT AND THE DELEGATION PROBLEM

Because the typical data search is relatively straightforward, and the procedure of one
search is often very similar to the procedures of other searches, these kinds of searches
can usually be easily delegated to assistants. Without too much fear of misunderstanding,
one person can ask another to get “Eveline Hill’s pay rate,” “The number of widgets in
stock in the Centralia warehouse,” or “The names of customers with backorders of more
than two weeks.” For document retrieval, on the other hand, a request for information may
be interpreted in such a wide variety of ways that delegation is difficult. For example,
when a manager asks her assistant to “Get me any reports that analyze Central European
investment prospects,” there are a lot of different ways that request could be interpreted,
and a variety of information that might satisfy it. For example, is it a request for the
investment records of specific investors, or is it a request for general investment trends?
Is it a request for historical information combined with present results, or is it a request
for an informed analysis of future prospects? Should the information be broken down
by company, or industry, or by country? Should the information include just economic
information/projections, or should it include an analysis of the political situations and
economic stability of the concerned countries? Should the request only be directed toward
internally done analysis, or should it be targeted towards gathering analysis done by those
outside the organization? Are there free government sources of this kind of information—
in which case, how would you find out where they are—or is this information maintained
by commercial information brokers—in which case, how much do you want to pay to get
it? Does the person who wants the information have a strong background in economics
and finance? If so, the information can be very technical. If not, a more general level of
analysis is needed, etc. This list of variations can be extended indefinitely. The managerial
consequences of this difference are clear: managers can delegate most data searches to
subordinates, but they cannot do so as easily with document searches (unless they have a
high tolerance for misunderstanding or have assistants who understand their information
needs in great detail). If the manager cannot easily delegate a task, what does she do? She
has to do it herself. Consequently, document retrieval can quickly become a “black hole” for

427J. Bischoff and T. Alexander. Data Warehouse: Practical Advice from the Experts. Prentice Hall, Upper
Saddle River, NJ, 1997
428Tufte’s popular book gives many excellent examples of how much the graphical display of data can add to the
data itself. E.R. Tufte. The Visual Display of Quantitative Information. Graphics Press, Cheshire, Conneticut,
USA, 1992.
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Determinate Data Searching Indeterminate Content Searching
1. Direct (“I want to know X”) 1. Indirect (“I want to know about X”)
2. Necessary relation between a formal query and

the representation of a satisfactory answer.
2. Probabilistic relation between a formal query

and the representation of a satisfactory an-
swer.

3. Criterion of success = CORRECTNESS 3. Criterion of success = UTILITY
4. Speed dependent on the time of physical

access.
4. Speed dependent on the number of logical de-

cisions the searcher must make in the course
of her search.

5. Finite representation of information. 5. Unlimited ways to represent information.
6. A negative search result usually means the

desired data is not in the database.
6. A negative search result does not necessarily

mean that there are no useful documents in the
system.

7. One type of search. (exact match or data ag-
gregation based on a set of exact matches)

7. Three types of searches: sample, exhaustive
and specific.

8. Scaling-up does not affect retrieval perfor-
mance much.

8. Scaling-up can seriously degrade the perfor-
mance of a system.

9. Searches can be delegated. 9. Harder to delegate searches.
10. Representations have low context dependency. 10. Representations have high context depen-

dency.

Summary of the Consequences of Indeterminacy in Information Retrieval

time, drawing the manager away from his/her primary duties for significant periods. While
data retrieval draws on the duties of lower level employees who carry out the requests of
management, document retrieval tends to draw on the duties of management itself—those
who are most responsible for decision-making in the organization. Document retrieval,
then, can be a two-edged sword. It can assist the manager in getting what she needs for
decision-making, but it may do this by increasing the amount of time she spends away
from her primary duties. This is one of the reasons that document retrieval systems are
perceived with such ambivalence. A good document retrieval system that gets you useful
information quickly is certainly an asset, but one that contains crucial information but is
difficult to use can be a source of frustration and a drain on managerial time.

One of the consequences of the construction of a poorly designed document retrieval
system is that the users quickly learn how difficult it is to get what they want. If the system
contains important information that they need to have access to, they meet this difficulty
by forming their own personal document retrieval systems—usually paper-based ones—
thereby duplicating much of the retrieval function and cost. If this happens frequently,
a substantial amount of an organization’s document retrieval cost may be duplicated.
Further, these “personal” information systems are often designed idiosyncratically (since
they have to satisfy only one user) and can be used effectively only by the designer. As
a result, when the person who designed her own document retrieval system leaves her
job or the organization, the knowledge needed to use the system leaves, too (for others
it’s like trying to make sense of another individual’s personal filing system). Further, this
need to create redundant systems is not a one-time effort. The next person to occupy the
vacated position may have to create an entirely new system. This may result in two costs:
the cost of creating a duplicate, personal retrieval system, and the cost of poor information
retrieval while the personal system is being put together.
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Since our only means of retrieving information from an information system is by using
index terms in our search queries, it is easy to see how critical indexes are to the perfor-
mance of an information system. If you can’t anticipate the way that the information you
want is indexed, be it data, text, images or audio, then it is very unlikely that you will be
able to retrieve it, short of sequentially looking at every information item in the collection,
an unworkable strategy for most information systems.

If we are to have any chance of reducing the indeterminacy of content indexing it is essential
for us to understand the indexing process. On the most basic level, content indexing is
a process by which we create brief descriptions of the information in question and link
those descriptions logically or physically to that information. What is necessary for search
terms and indexes to work? What do they do? On the face of it, an index term is simply
a word that has a “meaning,” and the “meaning” can, among other things, describe the
intellectual content of the text in question:

Index Term ←→ [“Intellectual Content”]429

The exemplars of this relationship are the drawers of 3× 5 cards that used to comprise the
subject catalogue of many libraries. Here an index phrase saying “20th Century Imagist
Poetry” might be affixed to the top of the cards for specific books in the library. Each
book with this phrase on it would presumably be concerned in whole or in part with
“20th Century Imagist Poetry.” This ostensibly simple basic relationship between index
terms and the intellectual content of text is the kind of linguistic model of language that
Wittgenstein discusses in the opening paragraph of Philosophical Investigations:

When they (my elders) named some object, and accordingly moved towards some-
thing, I saw this and I grasped that the thing was called by the sound they uttered
when they meant to point it out. Their intention was shewn by their bodily move-
ments, as it were the natural language of all peoples: the expression of the face,
the play of the eyes, the movement of other parts of the body, and the tone of
voice which expresses our state of mind in seeking, having, rejecting, or avoiding
something. Thus, as I heard words repeatedly used in their proper places in various
sentences, I gradually learnt to understand what objects they signified; and after I
had trained my mouth to form these signs, I used them to express my own desires.
[PI §1]

These are the words of the medieval philosopher Augustine. They encapsulate an easy
and intuitively attractive theory of language. Wittgenstein describes a more sophisticated
version of this theory which seems to fit the relationship between indexes and intellectual
content particularly well:

These words, it seems to me, give us a particular picture of the essence of human
language. It is this: the individual words in language name objects—sentences are

429An index term can, of course, describe other aspects of information in addition to its “intellectual content.”
An index term may be an author’s name, date of publication, type of information, type of document, type of
image (JPEG, TIFF, GIF), etc. But it is in the representation and retrieval of “intellectual content” that the more
difficult and interesting issues arise. How intellectual content should be represented for retrieval will be the
subject of much of the remainder of this discussion.
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combinations of such names.—In this picture of language we find the roots of the
following idea: Every word has a meaning. This meaning is correlated with the
word. It is the object for which the word stands.

Augustine does not speak of there being any difference between kinds of word.
If you describe the learning of language in this way you are, I believe, thinking
primarily of nouns like “table,” “chair,” “bread,” and of people’s names, and only
secondarily of the names of certain actions and properties; and of the remaining
kind of words as something that will take care of itself. [PI §1]

This model of language matches very closely to the way that language often appears to
be used in information systems. Specifically, index terms “stand for” information objects
(“intellectual contents”) in much the way that Augustine describes words as standing
for objects, or, as Wittgenstein reformulated it, words have (“stand for”) meanings. We
discussed Augustine’s model of language briefly in Part I in our exegesis of Wittgenstein’s
Philosophical Investigations. But because of its relevance to how language is used in
information systems it is important to look at the model in more detail, and to bring out
whatever implications or shortcomings it may have. To see the difficulties with Augustine’s
model of language and its more subtle descendents, lets enumerate its basic features:

1. Words name objects.

2. The meaning of a word is the object for which it stands,

3. Every word has a meaning.

4. The meaning of a word is independent of context.

5. The meaning of a sentence is composed of the meanings of its words.

6. Teaching consists of pointing to objects and saying their names.

7. Language is primarily used to assert facts.

1. and 2. Words name objects—the meaning of a word is the object for which it stands. If
we consider examples of words such as “chair,” “apple,” and “pencil,” language does seem
to work this way. But if we look at examples such as “rectitude,” “charisma,” and “the day
after tomorrow” it is harder to make the case that words name “objects.” Wittgenstein gives
us a hint of the complexity he sees in these kinds of statements when he asks rhetorically:

A dog believes his master is at the door. But can he also believe his master will
come the day after to-morrow?—And what can he not do here?—How do I do
it?—How am I supposed to answer this? [PI p. 174]

If “the day after to-morrow” were simply a phrase correlated with an object, or “meaning,”
of some kind, it would be plausible that even a dog could understand it and could come
to expect his master then. A dog, after all, can recognize other kinds of objects: balls,
bones, food, leashes, cats, and other dogs, as well as more abstract objects such as friends
and enemies, and characteristic situations like his master coming home soon, playing, or
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being frightened. Further, as Pavlov showed, a dog can “expect” things to happen some
short time in the future, such as getting fed. But can a dog expect his master “the day after
to-morrow?” Wittgenstein does not answer his question explicitly, but it is clear from his
previous writings that he does not believe that a dog can do this. For Wittgenstein, the
“day after to-morrow” isn’t so much a phrase that has a meaning, although we may speak
of it this way, that is, there are Language Games in which we use the word “meaning”
in this way (we can imagine someone who is learning English asking “What does the
’day-after-tomorrow’ mean?”). But for Wittgenstein, as we showed in Part I, if we really
want to understand the “meaning” of the “day after to-morrow” we need to look at its
use. Consequently, to understand the “meaning” of the “day after to-morrow” we need
to be able to use it in the right circumstances, and to use it we need the experiences of
distinguishing one day from another—“today,” “tomorrow,” “the day-after-tomorrow”—of
observing the succession of one day following another, and of using days as units of time in
a variety of activities. And these are not independent activities that can be separated from
our daily lives and practices like we can sometimes separate the “meaning” from a word,
as we do with dictionary entries. To use the “day after to-morrow” correctly is not just
to know a dictionary definition, it is to be able to discern the appropriate circumstances
and activities in which it can be used, and this ability is further contingent on our ability
to participate in a broad range of human activities in which understanding the “day after
to-morrow” is important. Someone who is learning English and asks me “What does the
’day-after-tomorrow’ mean?” can get along with this simple question because he is already
familiar with the kinds of activities in which such a phrase is used. A dog, though, doesn’t
share with us the activities in which the “day-after-tomorrow” is important. Wittgenstein
brings this out more strikingly with one of his more provocative statements:

If a lion could talk we could not understand him. [PI p. 223]

The reason why we could not understand the speaking lion is because we have no personal
experience with the activities in which he is generally engaged. If we can come to under-
stand the meaning of a word by looking at its use, then meaning is intimately linked to the
activities that we have in common with others. If we don’t have any activities in common,
then there is little that we can talk about. In Wittgenstein’s words, we have too few “forms
of life” in common with the lion on which we could base a common language. Someone
might object that there are activities which we have in common with the lion—activities
like eating, resting, being afraid, or raising children. But, in spite of the superficial sim-
ilarity of these activities, the lion goes about them in such a different manner that they
really are not the same for us both. For example, though the lion must eat regularly, the
way that we do, eating for him is a basic, instinctive, opportunistic activity, while eating
for us is intimately caught up in a complex system of social activities that involve issues
of etiquette, socializing and the culinary arts, none of which has any role in the life of the
lion. Our talking lion might use the word “eat” to refer to the same act as we do, but the
real meaning of the word “eat” with all its connotations and implications would be vastly
different for the lion than it would be for us. If our talking lion were to say that he was
“stepping out for lunch” we could not be certain exactly what he was going to do, and if he
said that he had a “lot of fun yesterday” we would not know at all what he meant. This is
what Wittgenstein means when he says that even if a lion could talk, that is, use the same
words we do, we would not really be able to understand him.
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After consideration of these examples, which belie the Augustinian Model of Language,
we may try to draw some comfort from the fact that language appears to work according
to Augustine’s Model at least in the cases where objects are referred to. But even here the
relationship between language and “objects” is not simple. “Words” and “objects” recall
the much debated topic of “reference.” Frege, Wittgenstein’s early mentor, was one of
the first philosophers to discuss some of the complexities of reference, but these issues
reach back at least to antiquity and Eubulides’ “paradox of the Hooded Man.”430 Frege
highlighted one of the important issues of reference with his example of the “Morning
Star” and the “Evening Star.” Both the Morning Star and the Evening Star refer to the same
celestial object, the planet Venus. Yet the descriptions “Morning Star” and “Evening Star”
do not have precisely the same meaning or “sense” for the simple reason that we cannot
use them interchangeably in everyday discourse. That is, in ordinary usage we cannot say,
in the morning, that we see the “Evening Star” and, in the evening, that we are looking at
the “Morning Star.”

In Frege’s example we could at least tell what the speaker who refers to the “Morning
Star” in the evening, or the “Evening Star” in the morning probably means. But Bertrand
Russell gave us an example of a problem of reference where it is much less clear what the
speaker means. Consider the following two statements:

George the IV wanted to know if Scott was the author of Waverly.

Scott is the author of Waverly.

Now if “Scott” and “the author of Waverly” refer to the same person, and the meaning of a
word is completely explained by its reference, as Augustine claims, then we should be able
to use “Scott” and “the author of Waverly” interchangeably. If we substitute “Scott” for
“the author of Waverly” in Russell’s first sentence, then we get: “George the IV wanted to
know if Scott was Scott.” Here, in contrast to Frege’s example, the substitution of “Scott”
for “the author of Waverly” leaves us with a sentence whose intended meaning would be
impossible to figure out.

It is clear that even when a word or phrase has an obvious reference such as “Scott” and
“the author of Waverly” do, the “meaning,” or what Frege called the “sense,” of that word
or phrase is not limited to the object to which it refers. It is also the case that when we
refer to a particular person we may not mean the person at all, but some salient aspect of
the person. For example, Wittgenstein’s father, Karl, was once referred to as “the Andrew
Carnegie of Austria.” By this, it was not meant that Karl looked like Carnegie, or had
Scottish ancestry, but that he, like Carnegie, was a wealthy industrialist who patronized
the arts. Finally, it is evident that many words, such as “rectitude” and “unicorn” do not
refer to objects at all, yet we still use them regularly and are understood when we do so.

According to Putnam, reference is not established solely by some mental event which links
words to objects, but is “socially fixed.”431 That is, I can refer to, or point out a “chair”

430See foonote 99 in Part II.***
431“. . . reference is socially fixed and not determined by conditions or objects in individual brains/minds.”
Representation and Reality, p. 25. MIT Press, Cambridge, MA, 1988.
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only under particular circumstances and only to certain kinds of people. For example, for
me to refer to a chair—“This is a chair”—what I refer to must be present and visible. It
can’t be hidden in some way, and there must be enough light for us to see it. Further, the
people I am talking to must speak enough English to understand me, and be old enough to
understand my point in referring to a chair. Pointing out a chair to infants in a dark nursery,
just won’t work. Finally, “chairs” need to be one of those things that people ordinarily refer
to ostensively, they must “fit” into the practice or activity of “pointing things out”—for
example, pointing out a chair as part of a request to move it. Augustine’s model of language
is a simple model and easy to comprehend. But there are some subtle aspects to it which
are not obvious at first. In particular, Augustine’s description of how he learned to speak
is important. In his words, he “. . . heard words repeatedly used. . . [and] gradually learnt
to understand what objects they signified. . . ” [PI §1] This passage makes the point that
we can hear and distinguish words before we understand them. That is, words can exist
for us without meaning—as words we don’t understand. Further, since we can have words
without meaning, it follows that “meaning” can exist independently of words—it appears
to be something that can be added to words by a specific act such as looking it up in a
dictionary.432 In some instances we can even have a “sense” or “meaning” without a word.
We can see this sometimes when we compare words in two languages. For example, the
Japanese have a word that means the point when a sound, such as the single stroke of a
large bell, has diminished to a level where the listener cannot tell whether he can still hear
it or not. In English, we don’t have a word or simple phrase for this “meaning.” Augustine’s
view of language dichotomizes words and meaning, and sets up a framework in which
they can be considered separately, a framework that exists in various forms to this day:
most prominently, in the belief in the independence of syntax and meaning that was the
cornerstone of Chomsky’s generative grammar.433

This dichotomy between words and meaning forces us to deal with questions of meaning
in a predictable, almost unavoidable, way. Specifically, when we can no longer maintain
the claim that meaning equals some entity such as a physical “object,” we give up the
physical “object” but we inevitably try to keep the framework in which the “meaning” of
a word is an entity of some kind. We think of a word having a “meaning” in the same
way that we think of people having biological parents. The orphaned child may not know
who his parents are, but their existence at some time is beyond doubt. Wittgenstein, too,
believed in the dichotomization of meaning and words or grammar early in his career.434

But it was one of his major contributions to the philosophy of language to question this

432The separation of “meaning” from words has another unfortunate consequence, namely, when we believe
that “meanings” can be separated from words it is easy to follow this belief into a kind of Platonism where the
“meanings” of words have a kind of separate existence. This is a view that Frege held, and, in a more subtle
version, Russell too.
433As discussed in Part I, this is a view that Wittgenstein held himself in his TLP, but later repudiated particularly
in his rejection of the “calculus model of language” (see the section “Language as a Kind of Calculus” in Part I).
George Lakoff’s early work in linguistics directly challenged this notion of the independence of grammar, or
syntax, and meaning. See his Irregularity in Syntax. The independence of words and meaning lead Frege to
assert that the “meaning”—what he called the “sense”—of a word had actual existence in his own right (***see
Muculloch’s The Mind and its World).
434This was Wittgenstein’s view of meaning in his TLP.
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fundamental dichotomy, in short, to resist the “compulsion” that the Augustinian model
of language seems to force on us.435

Augustine’s model of language reinforced the basic dichotomy between words and mean-
ing, leaving subsequent philosophers the task of trying to get them back together again.
The fact that many words and phrases obviously do not refer to objects, yet are nonethe-
less meaningful, compels us to look for another entity that “meaning” could be. John
Locke was able to articulate an alternative theory of meaning that preserved Augustine’s
separation of words and meaning but did not fall prey to its failures. For Locke:

Words in their primary or immediate signification, stand for nothing but the ideas
in the mind of him that uses them.436

Locke’s linking of a word’s signification, or “meaning,” with an “idea” resolves the problem
of words that do not refer to an object or type of object, yet are still meaningful. We may
not be able to link all words to objects, but it seems evident to some theorists that when
we know the meaning of the words “rectitude” or “unicorn” we do have something “in
mind.”

Locke’s mentalistic theory of meaning has had a long history of support, and various forms
of it survive today.437 But, as appealing as mentalistic theories of meaning are, they suffer

435Much of Wittgenstein’s later philosophy was directed at questioning this and other dichotomies that have
been of concern to philosophy: dichotomies between “word” and “meaning,” between “inner (mental) states”
and “outer processes,” between “mind” and “body,” and between “mind” and “brain.” He dealt with these
dichotomies in a characteristic way. First, he showed how untenable such dichotomies were. We need both
parts of the dichotomy to work together—the “mind” and the “brain” must work, somehow, in concert, “inner
processes” obviously influence “outer processes”—but we are confronted with an infinite regress whenever we
try to explain how they work together. Second, he tried to show where the source of these dichotomies comes
from: these dichotomies arose not from empirical observation so much as they arose from distinctions we make
in language. In short, most of the dichotomies which trouble us are chimera, they are grammatical distinctions
which we have mistaken for empirical ones. As Wittgenstein stated, in another context, but no less relevant here:
“We have only rejected the grammar which tries to force itself on us. . . ” [PI §304]
436J. Locke. “An Essay Concerning Human Understanding.” See Book III “Of Words.” Quotation from section
3.2.2 in British Empirical Philosophers. Routledge and Kegan Paul, London, 1985. Edited by A.J. Ayer and
R. Winch. Hilary Putnam places the origin of a mentalistic theory of meaning in the work of Aristotle:

As he was the first to theorize in a systematic way about so many other things, so Aristotle
was the first thinker to theorize in a systematic way about meaning and reference. In De
Interpretatione he laid out a scheme which has proved remarkably robust. According to this
scheme, when we understand a word or any other “sign,” we associate that word with a
“concept.” This concept determines what the word refers to. Two millennia later, one can find
the same theory in John Stuart Mill’s Logic, and in the present century one finds variants of this
picture in the writings of Bertrand Russell, Gottlob Frege, Rudolph Carnap, and many other
important philosophers. Something like this picture also appears to be built into the English
language. Etymologically, meaning is related to mind. To mean something was probably, in
the oldest usage, just to have it in mind. [H. Putnam. Representation and Reality, p. 19.
MIT Press, Cambridge, MA, 1991.]

437In particular, semiotic theory is often mentalistic, see Umberto Eco’s A Theory of Semiotics, Indiana Uni-
versity Press, Bloomington, Indiana, 1976. This version of semiotics was described and critiqued in Chapter 4 of
Blair’s Language and Representation in Information Retrieval, Elsevier Science, Amsterdam, 1990. Hilary
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from a number of fatal problems. In the first place, if the meaning or sense of a word that I
understand is an idea, then that idea is something private to me. But if meaning is private,
how do I teach you my idea of the meaning of a word, or learn the meaning of a word
which you understand but I do not? We do explain the meaning of words and phrases to
each other, but is this explanation really a presentation of our ideas? If the explanation
we give turns out to be wrong, what is the source of our error? Did we have the right
idea, but explained it incorrectly, or was our original idea incorrect in the first place?
There is no way to tell. Yet to teach or learn the meaning of a word or phrase requires
clear criteria of correctness, something a purely mentalistic theory of meaning does not,
and cannot, have. The criterion for whether you understand the meaning of a word is not
whether you have the “right idea,” but whether you use it correctly in your day-to-day
speech and writing. The question of whether you have the “right idea” doesn’t come up in
ordinary usage. Thus, if the criterion for correct understanding is correct usage, then ideas
are not the foundation of our understanding—usage is. This is not to deny that there are
some “mental phenomena” that accompany our language use, it only means that whatever
those “mental phenomena” are they are not relevant to teaching or learning a language.
But a replacement of “ideas” with “usage” has to be done carefully, too. If meaning is
only resolved through a consideration of usage, then we must be careful not to be forced
into the most obvious alternative to mentalism—behaviorism. This too, is a dead end as
an unrestricted source for meaning, as we discussed in the final section of Part II. The
problem is not what the definition of “meaning” is, the problem is the seeming dichotomy
between words and meanings which forces us to see “meaning” as something separate
from the words themselves.

The dichotomy between a word and its meaning is more harmful than helpful in our quest
for understanding how language works. Equating “meaning” with some kind of object
puts us in a position where “meanings” can have some kind of separate existence from
the words that are somehow connected to them. But “meanings” are not separate things
that can be looked at like a geologist looks at rock samples. Meanings are not “things”
but are emergent from our day–to-day activities and practices. They are not simply mental
entities, conscious or unconscious, because they are contingent on the circumstances and
context of their usage; neither are they just behavior because they do have some mental
component (otherwise we would not be able to distinguish between someone who lies but
has the same statements and behavior as someone telling the truth).438

Putnam presents a criticism of current mentalistic theories of meaning in his Representation and Reality, MIT
Press, Cambridge, MA, 1991.
438Wittgenstein’s critique of mentalism comes in two forms. The first is his criticism of the “Picture Theory
of Meaning”—a view that he held early in his career. Briefly, pictures, especially mental ones, cannot be the
unequivocal foundation for meaning in language because pictures can be interpreted in any number of ways (see
the examples in the previous section “Wittgenstein at Work: Philosophical Investigations”).
Wittgenstein’s second criticism of mentalism is his well-known argument against a private language. Briefly, the
issue of a private language concerns whether or not we can have meanings in language that only we can know.
For example, private language advocates claim that although we all have a sense of what the word “pain” means,
and can use it appropriately in ordinary discourse, in reality our notion of “pain” is based on our own experiences
of “pain” and these personal experiences are unique and private. Wittgenstein’s rejoinder to this is two-fold: in
the first place, private meanings cannot be uniquely private since in order to discuss, describe, or compare them
we must use our ordinary, public language. If we can only describe the private language using language that is
public, then our private language is just a particular kind of public, that is, ordinary, language. As Wittgenstein
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3. Every word has a meaning. If the “meaning” of a word is the object, actual or mental, for
which it stands, this implies that the “meaning” is a clearly defined entity—a single thing.
Again, if we think of tangible objects—chairs, cars, hammers, etc.—this view has a certain
appeal. But on closer examination we can see that even the definitions of common objects
can have cases where their application is indeterminate. Those who think that a chair is
simply a chair, should go to a museum of contemporary art. Here, what an artist may
call a chair can vary widely from our accepted notion of what it is. But even in ordinary
usage, what we might call a chair can deviate from our normal expectations. A chair has
a function, it is something to sit on. Such a function can give the status of “chair” to a lot
of objects. For example, if we need to sit down, but there are no ordinary chairs available,
we might use a low table or a box to sit on. In a functional sense, the low table or box
becomes a chair for the period of time we use it for this purpose. Some may quibble that
using something as a chair does not change the general definition of what a chair is, but
arguments can be made on both sides of the issue. What is important is that the definition
of what an ordinary object like a chair is can vary a lot and, like the “heap” in sorites, the
boundary between what is a chair and what is not a chair may be unclear and may vary
according to circumstances. In like manner, we can view a hammer as a specific kind of
tool with a characteristic shape and heft, but we can also view a hammer as something
that can be used in certain ways. In the functional sense, a lot of things can be used as
hammers: rocks, iron bars, hatchets, even fists.

The words “hammer” and “chair” can also be used metaphorically, such as when the
weatherman says that a storm “hammered Cape Cod” or when a reporter states that Senator
X “chaired the Armed Services Committee.” In other uses, some professional athletes and
at least one popular singer have the nickname “hammer.” These metaphorical uses of these
words stretch our notion of what these words mean and where it is appropriate to use them.

Some names of objects find a wide variety of applications. We discussed before the many
disparate uses or meanings of the word “head,” but it is easy to come up with other examples
of words with many acceptable uses. Consider the word “line”:

“He took a pencil and drew a line.”
“The soldiers stood in line.”

put it, “What goes on within also has meaning only in the stream of life.” [RPP II §687]

Wittgenstein’s second criticism of private language has to do with how we determine correct usage. If we want
to know how to use a word then we need to have some exemplary cases of the word’s usage—what Wittgenstein
called “übersichtliche Darstellungen”—which we can look to as examples of how to use it. But since, in a private
language, any such exemplary uses of a word are also private, how would we know whether the exemplary cases
we have are actually correct or whether we have used the exemplary cases appropriately to establish correct
usage? What is private to us cannot be compared to other private entities in the way that we compare things in
our daily activities—for example, comparing samples of shades of a color to see which are alike. This notion of
the incomparability of private phenomena is one of the cornerstones of Wittgenstein’s philosophy of mind.

Through all of this Wittgenstein is not saying that we have no mental process, conscious or unconscious, that is
part of our correct use of language. He just says that any such mental process is neither necessary nor definitional.
In his words, “It is not a something, but not a nothing either!” (see Part II section “ Wittgenstein vs. Behaviorism:
The Existence of Mental Phenomena”)
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“He put his reputation on the line.”
“Give me the bottom line on the investment.”
“The batter lined out to third.”
“I can’t follow his line of thought.”
“The coat was lined with down.”
“Don’t give me that old line!”
“The actor forgot his lines.”
“The ocean liner weighed anchor and put out to sea.”
“The fishing line was hopelessly tangled.”
“The store carried a line of small tools.”
“His actions were completely out of line.”
“Drop me a line when you get there.”
“Make him toe the line!”

Such examples do not exhaust the different uses of the word “line” and this variability
is typical of many other common words. Examples like these should disabuse us of any
notion that word meaning is a precise or single thing. Hilary Putnam goes even farther.
He shows that even when we agree on the meaning, or usage, of a particular word we
still may not all have the same criteria for its use. Meaning, he proposes, is subject to
a kind of “Division of Linguistic Labor.” By Putnam’s account, even when we agree on
the “meaning of a word” we may not be using identical criteria for its application. Take
the word “elm,” I may recognize an elm tree by the general size and shape of its serrated
leaf, while my friend may recognize elms just as reliably as I do by looking at the shape
of the mature tree, the appearance of the bark and the size of the leaf buds. An expert
botanist might be able to identify an elm by the particular cell structure of the wood
which she can see under a microscope.439 Putnam’s point is that the ability to use a word,
here, “elm,” in the same way does not guarantee that the users possess the same criteria
for the word’s usage. Language, according to Putnam, is a co-operative activity. We may
have useful heuristics that help us to identify things like elms, but no one, not even the
expert, can identify things like elms in every possible circumstance (e.g., a botanist would
probably not be able to identify an elm in complete darkness, but a blind person may
have sensitive enough touch to do so by handling the bark and leaves). To distinguish an
elm from trees that it looks very much like, or in the winter when it has no leaves, we
would probably rely on expert botanists or on a tree-identification guide. But if we know
very little about elms, we may just rely on our neighbor to help us identify them. This is
what Putnam means by the “Division of Linguistic Labor.” The expert, though, does not
know a “more complete” definition of “elm” than we do, he simply knows more about
elms than we do, and this additional information about elms may be useful for identifying
elms in different circumstances—that is, the expert can use the word “elm” in a wider
variety of circumstances than the average person can. But this additional information is
not part of the meaning of the word “elm.” Wittgenstein would say that what accounts
for the different criteria that we have, even when we can each identify elms reliably, is
that we use the word “elm” in different language games. We only need the criteria to
identify elms in the language games, that is, the particular uses, that concern us. If we

439I have no idea whether cell-structure can be used to identify trees. My point is that the expert may have
different criteria for identifying elms than non-experts, like myself, have.
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are not botanists we may only want to identify the elms which we see in our own yard or
neighborhood. The ability to distinguish species of elms, for example those that grow in
the southern latitudes from those that grow in northern latitudes, may not be important
to us. For some botanists, distinguishing various species of elm may be important, but
understanding the cell structure of elm wood may not be important. For a botanist at a
tree farm, understanding the different cell structures of elm species may be important, but
understanding how to identify elms in the wild may be unimportant. And for a botany
student studying for an exam, he may need only to be able to write down the scientific
definition of an “elm” which might include its Latin name and its correct genus. Some
of these language games may pick out the same trees as elms, and some may not. There
is no sense of a “complete” definition of an “elm” that would enable us to pick out elms
in all conceivable circumstances. It also should be clear that there is no language game
that would require such an all-inclusive understanding of what an elm is. The criterion
for whether an individual knows the meaning of a word like “elm” is not whether he has
some arbitrarily “complete” definition of an elm, but whether he can use the word “elm”
correctly in the language games in which he wishes to participate. A language game, as
we pointed out in Part II, is not just a particular set of regularities in language but also
includes the activities or practices in which it is normally used—as Wittgenstein put it:

I shall also call the whole, consisting of language and the actions into which it is
woven, the “language-game.” [PI §7]

4. The meaning of a word is independent of context. Much of Part II of this manuscript
was a discussion of the importance of context for meaning, so these discussions will not
be repeated here (in particular, see the sections “Wittgenstein at Work” and “Language
Games” in Part I). A couple of clear examples can serve to remind us of the importance
of context.

Indexicals are good examples of strongly context-dependent words: words like “here,”
“now,” “this,” “that,” “him,” “her,” and “it.” The references these words make change from
context to context and speaker to speaker. These examples are fairly obvious, but there are
other examples that are more subtle and deal with aspects of context beyond the notion
of physical presence or absence. Consider the example, “I am here.” This sentence has
the indexicals “I” and “here” and these would be clarified by ascertaining who spoke the
sentence and on what occasion. But if you are sitting before me and are perfectly visible,
and you utter “I am here” you probably mean something else entirely than the simple
statement of where you are. That is, it is obvious to me that you are here, so you must
be trying to tell me something else. One can imagine a situation in which one person
is distraught over something and the other, a close friend or relative, goes to him and,
patting him on the shoulder, says, “Don’t worry, I am here,” meaning, of course, not
just that the speaker is physically present, but that the speaker is emotionally supportive.
In this utterance the context needed to interpret the meaning of the sentence extends
beyond the simple notion of physical presence and includes the relationship between the
two individuals and the particular circumstances in which they find themselves. Context
can often indicate which of the many meanings of a word is currently being used. For
example, the word “pitch” can mean a lot of things: the slope of a roof, the tone of voice, a
specific action in a baseball game, a tar-based substance, the description of a product that
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a salesman gives his customer, etc. But if two individuals are talking while they attend a
baseball game and use the word “pitch” it is highly unlikely that it means anything other
than a specific action in the game.

5. The meaning of a sentence is composed of the meanings of its words. If “meanings” are
entities that are attached somehow to words, then it is no great intellectual leap to conclude
that sentence meaning is somehow put together from the meanings of the words. If this is
the case, then, most fundamentally, to understand the meaning of a sentence means that we
must be aware of all the words in a sentence. Yet there is ample empirical evidence that, at
least with speech, we often do not hear every word in a sentence. For example, suppose that
you walk into a fast food restaurant and go up to the counter to order what you want. As
you come up to the counter, a clerk approaches you and quickly says, “Kelp ya?” In spite
of the fact that the clerk, strictly speaking, has not said any English words, we generally
understand him to say, “Can I help you?”—a phrase we do understand. President Franklin
Roosevelt would often dispel the boredom of a long receiving line before a White House
dinner by saying completely inappropriate things to the guests as he greeted them, his
favorite greeting being “I murdered my grandmother this morning.” The guests, of course,
would assume that the President had greeted them in a cordial and expected manner, and
that even if they heard exactly what he said they would assume that they had misunderstood
him.440 In cases like these, it is clear that we understand the situation or circumstances
before we understand what is said to us, and our expectations about what is likely to be
said may override and supersede what is actually said. Thus, sentence meaning, in these
examples, is not built up out of word meanings for the simple reason that we often do not
hear the words in the sentence, or we hear them but the circumstances are so strong that
we assume something else was said.

But what about cases where we do hear all the words in a sentence. Are there ever cases
that the meaning of a sentence seems to have little to do with the individual meanings
of the words? Yes there are. Consider the following example. I come into my office in
the morning, and after greeting a colleague I ask her, “Is Bill back from vacation yet?”
She answers, in a perfectly forthright manner, “I saw a yellow Volkswagon in the parking
lot this morning.” What did she mean? It is not difficult to see that she is saying that she
believes Bill is back from vacation—that is, that Bill owns a yellow VW, that a yellow
VW is an unusual appearing car so Bill probably has the only one, and if Bill is back from
vacation he will have likely driven his car in to the office and parked it where it can be seen
by others, etc. But no matter how extended and detailed a description of the meanings of
“saw,” “yellow,” “Volkswagen,” “parking lot,” etc., are, there is no way that we can derive
the meaning my colleague intended soley from the meanings of her words.

6. Teaching consists of pointing to objects and saying their names. If meaning is not an
object then we cannot “point” to it, either literally or figuratively. This is not to say that we
cannot convey the meaning of some words by pointing to an object, for we can certainly
do this (Wittgenstein: “. . . the meaning of a name is sometimes explained by pointing to
its bearer” [PI §43] ). But this is just a special case in language learning and is not the
only way, nor even the most common way, that we learn what words mean. Further, even

440Bartlett’s Book of Anecdotes, p. 465. Little Brown, New York, 2000. Edited by C. Fadiman and A. Bernard.
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the simple act of pointing to an object to explain the meaning of a word is not the simple
act that Augustine makes it out to be. If someone points to an automobile in response to
a question about what a particular word means, what is it exactly that is being pointed to?
One cannot state unequivocably that it was the car that was being pointed out. It could
be that the car was pointed to as an example of a particularcolor; or, as an example of
a particularbrand of car (e.g. a Ford); or, as an example of a particularkind of car (e.g.
a sedan); or, as a particular person’s car. (Wittgenstein: “an ostensive definition can be
variously interpreted in every case” [PI §28] ) It is interesting to note that even when we
point to something to demonstrate what a word means, such as pointing to a chair when
someone who is learning English asks us what “chair” means, the chair itself is not the
meaning of the word “chair.” The chair that we point to is a single entity, yet when we
define the word “chair” by pointing to a chair we are indicating not a single thing but a type
of object. As a consequence, even when we point at an object to explain the meaning of a
word, we are not really pointing just to that single object, but indicating a type of object,
so it is the type of object that is the meaning of the word, not the object itself. While we can
point to an object in explaining the meaning of a word, we cannot point to a type of object.
The person learning English who asks us what “chair” means must understand this; he
must understand the Language Game of pointing things out to explain the meaning of a
word. In other words, he must understand a lot about how language works before even
the simple act of ostensive definition will make sense. Consequently, ostensive definition
cannot be the foundation of language understanding as Augustine implies it is because
one must have a clear grasp of how language works before ostensive definition can be
understood. As Wittgenstein put it, succinctly:

. . . the ostensive definition explains the use—the meaning—of the word when the
overall role of the word in language is clear. [PI §30]

Wittgenstein scholar P.M.S. Hacker summarizes Wittgenstein’s position on this issue:

The meaning of a word is not an object in reality. It is not an abstract object (a
Fregean “sense”) which, by means of an ethereal mechanism, determines an entity
in reality as its reference. Nor is it a psychological object (an idea in the mind) which
resembles an entity or possible entity in reality. Rather it is, or is determined by, the
use of the word, and it is given by an explanation of meaning, which is a rule for
the use of that word. Ostensive definition, which appears to connect the network of
language to reality, actually connects a word with a sample, which itself belongs to
the method of representation and is an instrument of the language, not something
represented by the ostensive definition. So language remains self-contained and
autonomous. Of course, this does not mean that we do not refer to objects in the
world by our uses of language, that we are not really talking about a language-
independent reality. However, the intentionality of language is attributable not to
connections between words and world, but to intra-grammatical connections, to
explanations of meaning and of what we mean by the words we utter.441

7. Language is primarily used to assert facts. Early in his philosophical career, Wittgen-
stein also believed that the primary purpose of language was to make assertions about facts.

441Wittgenstein’s Place in 20th Century Analytic Philosophy, p. 101. P.M.S. Hacker, Blackwell Publishers,
Oxford, UK, 1996.
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But this is one idea about language that he quite clearly revised (note Wittgenstein’s refer-
ence to “the author of the Tractatus Logico-Philosophicus” at the end of the following
quotation):

But how many kinds of sentence are there? Say assertion, question, and comm-
and?—There are countless kinds: countless different kinds of use of what we call
“symbols,” “words,” “sentences.” And this multiplicity is not something fixed, given
once for all; but new types of language, new language-games, as we may say, come
into existence, and others become obsolete and get forgotten. (We can get a rough
picture of this from the changes in mathematics.)

Here the term “language-game” is meant to bring into prominence the fact that the
speaking of language is part of an activity, or of a form of life.

Review the multiplicity of language-games in the following examples, and in others:

Giving orders, and obeying them—
Describing the appearance of an object, or giving its measurements—
Constructing an object from a description (a drawing)—
Reporting an event—
Speculating about an event—
Forming and testing a hypothesis—
Presenting the results of an experiment in tables and diagrams—
Making up a story; and reading it—
Play-acting—
Singing catches—
Guessing riddles—
Making a joke; telling it—-
Solving a problem in practical arithmetic—
Translating from one language into another—
Asking, thanking, cursing, greeting, praying.

—It is interesting to compare the multiplicity of the tools in language and of the
ways they are used, the multiplicity of kinds of word and sentence, with what
logicians have said about the structure of language. (Including the author of the
Tractatus Logico-Philosophicus.) [PI §23]

What Do Inquirers Want?

Traditionally, searchers have been thought to be retrieving information on specific top-
ics or subjects; libraries and many Internet “portals” are arranged this way. Yahoo
(www.yahoo.com) and the Library of Congress are the exemplars of this class of informa-
tion system, developing and maintaining thousands of hierarchically arranged categories
and linking them to existing information. Classifying information sources by subject has
become such a compelling design for Internet searching that many of the search engines
that began as just search engines have added subject access to websites, too, making them
more like Yahoo. But as compelling as subject access is as a paradigm for searching, it
is usually not what searchers are really looking for. More often than not, what prompts
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a search for information is not so much a lack of information on a particular subject,
but the obstruction of an activity that the searcher wants to begin or continue. It may be
that information on a particular topic will help a searcher continue an activity that has
been impeded in some way, but it is rare that any information on that topic will do this.
Consequently, the primary goal of most searching is to find something that will enable the
searcher to continue the impeded activity.442 Let’s consider a few examples:

1. An investor searching for stock information. In this situation, the searcher is look-
ing for information that will tell him how good his existing investments are, or
whether there are present investment opportunities that he could take advantage
of. Naturally, he could probably find pertinent information under the general topic
of “investing,” so it is tempting to say that he is looking for information on that
subject. But if we look at the activity of investing, we can see a number of in-
teresting aspects of it. In the first place, the searcher will probably not make an
investment or change an existing investment without good reason to do so. In this
sense, his activity of investing has been impeded or at least slowed, pending some
information that would justify his doing something.

It is also the case that not every item of information under the topic “investing”
will be useful to the searcher. He may have very specific needs as far as what types
of investments he is interested in and the level of detail or technicality in which
the information is written. The principal criterion, then, is not just what topic the
information is on but whether the information is useful to him, that is, does it help
him further his investing activity? Topicality is a good starting point, but may not
be precise enough to lead him to exactly what will be useful for him. Interestingly,
it may be the case that information that is not on the topic of “investing” will be the
most useful information that he finds. Useful information could take the form of
economic forcasts which predict slowdowns in the industries in which our searcher
is invested, dictating that he should move his investments to a more promising eco-
nomic sector. He might also find a statement from the Federal Reserve announcing
interest rate increases, thus making investments in bonds or money markets more
attractive than his stocks. Neither of these items of information is, strictly speaking,
on the topic of “investing.”

2. An inventor searching to see if his invention has already been patented. Here, of
course, the searcher is primarily looking for information that concerns the type
of invention he has made, probably a very narrowly defined topic. A successful,
though disappointing, conclusion to the search would occur if he finds that an
invention like his has already been patented. But there is another kind of conclusion
to his search, namely, his not being able to find patents for inventions like his.
Here, the success of the search comes not with the acquisition of information
about patents for inventions similar to his, but with the convincing absence of such
information. In other words, the successful conclusion of the search has occurred
because no information on that topic could be found. The inventor is now free to

442D.C. Blair. Pragmatic Aspects of Inquiry, Doctoral dissertation, University of California, Berkeley, 1981.



336 Wittgenstein, Language and Information

continue his application for a patent for his invention, something he could not do
until he could not find the information he was searching for.443

3. An academic researcher searching for information to support a research project
(a grant, dissertation, or scholarly publication). While academic research is often
considered the exemplar of subject searching—“knowing more and more about
less and less” as the saying goes—the researchers who are at the forefront of their
respective fields are often engaged not so much in searching a topic as they are
engaged in creating a topic, or at least re-defining it. Research is, by definition,
working on something that has not been done before. Since the researcher is, in
some sense, creating or modifying a topic, the information that she finds relevant to
this endeavor can be unpredictably varied and may change from search to search.

One aspect of research is that it tends to be frequently associated with specific
individuals, institutions or journals. Often a searcher will use a topic search to
get her into the general intellectual area with which she is concerned. Once she
gains access to her field of interest she then combs through the field’s literature
for the names of individuals, institutions and journals that deal with what she
is interested in. These names can become the focus of her subsequent searches.
Citations and bibliographic references can also become important access points to
research literature, for example, when the searcher finds a paper that she considers
useful, some of the papers that are cited by that paper are likely to be useful, too.
It is also the case that papers that subsequently cite the useful paper may be of use,
too (these can be found in the Science or Social Science Citation Indexes). The
strategy of using citations to find related information comes from an understanding
of how the activities of research and writing about research are done. Here we can
see how closely dependent search strategy can be on understanding how the activity
(research and publication) uses that kind of information. This is why the citation
indexes are so popular among researchers.

4. A biologist looking for information on a specific species of plant or animal. Bio-
logical nomenclature is certainly one of the most precise classifications of infor-
mation, and searching its categories is probably the closest searching comes to a
pure subject search. It is usually the case, though, that a searcher in a biological
field would not find everything in a particular classification useful for his purposes.
But it is also the case that whatever he does find useful is often within a single
established category.444 Biological classifications have one characteristic, though,

443It is tempting to think that if the goal of the search is topic “A” then the conclusion of the search can be arrived
at by finding “¬A.” But finding that a topic does not exist is a very different sort of search than finding that it does
exist. In order for the inventor to convince the patent office that “A” (the specific category for his invention) does
not exist, he must either search all existing invention categories and not find it, or marshal evidence to support
this assertion that “A” does not exist. Since it is unlikely that he can search all existing invention categories, there
being too many even in narrowly-defined fields, he must then gather evidence for the category’s nonexistence.
This is, in part, a semantic notion (what kind of invention is it, that is, what does the category mean?), in part a
logical notion (what categories are logically equivalent to the negation of topic “A?”), and in part a legal notion
(what counts as evidence that topic “A” does not exist?).
444The field of biological classification is not without its differences of opinion, and competing methodologies.
New methods like “cladistics” can produce classifications that compete with more traditional classifications,
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that most other classification schemes do not: the classification scheme and how
it is applied to flora and fauna is part of an established practice. The establish-
ment, maintenance and understanding of the relevant classification scheme itself
is part of the practice of being a biologist. It is also the case that the classifica-
tion scheme marks the boundaries of what the biologist does: she is an expert on
furbish louseworts, he works on the life-cycle of snail darters, they study the mi-
gration patterns of whooping cranes. Having the classification scheme so closely
allied with the practice of being a biologist links it closely to what biologists do,
making it more likely that biological classifications would distinguish useful in-
formation from the less useful or useless information. The classification system is
also, in a sense, normative: an entity that has all the characteristics of one partic-
ular species must be classified as that species, and information about that entity
must be classified in that species’ category. We might hypothesize that the best
candidates for pure subject searches are those that operate within a normative
classification scheme, though even normative classification schemes can suffer
from category overload, and normative schemes themselves are probably the most
labor-intensive categorization mechanisms to use since they require their construc-
tion, support and maintenance to be carried out by many of the individuals who
would use them, and, in the final analysis, the taxonomy must be agreed upon
by the majority of practitioners (as Putnam pointed out, reference is “socially
fixed.”).

From these brief examples we can draw a number of conclusions: because the searcher
often wants information that will enable him to begin an activity, or restart an activity that
has been blocked in some way, we can say that what he is searching for is not so much
information on a topic as it is information that he can apply to some purpose—information
he can use. This can be true even when a searcher is looking explicitly for information on
a particular topic. Topics, then, are usually not the primary goal of a search, but are more
like heuristics that might get the searcher into the general area where there might be useful
information. From this point, the searcher can use a variety of criteria to identify other,
possibly useful information—authors’ names, publication titles, time periods, publishing
institutions, types of publication, citation references, recommendations of colleagues,
literal occurrences of specific words, such as names, in the text of candidate documents,
etc. In short, the early part of most content searches is not so much looking for the right
information as it is looking for the right questions to base the search on (i.e., which subject
terms, author names, journal names, or names of research institutions, are the best ones
to base the search on?).

To represent the content of information, we must understand what it means, and to under-
stand what it means we need to know how it is used. Since words in a sentence can be seen
to have meaning, we think that they have meanings that they carry with them. In the same
sense, we think that information has a meaning apart from its use. But neither words nor
information really has determinate meaning apart from their usage.

and established classifications rarely survive indefinitely without some alteration. (See the website “What is
Cladistics?” by L. M. Clos—www.fossilnews.com/1996/cladistics.html)
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If it is true that a searcher is primarily interested in the use to which the information
he finds can be put, then why don’t we have classification schemes that emphasize the
utility of information rather than its subject? There are some instances of classifications of
information based on utility, many government publications have this kind of orientation,
technical manuals and publications are categorized this way, and military publications are
often specifically classified according to what kind of activity or skill they support. But
the vast majority of publications are not classified according to their use but according to
their perceived subject.

There are a number of reasons why information classifications are oriented more towards
subjects and less towards utility. In the first place, while a unit of information might have a
few subjects with which it may be reasonably associated, there are often a number of uses
to which that information can be put. Identifying the possible uses for specific information,
outside of a particular practice, can be difficult. But there is a more compelling reason
for the dominance of subject description over utility in classification. Specifically, the
classification process, whether automatic or human-based begins, and usually ends, with
an examination of the information that is to be classified. From this information it is
usually possible to get some idea of its subject, but it may be very difficult to get a sense
of how that information might be used. The subject of information is a characteristic of
individual information items, but its utility is more of a system-concept, a broader and more
contextual notion of information. It must include not just a sense of what the information
is about, but must also include some sense of how it may serve the skills and practices of
those who use the information system. Such meta-information cannot usually be inferred
from just the text of a document.

You can make a guess at a subject by reading a document text, but you cannot understand
how it may be used without understanding the pragmatic context—the scaffolding and
practices it’s used in—of the publication. The primary reason subject searches are not
precise descriptions of what the search is about is that it is almost never the case that
everything on a subject will satisfy the searcher.

If we assume Andy Clark’s perspective (vide supra) and look at information systems from
a “scaffolding” point of view, we can see their relation to utility more clearly. That is, as
part of our intellectual scaffolding, an information system is really an extension of our
memories, storing information that would be difficult, if not impossible, to remember. But
if we look at our own memories, we see that what we typically remember is not usually
random bits of information, but things that are useful for us. If our memory is utility-
oriented, then it makes sense for our information systems, as intellectual scaffolding, to
be utility-oriented too.

Information Systems—A Wittgensteinean View
I am sitting with a philosopher in the garden; he says again and again “I know that
that’s a tree,” pointing to a tree that is near us. Someone else arrives and hears this,
and I tell him: “This fellow isn’t insane. We are only doing philosophy.” [OC §467]

What’s the point of bringing philosophy into this discussion? If we have identified the
determinacy of representation as a major factor in the retrieval of intellectual content, and
that this is a property of language, then philosophy gives us some idea of the depth of
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this issue. What it shows us is that the indeterminacy of representation is not a superficial
issue in language that can be easily eliminated with “clearer” or “more precise” descrip-
tions. As Wittgenstein showed us, the meaning of language is not a property of individual
words, but is intimately bound up in its use. Likewise, the meaning and determinacy of the
descriptions of information are not properties of the descriptions themselves, but are con-
tingent on how they are used. It shows that the determinacy of representation is a deep and
complex aspect of language that cannot be clarified without reference to the context and
circumstances of its usage. In information systems, other than the more determinate data re-
trieval systems, indeterminacy will be an essential characteristic of many content retrieval
efforts, and will not lend itself to solution by Artificial Intelligence, Natural Language
Processing, or any other techniques that do not/cannot understand language meaning as
an emergent phenomenon arising from the day-to-day interactions of individuals engaged
in their fundamental activities and practices. Indeterminacy cannot be “squeezed out” of
language—there is no underlying logical clarity of meaning that we just need to uncover, as
Frege and Russell thought. If indeterminacy is something that we are going to have to live
with in content retrieval, then we need to understand what the consequences of it are for in-
formation system design and use. If we cannot eliminate indeterminacy in a lot of retrieval
situations, then we need to investigate ways of mitigating it when it interferes with effec-
tive retrieval. We have discussed the consequences of indeterminacy in content retrieval,
and we will look at some of the ways to mitigate this indeterminacy shortly. First, though,
let’s look at the problem of indeterminate retrieval from a Wittgensteinean point of view.

The “Meaning” of a Document

Information systems are fundamentally linguistic processes. At the very least a searcher
must describe the intellectual content he would like to find, and these descriptions must be
matched against the descriptions of the content of available information (these descriptions
of available information can come from a variety of sources: manual indexing, computer-
assisted indexing, automatic indexing, or full-text retrieval). Looking at the linguistic
nature of information, it is natural to see items of information, documents, databases,
images, etc. as meaning something. This is implicit in the idea of information having
“intellectual content.” But just as Wittgenstein admonished us not to look for the meaning
of a word, but to let the use teach us the meaning, we can also say that documents or other
items of information don’t having meanings so much as they have uses—that is, we should
let the use of information “teach us the meaning.”

What are the “Diseases of Thinking” in Information Retrieval?

Wittgenstein believed, as we have shown, that many of the problems that philosophers
had solving traditional philosophical problems were not a result of the intractability of the
problems but resulted from a flawed way of thinking about them—his most salient example
is, of course, that asking for the “meaning” of a word can lead our analysis of language
in an unproductive direction. If we take a Wittgensteinean view of Information Retrieval,
then we need to ask first whether there are any “Diseases of Thinking” in analyzing the less
determinate activity of content retrieval, that is, are there ways of looking at the problems
of indeterminate content retrieval that militate against the solution or mitigation of these
problems. There are.
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a. The Data Model is an effective model for all Information Systems, regardless
of what kind of information is managed by the system. This assumption is
the one that causes the most trouble in information retrieval design. It is not a
“stupid” assumption, it merely overlooks the fact that the enormous success of
the Data Model when managing determinate information is a kind of success that
is strictly limited by the kind of information it provides access to. The attempt
to apply the Data Model to all kinds of information systems is a lot like the
attempt by some philosophers to apply the formal logical model of language,
which is similarly bounded, to all questions of language meaning. This, of course,
is precisely the “disease of thinking” that Wittgenstein spent his later life arguing
against. The success of the Data Model of determinate retrieval has made this
view very attractive and has lead to a number of other “Diseases of Thinking” in
Information Retrieval:

b. Information Content representation can be exact and unambiguous. It’s easy
to assume that the determinacy of representation in the Data Model is a realistic
goal for representing less determinate content for retrieval. But for a goal to be
productive, it must be a realistic one, and as Wittgenstein showed us in detail,
indeterminacy is not something that can be squeezed out of language by more
rational or logical efforts. The belief that the representation of information content
is potentially determinate leads to the erroneous assumption that content retrieval
failures are the results of poor searching techniques. This, in fact, is exactly the
rationale that IBM responded with when it was first confronted with the results of
the STAIRS evaluation. The unacceptably low recall values, they claimed, were
a product of lousy searching techniques (this explanation was not published, but
was communicated to the company that sponsored the STAIRS study). This ex-
planation overlooks a number of aspects of language that we have discussed here,
in particular, that language is “productive” and that there are an unlimited number
of ways that a particular intellectual content can be represented linguistically. By
advocating that full-text retrieval was perfectly suited to the retrieval of precise
content from a large system of related information, STAIRS forced the searchers
into a position where it was impossible not to have poor searching techniques. To
blame the searchers for the failures of the system was like, as M.E. Maron pointed
out, a company selling someone a combination lock without giving them the com-
bination, and when the customer asks for the combination the company replies that
finding the combination is the customer’s responsibility, not theirs. Now, although
we have showed how pervasive indeterminacy in language is, and how severely
it can affect content retrieval, it is important that we should not simply give up,
believing there is no way to retrieve precise information from any content retrieval
system. Just as Wittgenstein showed that there were definite nonlogical ways to
resolve ambiguities in meaning, we will discuss shortly a number of non-Data
Model strategies for mitigating the affects of indeterminacy in content retrieval.

c. Improvements in Physical Access speed will improve Intellectual Access to
information content. This is another consequence of the belief that the Data
Model works well for all kinds of retrieval. For very deterministic data retrieval,
as we discussed, if you speed up the physical access speed of the system, it will
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speed up intellectual access too, that is, it will get you faster to the information you
want. Again, this only works for highly determinate retrieval where given a typical
query it is clear exactly what information will satisfy it. To recall our analogy for
this issue, a physically faster race car will enable the racer to get to the finish faster,
but a physically faster delivery truck doesn’t necessarily speed up delivery over a
slower truck.

d. Size doesn’t matter. Large retrieval systems work just as well as smaller sys-
tems. For the determinate data retrieval model, as we pointed out, making a system
larger does not typically reduce retrieval effectiveness. But with the less determi-
nate content retrieval model, as the system gets larger the indeterminacy multi-
plies making it increasingly difficult to conduct successful specific or exhaustive
searches. The indeterminacy of content representation has two principal effects:
First, and most obviously, it may be very difficult for a searcher to anticipate how a
particular information content is represented in a large system containing similar
information. This can lead to the situation where the searcher cannot retrieve the
information content that she wants. But there is another less obvious aspect of the
indeterminacy of content representation, namely, that even when the searcher cor-
rectly anticipates how the information content she wants is represented, because of
the indeterminacy of representation, there may be many other information contents
that she doesn’t want that are represented the same way. On large content retrieval
systems this leads to the situation where the searcher retrieves a great deal of
unwanted information, and this unwanted information may hide the retrieval of
the desired information if the number of desired documents is small and the total
number of retrieved documents is above the searcher’s futility point. This belief
that large less determinate retrieval systems work as well as small systems leads
to a related “Disease of Thinking”:

i. Information systems should be as comprehensive as possible: A bigger in-
formation system is always a better information system. As the cost of the
storage of information has dropped dramatically in recent years, organizations
have gotten to the point where they need not throw away any of the documents
they have gathered or written. In fact, for many organizations, it may cost them
more to look at the information they have collected and decide which of it to
keep, than it costs to simply keep it. By keeping everything, it appears that the
organization is saving money and building a better more comprehensive infor-
mation system, but if they are keeping increasing amounts of indeterminately
represented information content, the “cost” of successful retrieval will go up
significantly since it will be increasingly difficult for searchers to search through
the growing body of existing information for what they want or need.

e. Everything that we need to know in order to determine how to represent the
intellectual content of a document is contained within the document itself.
Wittgenstein’s predecessor Gottlob Frege claimed that the meaning of a sentence
is composed of the meanings of its words. In his view, the meaning of a sen-
tence cannot be something other than a composite of the meanings of its words.
Wittgenstein disagreed strongly with this view, especially since it implied a kind
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of semantic “reduction” of sentence meaning to a combination of individual word
meanings. It is easy to come up with an example where the meaning of a sentence
is something other than an aggregate of the meanings of its words. Consider again
the example of when I come into my office and ask a colleague whether Bill has
returned from vacation yet. My colleague replies “I saw a yellow Volkswagen in the
parking lot.” Clearly, my colleague is telling me that she thinks Bill has returned
from his vacation, since he has a comparatively uncommon yellow Volkswagen,
and she saw it in the parking lot today. Thus the actual “meaning” of the sentence
“I saw a yellow Volkswagen in the parking lot” is clearly “Yes, Bill has returned
from vacation.” But there is no way that you could derive the actual meaning of
the sentence my colleague utters by looking only at the words in that sentence.
As Wittgenstein showed us, to understand the meaning of the sentence we have to
understand the circumstances in which it was uttered, and the background of the
person who uttered it. Just as a sentence can be something more than the com-
bination of the meanings of its words, the determination of how to represent the
intellectual content of a document may require an understanding of more than the
words in the text of the document.
This particular bias in the way that content searching for documents is seen is
implicit in the belief that full-text searching will work for precise searches on
large-scale information retrieval systems. That is, if everything you need to know
about how a document is to be represented or understood is in the text of the
document, what else could you possibly need to represent the document but the
text itself? But it was clear from the STAIRS evaluation that what was in the
documents was clearly not enough to support precise retrieval on a large system.

f. The only thing that a searcher is actively looking for is the information that
he desires. Again, the distinction between determinate and indeterminate search-
ing is important here. With determinate data retrieval systems, since the desired
information can be defined so precisely, it is clear that the searcher is primar-
ily involved in finding that information. But for a large less determinate content
retrieval system, since it is usually unclear what the exact search query is that
will retrieve what is wanted, the initial part of the search is not so much looking
for the right information as it is looking for the right search queries. Since, as
Swanson showed, content retrieval is a trial-and-error process, the searcher must
first be focused on identifying and correcting or mitigating the errors of retrieval
that typify the first attempts to find what he wants. This two-stage approach to
searching is often overlooked in the design of content retrieval systems. That is,
if the searcher must begin his search for content by actively looking for the “right
search terms/queries” with which to initiate his search, then a good content re-
trieval system must be designed to help the searcher in this process—most content
retrieval systems do not do this. Thus, content retrieval systems must support both
kinds of searches—the search for the best queries and then the search for the de-
sired information. The only major document content retrieval system that actively
helps searchers find the best queries with which to begin their searches is Swan-
son’s Arrowsmith Project which provides this kind of support for active searches
on Medline, the national medical research document retrieval system maintained
by the National Library of Medicine. Swanson built Arrowsmith because he saw
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that the inherent indeterminacy in content representation, in even such a closely
controlled and manually indexed retrieval system as Medline, was so great that it
was possible to uncover “undiscovered medical knowledge” among the published
writings of medical researchers by linking together medical research documents
that had not previously been linked together by Medline’s carefully constructed
and applied content descriptions. Swanson brilliantly proved his point by propos-
ing, for the first time, several treatments for illnesses that had not been proposed
before (e.g., treating Raynaud’s syndrome with Omega-3 fish-oil, and treating Mi-
graine headaches with Magnesium). This inspired subsequent medical research
which proved that Swanson’s proposed treatments were effective.445 Thus Swan-
son showed that indeterminacy in language is unavoidable even in such carefully
constructed normative taxonomies as medical content descriptions.

How Do Computers Influence Information Systems?

So far we have described how the determinate Data Model of information retrieval has
influenced the less determinate Document Content Retrieval Model. But there is another
major factor of influence on the Content Retrieval Model and that is the use of computers
to build such retrieval systems. Computers have had a number of significant influences on
the less determinate Document Content Retrieval Systems:

i. Computers often force an unnatural precision on categories. The majority of
computerized information systems operate by performing exact matches between
category descriptions and the items in that category. But there are situations where
the membership in a particular category may not be that precisely determined. This
is commonly the case in representing information content since it is rarely the case
that one could say that a particular document is about only one thing. For example, if
we had a biography of Aristotle, what category would you put it in? It could realisti-
cally be linked to the category of “Biography,” of course, but it could also be linked
to the category of “Ancient Greek History,” or the category of “Ancient Greek
Philosophy.” Yet these obvious categories only scratch the surface of the possible
categories that Aristotle’s biography could be linked to. For example, the biography
could be classified as an example of “good biographical writing” or “bad biograph-
ical writing,” or “pioneering work in formal logic” or an example of the “life of an
influential thinker.” Of course the response to this categorical indeterminacy is to
simply recommend that all possible categories be added to Aristotle’s biography.
But this overlooks the fact that some of these categories are more appropriate than

445D.R. Swanson. “Undiscovered Public Knowledge,” Library Quarterly, vol. 5:2, pp. 103–118, 1986.

“Fish-oil, Raynaud’s Syndrome, and Undiscovered Public Knowledge,” Perspectives in Biology and Medicine,
vol. 30:1, pp. 7–18, 1986.

“Migraine and Magnesium: Eleven Neglected Connections,” Perspectives in Biology and Medicine, vol. 31:4,
pp. 526–557.

Arrowsmith has active websites at kiwi.uchicago.edu/ and arrowsmith.psych.uic.edu/.
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others, and some of them, while reasonable, may actually be misleading for a ma-
jority of the searchers. It is also the case that while adding all the possible category
descriptions to a document is faithful to the demands of content description, it
ignores the importance of content discrimination, that is, while each of the content
descriptions will make it more likely that a searcher who would want the document
will be able to anticipate the correct search query, it is also the case that it is more
likely that the document will be retrieved by those who don’t want that particular
content. This is, as we have discussed, particularly true on large content retrieval
systems. The recommendation to add as many content descriptions as possible to
documents has been called “unlimited aliasing.” We have discussed how there may
be no upper limit to the number of possible content descriptions that can be added to
a document, so while the addition of content descriptions may expand the descrip-
tion of document content, it ignores the fact that some content descriptions are more
useful than others. The key to document representation is not unlimited aliasing—
just adding as many content descriptions as possible—the key is to add just the right
content descriptions, ones that simultaneously describe the documents well and
discriminate them from other documents in the collection. In an empirical study,
Brooks could not find evidence to support the unlimited aliasing recommended
by Furnas, et al. “This experiment found no evidence to support the Strategy of
Unlimited Aliasing. . . some index terms are simply better than others.”446

ii. Computerizing an information system often removes information from its ac-
tive context. As we discussed before, most categories of data—names, addresses,
phone numbers, etc.—are fairly determinate, and because of this their precise
meaning is not affected by changes in context. An address is still obviously an
address whether you read it in a document or see it written on the side of a truck.
Such is not the case, as we have said, for content descriptions. When considered by
themselves, these descriptions can be quite indeterminate. For example, suppose
that you saw the content description “Systems” assigned to a particular document
that was not available to look at. So, on the basis of the content description “Sys-
tems,” what do you think the document would be about? There is no clear answer
to such a question. But if we refer back to Wittgenstein, he was quite clear about
how you resolve ambiguities or indeterminacies in language—you look at how the
words are actually used. The use of words is just another way of saying that you
need to look at their active context. In our example, you may not be able to under-
stand what the single word “Systems” actually means when it is used to represent
the intellectual content of a document, but if you can look at the actual context
of the document, for example, that it was a document that came from the filing
cabinet of a computer technician who specialized in building and maintaining ac-
counting systems, you would then have a much better idea of what kind of content

446T.A. Brooks. “All the Right Descriptors: A Test of the Strategy of Unlimited Aliasing,” Journal of the
American Society for Information Science, vol. 44:3, pp. 137–147, April 1993. Quotation is from p. 146. The
advocate of “unlimited aliasing” that Brooks responded to was G.W. Furnas, T.K. Landauer, L.M. Gomez, and
S.T. Dumais. “The Vocabulary Problem in Human-System Communication,” Communications of the ACM,
vol. 30:11, pp. 964–971, November 1987.
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“Systems” actually refers to in this case. Prior to the widespread use of comput-
erized information, documents often had a kind of social context—that is, if you
worked in an organization when all documents were made of paper, and wanted a
document on a particular subject, your best search strategy was to simply ask others
in the organization if they had such a document or, if not, if they could recommend
someone else in the organization who might have it or know where it might be.
Since paper-based information was cumbersome to manage, people would gener-
ally only keep information that they found particularly useful. As a result, knowing
who had what information, and what activities they participated in, could tell you a
great deal about the information itself. By understanding what the social context of
information was, it was also much easier to see what the “value” of the information
was. Such a social organization of information was quickly bypassed when docu-
ments became machine-readable. As more and more information came to reside on
computers, it tended to lose its social context. It was no longer as significant when
someone kept a particular document on his computer, because, given the low cost
of computer storage and the easy and rapid ability to copy documents, people could
keep machine-readable copies of documents that were not necessarily that useful
to them. In fact, it’s not uncommon for people to have copies of documents on their
computers that they have not even read. One of the major consequences of losing
the social context of documents and not being able to see their value, is that it be-
comes increasingly hard to distinguish important information from less important
or unimportant information. As a result, there is no incentive to throw any of that
information away. This contributes to the continual growth of document collec-
tions on computers, and the resulting degradation of effective retrieval of needed
information. In the early 1970’s I worked for a company that had its headquarters in
San Francisco. In this period, virtually all documents were kept and stored as paper
copies. The company, in order to keep the comparatively expensive office space as
small as possible, had a rigid company-wide rule that no one could have more than
one filing cabinet in his or her office. This rigidly enforced rule meant that employ-
ees could not usually keep every document they received or used, but it had the
beneficial effect of forcing employees to regularly “weed” their document collec-
tions and keep only that information that was really important to them and necessary
for their jobs. As a consequence, the value of virtually all of the paper documents
in the organization was well understood, and the organization was not littered with
useless documents. Soon all of this changed when the company installed equip-
ment that could convert paper documents into 16mm microfilm. Because a single
microfilm roll could hold 6000 pages of documents, it became possible for em-
ployees to put all the documents on microfilm that they would have thrown away
before. Now that nothing needed to be thrown away, they became very casual about
deciding what to keep as paper and what to put on microfilm. Also, since what they
kept on microfilm was often a jumble of documents with dissimilar content, there
was no easy way to describe in detail what was contained in the 6000 pages of a film
roll. As a result, in less than a year there were over 35 microfilm rolls—210,000
pages of documents—labeled “Miscellaneous,” some of which actually contained
documents that were important for the activities of the organization.
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iii. Computers can force searchers, indexers and content system designers into
unnatural Language Games. Since we have discussed how many organizations
now have an economic disincentive for weeding out less useful and useless
information—that it costs more to periodically examine the information on a
computer and decide what to keep, than to simply keep everything—many organi-
zations have gotten to the point that virtually nothing is thrown away. The obvious
consequence of this is that computerized information systems will continue to
grow larger at a rapid rate with no clear upper limit. The dramatic increase in
the size of less determinate content retrieval systems has forced the designers
and users into unnatural Language Games. Specifically, when there are thousands
of documents that all have similar content, it becomes extremely difficult to use
natural language to distinguish some of the content from the many other different,
but similar contents of documents on the same system. In short, our natural
language was never intended to make the kind of subtle distinctions that would be
required to describe the slight differences of content of thousands or millions of
documents with similar content. If our natural language cannot make the distinc-
tions necessary to discriminate the different kinds of content in a large information
retrieval system, then we have to find other means to make these distinctions
manifest.

Managing the Retrieval of Indeterminate Information
Content—Some Practical Consequences

Since one of the themes of this discussion has been to look at how indeterminacy in
language affects the retrieval of information content, it is appropriate that we end this
discussion with a brief look at the practical consequences that such indeterminacy has for
the actual management of information content.

First of all, as we stated before, indeterminacy in language is not something that can be
squeezed out by a more rational approach such as defining words more precisely. In so far
as indeterminacy in meaning is pervasive in ordinary language, it will be correspondingly
pervasive in information systems, especially content-retrieval ones. But while indetermi-
nacy cannot be eliminated, its effects can be mitigated. Let’s look at how this might be
done.

Representing Intellectual Content. The most fundamental question in the design of
content retrieval systems is, of course, how do you represent the content of information?
When an index term is assigned to represent some specific content, it is, in linguistic
terms, a “reference” to that content. If we recall what Putnam stated about the character
of “reference,” we are reminded that referring words do not refer to some mental concept,
their reference must be, as Putnam put it, “socially fixed”—that is, what enables a reference
to work are not the concepts that people have “in their heads,” but the active way that they
use the words to refer to something. Although Putnam is a contemporary philosopher, he
has acknowledged his affinity with Wittgenstein’s philosophy, and it is clear that the notion
of reference being “socially fixed” is a description that Wittgenstein would be sympathetic
to since it fits with his idea of linguistic meaning being based on use. The importance of
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this view of reference for content-retrieval is that if a system designer wanted to represent
a certain information document content with “term A,” it cannot be justified by saying
that “term A” appears within the title or the text of the document, or that people “think”
that “term A” represents that content. The best justification for “term A” being used to
represent the content of this document is whether the individuals who would use that
document would actually refer to that content themselves by using “term A.” In this way,
“term A” would be “socially fixed” to the content of that document. Thus, the first step in
representing information content is to examine how the potential users of the information
system actually talk about this kind of information content—“Let the use teach you the
meaning.” [PI p. 212]

While the examination of how users talk about the information content on an information
retrieval system is a good way to see how the information should be represented, it is
not a solution without limitations. Specifically, although users might refer to a particular
document content using “term B,” this might be a useful way to represent this content if
there are only a limited number of documents on the system with this content and the rest of
the documents on the system are concerned with clearly different content that would not be
represented by “term B.” Using “term B” to represent the content of a document runs into
a problem when the number of documents so represented is large. How many is a “large
number of documents?” This is not an easy figure to estimate, but a good touchstone is the
average “futility point” of the users of the system—the maximum number of documents
that the searchers, on average, are willing to look through to find what they want. When the
number of documents using “term B” to represent their content gets above the threshold
of the average futility point, then there is the possibility that the users will not find “term
B” by itself a very useful search term. The reason why this happens is that in ordinary
usage, a particular reference to information content, for example “philosophy,” is typically
only used to make fairly obvious distinctions. For example, if a friend of mine tells me his
son just declared his college major, and I ask him what major he declared, it’s perfectly
understandable for him to just say “philosophy.” But if I am looking for some information
on “philosophy,” and there are thousands of documents on the information system with that
content description, the chances are that I don’t want just anything with that content, but
some specific subset of it. This example is even more striking when we consider content
searching on the World Wide Web. Using the Google search engine, the search term
“philosophy” returns 18,200,000 websites. When this occurs, system designers must find
ways for searchers to reduce the size of the retrieved sets without raising the probability
of excluding the desired documents.

Reducing Indeterminacy in Content Retrieval

As we pointed out before, indeterminacy in content retrieval is not one thing. There are
several major kinds of indeterminacy, and each can have different mitigating strategies.

Semantic Ambiguity. This kind of indeterminacy is a consequence of the fact that the
same word can be used in multiple contexts and have a different meaning in each context.
Consider our examples of the words “head” or “line” which each have a number of distinct
“meanings.” How can these meanings be distinguished if they are used to represent the
content of documents? The easiest way is to not represent the content of information with
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a single word such as “head” but to represent it with the word “head” in its appropriate se-
mantic context—for example, “head of the intelligence committee” or “medical treatment
of head injuries.” One of the recent changes in some Internet search engines like Teoma and
Google is that they now include the sentence in which the search term appears at each se-
lected website. This helps the searcher to see which retrieved websites are using the search
term the way she intended it. This would be a good model for full-text retrieval systems
to follow, although it certainly doesn’t solve all the problems of full-text content retrieval.

Category Overload. One of the contributors to indeterminacy that is most characteristic of
content retrieval systems is the retrieval of large numbers of documents that are represented
by the same search term. As we pointed out before, Zipf showed that when a word is used
many times in ordinary usage, the number of different meanings it has will increase as its
usage increases. Consequently, as content-retrieval systems get larger, as they are inevitably
doing, the levels of indeterminacy will go up too. How can the effects of category overload
be mitigated? The most obvious way is to try to keep the retrieved sets as small as possible.
One way to do this is to keep the entire system as small as possible by regularly examining
the information in the system and removing any documents that are no longer useful. As
we pointed out, this is often not done because the cost of weeding out useless documents
is usually more than the cost of simply keeping everything. But there is another cost that
is important here, namely, the cost of less effective retrieval. As more useless documents
are kept on the retrieval system, the cost of retrieval will continue to increase. This cost of
retrieval is really two costs: first, as more useless documents fill the system, retrieved sets
will become larger, and the searcher will have to work harder to find what she wants if it’s
buried in a large retrieved set. Secondly, as the retrieved sets get larger, it becomes more
likely that the searcher won’t see the desired document even when it is in the retrieved set.
This can add the additional cost of not being able to retrieve the information that is wanted.

Language Productivity. Because there are so many different ways that the same content
can be represented by the system designer or indexer, and the searcher, there must be a
way to direct the searcher towards the right descriptions. One obvious way is to use a
normative classification scheme which states quite clearly that certain specific content
can only be represented in one way. This is what Medline, the medical research retrieval
system does when it classifies medical documents by using the same words that physicians
and medical researchers use to refer to medical subjects such as afflictions and treatments.
Of course, the use of a normative representation scheme generally requires that such a
scheme already exists and be supported by the active users of the information system. A
normative representation scheme is not something that can be declared by fiat, it must be a
reference scheme that is part of the practice that it supports. If it is not part of the practice
it supports, it will be hard for searchers to understand just what the terms of representation
actually “mean” because they will have no clear usage.

Content Representation and “übersichtliche Darstellungen.” Since content representations
use ordinary language to describe content, then, like ordinary language these uses of
language should be “learnable.” Since Wittgenstein showed how essential “perspicuous
representations” (“übersichtliche Darstellungen”) were to learning what the meanings of
particular words are, it follows that if the language used to represent information content
is to be learnable it should have “perspicuous representations” too. This can be done in



Part III: Wittgenstein, Language and Information 349

a content retrieval system by explicitly linking each content representation term to an
information content that best represents what the content term “means,” and identifying
these “perspicuous representations” for searchers so that they can more quickly get an
idea of what particular content representations actually mean.

Large Content Retrieval Systems vs. Small Content Retrieval Systems

While the results of the STAIRS evaluation (q.v.) are striking, when it was published there
was a lot of resistance to its results. In particular, a number of previous studies of full-text
retrieval systems were cited which had much better retrieval results. But when these eval-
uations were examined it was discovered that they were conducted on comparatively small
retrieval systems of fewer than 200 documents (as compared with the 40,000 documents
of the STAIRS study). Of course the problem was the assumption that if retrieval worked
well on a small system, it would work well on a large system of the same design. We have
already discussed the problem with such an assumption or “disease of thinking” (q.v.),
and have shown why large content-retrieval systems have rates of retrieval effectiveness
that decrease as the system gets larger. But if it is the case that even full-text retrieval
can be adequate on small systems, this actually has a consequence for the design of large
content-retrieval systems. In short, the best way to insure good retrieval on a large content-
retrieval system is to turn it into a small system. This doesn’t mean to get rid of most of
the documents, but to develop partitions in the document collection so that searchers,
instead of applying their search requests to the entire document collection will actually
only apply them to a much smaller partition of the collection. If content retrieval is much
more likely to be successful on systems of 200 documents or less, then it stands to reason
that even a document collection of thousands of documents could be searched effectively
if the searcher was assured that the documents she wanted were all in a particular partition
of less than 200 documents. Without such partitions, the searchers are likely to apply their
own form of active retrieved set reduction by conjunctively adding search terms to the
original query. This is not a good strategy in indeterminate searching because, in the first
place, it changes the searcher’s original query to something that is semantically different,
and with the addition of each indeterminate search term, while the number of documents
retrieved goes down, the probability of retrieving the desired content goes down too [the
details of this combinatoric problem were discussed in the previous section “‘Escalating
Uncertainty of Retrieval’: The Problem with Large Systems and Indeterminately Repre-
sented Information.”] How can such partitions be designed? There are a number of ways
partitions can be constructed, for example:

1. Partitions based on temporal values. Most documents or other texts have a time
when they were published or created or even a time when they become obsolete.
Sometimes the time of creation can be an effective partition for content searching
such as when a searcher desires information content that was created within a
specific time period.

2. Partitions based on authors. Most documents have authors, and frequently this
can be the basis of a useful partition. This is especially true in research-oriented
information systems since authors’ names can often be a good way of partitioning
documents that pertain to a particular activity or subject.
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3. Partitions based on publishers. Publishers, of course, often exercise critical judg-
ment when deciding what documents or books to publish, and such judgment can
be an effective way of partitioning texts that concern a particular topic, or are of a
particular quality. Even the works of a single publisher can be partitioned by, for
example, the names of the journals it publishes.

4. Partitions based on the principal activities of the users. Of course, it has been
the theme of this discussion that the activities of the users of an information system
can be an effective way to classify the information that they use in these activities. It
stands to reason, then, that if the information on a system is being used in a number
of specific activities, then these activities may be an effective basis for partitions.

5. Partitions based on document type. (internal memo, external letter, book,
government publication, published document, financial analysis, etc.)

6. Partitions based on normative taxonomies. We have already discussed how the
normative taxonomies of the sciences are, in some sense, “ideal” subject classi-
fications. It seems logical, then, that such normative taxonomy partitions would
be the goal of any large content-retrieval design. But it is important to understand
that what makes a normative taxonomy such as Botany or Obstetric Medicine so
effective as a way of partitioning information content is that such taxonomies are
part of the practice of being a Botanist or an Obstetrician. Thus, effective norma-
tive taxonomies cannot be easily created by simply ordering system users to think
this way. They are typically only effective if they already exist and are understood
and supported by the potential users of the information retrieval system.

7. Partitions based on physical separation. It is often the case nowadays that exist-
ing information systems are combined with other information systems to produce
larger and more comprehensive information systems. Sometimes, the previous in-
formation systems can be effective partitions for information that is used for a par-
ticular activity, or is concerned with a particular subject area. Consequently, when
information systems are combined to produce larger systems, the system designers
should consider whether to keep the different system contents as searchable parti-
tions of the larger system. This decision should be made, of course, by interviewing
the potential users of the larger system and determining whether they would find
the previous systems useful searchable partitions of the new system. Even the infor-
mation collected by individuals within an organization can sometimes be useful
partitions for an information system. That is, if individuals frequently went to
“Mary Ann. . . ” or “Fred. . . ” to find information on a particular topic or informa-
tion useful in a particular activity, it stands to reason that the information that Mary
Ann and Fred had in their possession may still be effective partitions in this regard.
This is particularly true for individuals who leave an organization, and is a way of
maintaining the usefulness of their information selection after they have gone.

8. Partitions based on information usage. We have already said that it is generally
a good idea to regularly “weed out” useless documents/information. This keeps
the retrieval system from growing larger with information that is of no use to the
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searchers. One of the reasons some information system designers are reluctant
to do this is that they feel that they can’t absolutely say which documents are
so useless that they can be discarded. If this is the case, then when you “weed”
an information system, the documents that are not considered useful do not
have to be thrown away, they merely have to be moved to a partition containing
“less useful” documents that is separate from the active retrieval system. Such a
partition can be the basis for an “archive” of information. Searchers who cannot
find what they want on the active system, then would still be able to search the
partition of “less useful” documents in case what they want is there.

9. Partitions based on previous searches. If the information system can maintain
a record of successful searches, these could be used as heuristics for subsequent
searches. For each successful search, a record should be kept of the natural
language statement of the search query, the actual formal query which retrieved
the desired documents, and the documents which satisfied the request.

It is essential that partitions satisfy two requirements:

1. The reference that defines a partition, such as a time period, author’s name, docu-
ment type, etc. must be completely determinate; that is, there can be no ambiguity
about which partition a document belongs in. If a partition is not completely de-
terminate then it cannot be an effective searchable subset of the entire collection.

2. The partition itself must divide the documents into searchable subsets of the entire
collection, that is, the types of searches which the users engage in should, most of
the time, fall within a single partition, or within a very few partitions. Once again,
it is essential to examine the kinds of searching that the users engage in primarily
to determine what kinds of partitions would satisfy these two criteria.

Using Documents Themselves as Instruments of Organization and Indeterminacy
Reduction—“Exemplary Documents” and “Seed Searching”

Since we have shown how “meaning” in language is best understood by looking at how
words are used, it stands to reason that usage is an important criterion for determining how
document content might be arranged and how it should be referred to or indexed. As we
said, it is best to talk to the users of the system to find out how they discuss the information
content held on the information system. But there is sometimes another source of this
referential information—certain specific documents. The documents that can provide this
segmentation and description of the content in an information system, are what have
been called “exemplary documents.”447 Exemplary documents are those documents that
describe or exhibit the intellectual structure of a particular area of intellectual content.
In so doing, they provide both a referential/indexing vocabulary for that content area
and, more importantly, a natural language context in which the terms which refer to this
content have a clearer meaning, thus making it easier for searchers to understand how the

447D.C. Blair and S. Kimbrough. “Exemplary Documents: A Foundation for Information Retrieval Design,”
Information Processing and Management, vol. 38, pp. 363–379, 2002.
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document/information content is arranged and referred to. The most obvious example of
an exemplary document is the “survey article” that appears in the literature of a particular
research area. This kind of article explicitly discusses the major issues or topics in a field of
study, and often provides specific references from these issues to significant publications,
authors and institutions that are important in this area. But survey articles don’t just provide
a “topography” of the intellectual landscape of the field, they also discuss the issues of
the field using the professional vernacular of that field; that is, they are demonstrations
of how the field refers to, and talks about, these issues and topics, and what the “socially
fixed” references of that content area are. In this way, the survey article can act as a kind of
conservative linguistic process that demonstrates how, out of the many ways a topic could
be discussed, it usually is discussed in that field of inquiry. Survey articles, therefore,
provide two essential elements for representing the intellectual content of documents in a
particular field:

� A description of the major issues or topics in the field, or part of the field.

� A demonstration of the language used to refer to the issues and topics with which
the field is concerned.

Another example of an exemplary document would be in litigation. Corporate and gov-
ernment litigation are just two areas where there is a dramatically increasing number of
large-scale lawsuits—lawsuits in which attorneys may need to have access to thousands,
or sometimes millions of documents. Further, the successful conduct of the lawsuit is
critically dependent on effective document access. The intellectual structure of the in-
formation germane to a particular lawsuit is best exemplified in an exemplary document
called the “complaint.” The complaint identifies, very precisely, the issues or events being
litigated, the individuals involved in the case, and, if relevant, the institutions involved
also. In addition, the complaint will often identify the chronological sequence of events
that ties all the individuals, issues and institutions together, and will often assert causal
links between certain key events which can be useful in retrieval. Looking at the above
examples of exemplary documents, we can start to see some of the characteristics that
many of them have:

i. They provide a synoptic view or survey of at least some of the major topics and
issues of an area of intellectual content.

ii. They often discuss these topics and issues with a vocabulary that is a restricted
subset of all the possible ways these issues could be discussed. An exemplary
document is a demonstration of the “dialect” of natural language that is used to
talk about issues in that content area. In this way, an exemplary document can limit
the “productivity” of language.

iii. They often indicate the structure or framework of the content by showing, explicitly
or implicitly, the relationship between some or all of the issues or topics they
identify (e.g., that certain issues are related causally; or chronologically).

Exemplary Documents enable inquirers to better understand the intellectual structure of
the content of a document collection. One of the trade-offs of content-retrieval is that the
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more complex the intellectual structure of an indexing or representation scheme is, the
harder it may be for the searchers to understand. Yet, if we want to provide high levels of
retrieval effectiveness for some content retrieval systems, then we will need fairly complex
and detailed intellectual structures for representing the various contents of the documents.
But such complex representation schemes will require that inquirers must be able to
learn them. Unfortunately, most indexed collections of documents are not constructed to
facilitate the “learning” of the intellectual structure.448 Often the only way an inquirer can
learn how documents are represented on a system is by trial and error—by submitting
queries and retrieving documents.449 Such a piecemeal process is a very unsystematic and
difficult way to learn, in any general way, how the documents in the collection have been
represented. In the first place, the inquirer may never be able to see enough documents to
form any general opinion about how the documents are represented450; and, in the second
place, if the inquirer can only see individual documents it may be hard to infer what the
broad intellectual relationships are that may exist among the different contents of groups
of documents. Exemplary documents can help to defeat, or at least mitigate, this problem
by providing access to not only the intellectual concepts of a content area, but also to the
structure of those concepts and the specific vocabulary used to discuss them.

Given the capabilities of current information systems, there is a very useful way to present
an exemplary document that structures the content of a particular information system.
Specifically, the full text of the exemplary document can be placed on the information
system with hypertext links from the statements in the text which refer to the information
content of the system, to the actual documents on the system which have these referred
to intellectual contents. This means that the searchers can begin their searches by reading
the exemplary document that refers to their area of interest, and then directly follow the
links from the exemplary document to the subset(s) of the content that they want. This
is a much better way to provide access to the intellectual content of the retrieval system
than by simply listing the different descriptions by themselves, like a subject catalogue
in a library, and providing links to the appropriate documents. Such a list would not give
searchers any indication of what the descriptions actually mean, whereas the exemplary
document not only contains the appropriate descriptions which refer to various contents,
it uses these words in a natural language discussion of the content, so it gives the searchers
a better understanding of what the references actually “mean.” An exemplary document
would be a better introduction to the “meaning” of the references than any definitions of
the references would be.

Seed-Searching and “Pitching Horseshoes in the Dark”: One of the difficulties
searchers have with content retrieval is learning how the content they want is actually
represented on the retrieval system. As we said, the searcher often must try to find out how
content is represented by trial and error. This is made more difficult because there are two
kinds of indeterminacy which occur in content retrieval: the indeterminacy of search term

448D.C. Blair. Language and Representation in Information Retrieval. Elsevier Science, Amsterdam, 1990.
449D.R. Swanson. “Information Retrieval as a Trial-and-Error process,” Library Quarterly, vol. 47:2, pp. 128–
148, April 1977.
450D.C. Blair. “Searching Biases in Large Interactive Document Retrieval Systems,” Journal of the American
Society for Information Science, vol. 31:4, pp. 271–277, July 1980.
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selection, and the indeterminacy of document representation. Together, they act to increase
the overall indeterminacy of the retrieval system. Yet there is, in some retrieval situations,
a way to reduce one of these indeterminacies. The method is called “Seed Searching.”451

When a searcher begins to use a content retrieval system for the first time to search for
some specific content, it is very difficult for him to know with any certainty what the best
candidates for search terms are. This is where the “trial and error” part of content retrieval
begins. But unless the retrieval system uses a well-understood normative representation
scheme, the searcher’s initial queries may be no more than “wild guesses,” and, if so, may
lead to a lot of effort and frustration before he begins to retrieve the information content
that he wants. Basically, when the searcher starts, he doesn’t have a good idea how the
information content he wants is represented on the system, because, as we have shown,
given the “productivity” of language, there may be an uncountable number of ways that
a particular content can be represented or referred to. It’s like “pitching horseshoes in the
dark”—if you can’t see the post you’re trying to hit with your horseshoe, then not only is
it difficult to hit it, but you can’t even tell how far and in what direction you’re pitch of
the horseshoe is off the mark, so it’s hard to make an informed adjustment to the missing
toss. Selecting the right search terms to look for specific content on a new information
retrieval system has a similar character—not only is it hard to find the right search terms,
but it may even be difficult to determine how “far off the mark” the initial search terms
are if they did not retrieve what was wanted—basically, such search failures are relatively
uninformative, if you don’t get the content you want with a particular search query, it is
hard to see how to change it to make a better query. Seed searching is a way to reduce the
effect of this uncertainty. It works in the following way: instead of beginning a content
search by guessing which search terms will work, the searcher should, if possible, begin by
identifying a document he has already read that he knows has the content he wants and see
if it already exists on the system (I’m assuming that such a document can be retrieved by
specifying something other than the content representations, such as the title, the author’s
name, or the publisher and date of publication, etc.). If a searcher can find such a document
on the retrieval system, then he can look at how the content of the document is represented
by the system. This representation can then become the basis for a search query that will
very likely retrieve the content that the searcher wants. Of course, it won’t always be the
case that a searcher can identify a document with the desired content that already exists
on the retrieval system, but it is a strategy that is worth considering since it gives a far
better starting search query than what the searcher would have if he just has to guess at
how the content he wants is represented.452

451D.C. Blair. “Indeterminacy in the Subject Access to Documents,” Information Processing and Management,
vol. 22:2, pp. 229–241, 1986.
452The “Seed Searching” strategy for content retrieval was developed as a result of a request by one of the editors
of Mathematical Reviews in the early 1980s. The editor told me that Mathematical Reviews, which publishes
English language reviews of all the mathematical research articles published throughout the world, was in a
difficult position because many of the subscribers said that they had a hard time determining how the articles
that concerned the branch of mathematical research they were interested in were represented in the reviews. The
editor told me that they were ready to spend up to $400,000 to redesign their classification scheme, so that their
clients could find the content they wanted more easily. He then said that he had contacted me so that I could
help in the redesign of the classification scheme. I pointed out, that instead of changing the representations of
thousands of mathematical reviews stretching back to 1940, it would be far better for them to suggest that their
clients first retrieve an article from Mathematical Reviews that they already knew had the content they wanted,
then look at how the content of that article was represented. These representations could then be used to find
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Measuring the Effectiveness of Content Retrieval

Naturally, a well-run content retrieval system should have a sense of how well it is op-
erating, that is, how successful the searches are that are conducted on the system. Of
course, the system could keep track of the searchers’ evaluations of the success of their
searches. While this is revealing information, it is relatively hard to gather this kind of data
because searchers rarely like to take the time to record their evaluations of their searches.
In addition, it is hard to add evaluations from different searchers together because their
evaluations may not actually be comparable. For example, if two searchers each say that
their respective searches were “unsuccessful” they could still mean very different things
by these descriptions. For one searcher, although the search was “unsuccessful” she im-
mediately saw how to change her search query to retrieve the content that she wanted.
But for the other searcher, the “unsuccessful” search left him completely in the dark, and
became the first of many in a sequence of “unsuccessful” searches. This raises the ques-
tion of whether there is a way to test the overall effectiveness of a content retrieval system
without having to compensate for the probable differences in meaning of the searchers’
evaluations. There is. Once again, we must look at how language is being used in the
searching process.

George Kingsley Zipf demonstrated that there were empirical ways to measure the
effectiveness of language use.453 He showed how one could tabulate the frequen-
cies in which individual words occur in ordinary language usage and construct
a rank-frequency distribution of these words and their frequencies. This distribu-
tion could then be examined to determine how effective the language usage which
produced the data was. Zipf’s rank-frequency distribution in language was used
as a basis for estimating the effectiveness of content-retrieval by Blair(1990).454

But there actually is a similar, but easier way to estimate the effectiveness of a
content-retrieval system. Instead of using the Zipfian distribution as the measure
of retrieval effectiveness, one needs only examine the similarity of the searchers’
use of language and the language of representation for the retrieval system. That is,
the system could keep track of the number of times individual search terms were
used in queries by all searchers, and construct a rank-frequency distribution of the
terms used. Another rank-frequency distribution could be constructed of the terms
used to represent the content of the documents on the retrieval system. These two
rank-frequency distributions could then be compared to see how similar they were.
If they were similar, then it would mean that the searchers were using the language
of content representation in a similar way to the way it was used to represent the
intellectual content of the information. This homogeneity of usage between search-
ing and content representation would most likely mean that content-retrieval on the
system was relatively successful. By the same token, if there is a dissimilarity of

other reviews with similar content. The only requirement would be that the indexing representation process be
consistent, so that even if the articles in a particular area were represented in a way that a client thought was
unusual, once he determined what this representation was all other reviews of documents with similar content
would be represented the same way.
453G.K. Zipf. Human Behavior and the Principle of Least Effort. Hafner, NY, 1965. (Facsimile of the 1949
edition)
454D.C. Blair. Language and Representation in Information Retrieval. Elsevier Science, Amsterdam, 1990.
The importance of Zipf’s examination of language for evaluating the effectiveness of content-retrieval is discussed
in detail in Chapter 4 of this book: “Language and Representation: the Central Problem in Information Retrieval.”
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language usage between searching and content representation then it is clear that
the searchers are using the language of content representation differently than it is
being used by the retrieval system to represent the content of the documents. This
would be a general indicator of probable poor searching results. The advantage of
this method, of course, is that it is very easy to calculate since a retrieval system
could be programmed to gather this data as searches are carried out on the system.
It is also a feasible way to calculate the effectiveness of a content-retrieval system
without forcing the searchers to record their judgments of retrieval effectiveness
every time they search. The basic assumption of this method is that if searchers
are to be successful at retrieving the intellectual content they desire, they must
use language in searching in the same way that the language is used to represent
the content of the information on the retrieval system. This assumption is clearly
consistent with the Wittgensteinean view of language that we have discussed here.

The STAIRS Evaluation: A Final Look

Given this discussion of the practical methods for mitigating the effects of indeterminate
content retrieval, it may be instructive to discuss how these recommendations could have
been used to make a better retrieval system out of the full-text content retrieval system
investigated in the STAIRS evaluation. First of all, as the searchers used the STAIRS
system it was clear that many of the searches required documents of a specific type.
Consequently, document type would have been an effective partition for the collection.
Each document on the system should have been classified according to its type so it could
be retrieved with other documents of the same type. Since the document type was not
something that could be inferred by the computer from the text of the document alone,
these representations of the documents would have had to be applied to the documents
manually. The type of document is a fairly determinate representation, so it would not have
been a difficult description to add to the documents. The STAIRS study was conducted on
a document collection used to defend a large corporate lawsuit, so the official “complaint”
of the lawsuit which described the legal issues being contested was a complete description
of the content of the document collection. In other words, only documents relevant to
issues identified in the lawsuit were included in the information retrieval system. The
complaint specified 13 issues that were being contested. Since every document had to
be relevant to one of these issues, it is clear that these 13 issues could also serve as
partitions for the document collection, and the complaint itself was a good candidate
for an “exemplary document” to be included with the collection. Since each document
included in the collection had to be personally examined and determined to be relevant,
it would not have been much extra effort to also determine which partitions (document
type and issue in the complaint) each relevant document fell into, and manually add these
representations to the documents. Of course, the essence of full-text retrieval then was
that such manual indexing procedures were not necessary, but the results of the STAIRS
evaluation showed that full-text retrieval was not sufficient by itself to enable effective
retrieval of specific content on a large retrieval system. How much these partitions would
have improved the results of the STAIRS evaluation is, of course, not clear, but there is
little doubt that they would have improved the performance of the system. This is because,
instead of applying the search queries to all the 40,000 documents in the collection, the
queries would have been applied to the much smaller partitions of the collection.
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Finally, some content retrieval system designers remain expectant of a technical solution
to the problems of retrieving specific content on a large retrieval system. This could, they
think, take the form of either a particularly fast search engine or the development of a
computer system that “understands” language use. To expect that there will be such a
simple technical solution to the problem of indeterminacy in content retrieval is to ignore
the complexity of language that the field of the philosophy of language is a testament to. If
meaning in language is not something that is “in the head” but attains its meaning through
the context and circumstances of usage, then no computer can ever have the understanding
of language that an ordinary individual has, because a computer cannot participate in the
activities and circumstances that an ordinary individual does. As Hilary Putnam put it,
“Cut the pie any way you like, ‘meanings’ just ain’t in the head!”455 We could modify his
statement to assert, just as convincingly:

Cut the pie any way you like, “meanings” just ain’t in the computer!

Summary of the Design Criteria for Large Content-Retrieval Systems

While every content retrieval system is in some sense unique, there are some general
guidelines which we can extract from the previous discussion that can help to improve the
retrieval of information with specific content.

1. Regularly weed out useless documents, otherwise searchers may wind up “drinking
from the firehose”—that is, having retrieved sets of documents that are too large
to examine completely.

2. Talk to the potential searchers to determine:

i. What kind of search will be most common: sample, exhaustive or specific. This
will determine how important it will be to mitigate the inherent indeterminacy
of content retrieval (i.e., if most searches are just sample searches, then in-
determinacy will not be too much of a problem, but if specific or exhaustive
searches are the norm, then mitigating strategies should be adopted).

ii. How they actually talk about and refer to the intellectual content managed by
the information system.

iii. What possible partitions can be placed in the system that can reduce the number
of documents being searched for individual queries, and can focus the searches
on groups that likely contain the desired documents.

3. Try to find “exemplary documents” which discuss the intellectual content of in-
formation on the retrieval system. If they can be found, set them up as “entrances”
and organizers of the content of the system.

455H. Putnam. “The Meaning of ‘Meaning’,” Language, Mind and Knowledge, Minnesota Studies in the
Philosophy of Science, v. VII, pp. 131–193, 1975. Quotation is from p. 144.
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4. If strategies are needed to mitigate indeterminacy look at the possibility of provid-
ing relatively determinate “partitions” of the collection that can focus searches on
smaller parts of the document collection.

5. Consider keeping a record of the rank-frequency distributions of search terms and
content representation terms.

6. Create a taxonomy of activities and practices that use the documents in the collec-
tion and link the documents to the activities and practices that use them.

7. For each of the terms in the indexing/searching vocabulary that has multiple mean-
ings in everyday usage, link it explicitly to a “perspicuous representation” in the
document collection which can provide the searchers with good examples of what
the term actually “means,” that is, how it is used, in the retrieval system.

8. Finally, educate the searchers to give them an understanding of the unavoidable
indeterminacy of content representation, and of the various mitigating strategies
for effective retrieval: Partitions, Exemplary documents, Seed Searching, and the
relation of content to the activities that use it.

The End
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