
Chapter 7 

Prolegomena 
to Any Future Metacat1 

DOUGlAS HOFSTADTER 

An Incipient Model of Fluidity, Perception, Creativity 

In her book Analogy-Making as Perception, Melanie Mitchell has described 

with great precision and clarity the realization of a long-standing dream of mine 
- a working computer program that captures what, to m e , are many of the 
central features of human analogy-making, and indeed, of the remarkable 
fluidity of human cognition. 

First and foremost, the Copycat computer program provides a working 
model of fluid concepts - concepts with flexible boundaries, concepts whose 
behavior adapts to unanticipated circumstances, concepts that will bend and 
stretch- but not without limit. Fluid concepts are necessarily, I believe, emergent 
aspects of a complex system; .I suspect that conceptual fluidity can only come 
out of a seething mass of subcognitive activities, just as the less abstract fluidity 
of real physical liquids is necessarily an emergent phenomenon, a statistical 
outcome of vast swarms of molecules jouncing incoherently one against an
other. In previous writings I have argued that nothing is more central to the 
study of cognition than the nature of concepts themselves, and yet surprisingly 
little work in computer modeling of mental processes addresses itself explicitly 
to this issue. Computer models often study the static properties of concepts -
context-independent judgments of membership in categories, for instance 
but the question of how concepts stretch and bend and adapt themselves to 
unanticipated situations is virtually never addressed. 

Perhaps this is because few computer models of higher-level cognitive 
phenomena take perception seriously; rather, they almost always take situations 

1. This chapter was originally written as the Mterword to Analogy-Making as Perception by Melanie 
Mitchell, and was published therein. 
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as static givens - fixed representations to work from. Copycat, by contrast, 
draws no sharp dividing line between perception and cognition; in fact, the 
entirety of its processing can be called high-level perception. This integration 
strikes me as a critical element of human creativity. It is only by taking fresh 

looks at situations thought already to be understood that we come up with truly 
insightful and creative visions. The ability to reperceive, in short, is at the crux of 

creativity. 

This brings me to another way of describing Copycat. Copycat is 
nothing if not a model, albeit incipient, of human creativity. When it is in 
trouble, for instance, it is capable of bringing in unanticipated concepts from 
out of the blue and applying them in ways that would seem extremely 
far-fetched in ordinary situations. I am thinking specifically of how, in the 
problem "abc ~ abd; mnjjj~ ?",the program will often wake up the concept 
·"sameness group" and then, under that unanticipated top-down pressure, will 
occasionally perceive the single letter m as a group- which a priori seems like 
the kind of thing that only a crackpot would do. But as the saying goes, "You 

see what you want to see." It is delightful that a computer program can "see 
what it wants to see", even if only in this very limited sense - and doing so 

leads it to an esthetically very pleasing solution to the problem, one that many 

people would consider both insightful and creative. 
All these facets of Copycat - fluid concepts, perception blurring into 

cognition, creativity - are intertwined, and come close, in my mind, to being 
the crux of that which makes human thought what it is. Connectionist 
(neural-net) models are doing very interesting things these days, but they are 
not addressing questions at nearly as high a level of cognition as Copycat is, 
and it is my belief that ultimately, people will recognize that the neural level 
of description is a bit too low to capture the mechanisms of creative, fluid 

thinking. Trying to use connectionist language to describe creative thought 
strikes me as a bit like trying to describe the skill of a great tennis player in 
terms of molecular biology, which would be absurd. Even a description in terms 
of the activities of muscle cells would lie at far too microscopic a level. What 
makes the difference between bad, good, and superb tennis players requires 
description at a high functional level - a level that does not belong to 
microbiology at all. 

If thinking is a many-tiered edifice, connectionist models are its basement 
and the levels that Copycat is modeling are much closer to the top. The trick, 
of course, is to fill in the middle levels so that the mechanisms posited out of 
the blue in Copycat can be justified (or "cashed out", as philosophers tend to 
say these days) in lower-level terms. I believe this will happen, eventually, but I 

think it will take a considerable length of time. 
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Copycat: Self-aware, But Very Little . 

Cognition is an enormously complex phenomenon, and people look at it in 
incredibly different ways. One of the hardest things for any cognitive scientist to 
do is to pick a problem to work on, because in so doing one is effectively choosing 

to ignore dozens of other facets of cognition. For someone who wishes to be 
working on fundamental problems, this is a gamble - one is essentially putting 

one's money on the chosen facet to be the essence of cognition. My research group 
is gambling on the idea that the study of concepts and analogy-making is that 
essence, and the Copycat program represents our first major step toward modeling 
these facets of cognition. I think Copycat is an outstanding achievement, and I am 
very proud of this joint work by Melanie and myself. 

But of course, this work, however good it is, falls short of a full explanation 
of the phenomena it is after. Mter all, no piece of scientific work is ever the last 
word on its topic- especially not in cognitive science, which is just beginning 
to take significant strides toward unraveling the mind's complexity. In this 
afterword, I would therefore like to sketch out some of my hopes for how the 

Copycat project will be continued over the next few years. 

One of the prime goals of the Copycat project is, of course, to get at the 
crux of creativity, since creativity might be thought of as the ultimate level of 
fluidity in thinking. I used to think that the miniature paradigm shift in the 

problem "abc ~ abd; ~z ~?",wherein a is mapped onto z and as a conse
quence, a sudden dramatic perceptual reversal takes place, was really getting at 
the core of creativity. I still believe that this mental event as carried out in a 
human mind contains something very important about creativity, but it now 
seems to me that there is a significant quality lacking in the way this mental 
event is carried out in the "mind" of Copycat. 

I would say that Copycat's way of carrying out the paradigm shift that leads to 

~z ~ uryz is too unconscious. It is not that there is no awareness in the program of 
the problem it is working on; it is more that Copycat has little awareness of the 
processes that it is carrying out and the ideas that it is working with. For instance, 

Copycat will try to take the successor of z, see that it cannot do so, go into a "state 
of emergency", try to follow a new route, and wind up hitting exactly the same 
impasse again. This usually occurs several times before Copycat discovers a way out 
of the impasse- not necessarily a clever way out, but just some way out. By contrast, 
people working on this problem do not get stuck in such a mindless mental loop. 
Mter they have hit the z-snag once or twice, they seem to know how to avoid it in 
the future. Copycat's brand of awareness thus seems to fall quite short of people's 

brand of awareness, which includes a strong sense of what they themselves are 
doing. One wants a much higher degree of self-awareness on the program's part. 
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Shades of Gray along the Consciousness Continuum 

There is a clear danger, whenever one thinks about the "awareness" or 
"consciousness" of a computer model of any form of mentality, of getting carried 
along by the intuitions that come from thinking about computers at the level 
of their arithmetical hardware, or even at the level of ordinary deterministic 

symbol-manipulating programs, such as word-processing programs, graphics 
programs, and so on. Virtually no one believes that a word processor is con
scious, or that it has any genuine understanding of notions such as "word", 
"comma", "paragraph", "page", "margin", etc. Although such a program deals 

with such things all the time, it no more understands what they are than a 
telephone understands what voices are. One's intuition says that a word 
processor is just a user-friendly but deceptive Ja~ade erected in front of a 
complex dynamic process- a process that, for all its complexity and dynamism, 
is no more alive or aware than a raging fire in a fireplace is alive. 

This intuition would suggest that all computer systems- no matter what 
they might do, no matter how complex they might be- must remain stuck at 

the level of zero awareness. However, this uncharitable view involves an unin
tended double standard: one standard for machines, another for brains. Mter 
all, the physical substrate of brains, whether it is like that of computers or not, 
is still composed of nothing but inert, lifeless molecules carrying out their 
myriad minuscule reactions in an utterly mindless manner. Consciousness 
certainly seems to vanish when one mentally reduces a brain to a gigantic pile 
of individually meaningless chemical reactions. It is this reductio ad absurdum 

applying to any physical system, biological or synthetic, that forces (or ought to 
force) any thoughtful person to reconsider their initial judgment about both 
brains and computers, and to rethink what it is that seems to lead inexorably to 
the. conclusion of an in-principle lack of consciousness "in there", whether the 
referent of "there" is a machine or a brain. 

Perhaps the problem is the seeming need that people have of making 
black-and-white cutoffs when it comes to certain mysterious phenomena, such 
as life and consciousness. People seem to want there to be an absolute threshold 
between the living and the nonliving, and between the thinking and the "merely 
mechanical", and they seem to feel uncomfortable with the thought that there 
could be "shadow entities", such as biological viruses or complex computer 
programs, that bridge either of these psychologically precious gulfs. But the 
onward march of science seems to force us ever more clearly into accepting 
intermediate levels of such properties. 

Perhaps we jump just a bit too quickly when we insistently label even the 
most sophisticated of today's "artificial life" products as "absolutely unalive" and 
the most sophisticated of today's computational models of thought as "abso-



Prolegomena to Any Future Metacat 311 

lutely unconscious". I must say, the astonishing subtlety of Terry Winograd's 
SHRDLU program of some 20 years ago (Winograd, 1972) always gives me pause 
when I think about whether computers can "understand" what is said or typed 

to them. SHRDLU always strikes me as falling in a very gray area. Similarly, 
Thomas Ray's computational model of evolution, "Tierra" (Ray, 1992) , can give 

me eerie feelings of looking in on the very beginnings of genuine life, as it 
evolved on earth billions of years ago. 

Perhaps we should more charitably say about such models of thought as 
SHRDLU and Copycat that they might have an unknown degree of consciousness 
-tiny, to be sure, but not at an absolute-zero level. Black-and-white dogmatism 
on this question seems as unrealistic, to me, as black-and-white dogmatism over 

whether to apply the label "smart" or "insightful" to a given human being. 
If one accepts this somewhat disturbing view that perhaps machines- even 

today's machines- should be assigned various shades of gray (even if extremely 
faint shades) along the "consciousness continuum", then one is forced into trying 

to pinpoint just what it is that makes for different shades of gray. 

The Key Role of Self-monitoring in Creativity 

In the end, what seems to make brains conscious is the special way they are 

organized- in particular, the higher-level structures and m echanisms that come 

into being. I see two dimensions as being critical: ( 1) the fact that brains possess 
concepts, allowing complex representational structures to be built that automat
ically come with associative links to all sorts of prior experiences, and (2) the 

fact that brains can self-monitor, allowing a complex internal self-model to arise, 

allowing the system an enormous degree of self-control and open-endedness. 
(These two key dimensions of mind - especially their role in creativity- are 

discussed in Chapters 12 and 23 of Hofstadter 1985.) Now Copycat is fairly 

strong along the first of these dimensions - not, of course, in the sense of 
having many concepts or complex concepts, but in the sense of rudimentarily 
modeling what concepts are really about. On the other hand, Copycat is very 

weak along the second of these dimensions, and that is a serious shortcoming. 
One might readily admit that self-monitoring would seem to be critical 

for consciousness and yet still wonder why self-monitoring should play such a 
central role in creativity. The answer is: to allow the system to avoid falling into 

mindless ruts. 

The animal world is full of extremely complex behaviors that, when 

analyzed, turn out to be completely preprogrammed and automatized. (A 
particular routine by the Sphex wasp provides a famous example, and indeed, 

forms the theme song in the second of the two chapters cited above.) Despite 
their apparent sophistication, such behaviors possess almost no flexibility. The 

I 
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difference between a human doing a repetitive action and a more primitive 
animal doing a repetitive action is that humans notice the repetition and get 
bored; most animals do not. Humans do not get caught in obvious "loops"; they 
quickly perceive the pointlessness of loopy behavior and they jump out of the 

system. This ability of humans (humorously dubbed "antisphexishness" in the 
aforementioned chapter) requires more than an object-level awareness of the task 

they are performing, but also a meta-level awareness- an awareness of their own 
actions. Clearly, humans are not in the slightest aware of their actions at the 
neural level; the self-monitoring carried out in human brains is at a highly 
chunked cognitive level, and it is this coarse-grained kind of self-monitoring that 
seems so critical if one is to imbue a computer system with the same kind of 
ability to choose whether to remain in a given framework or to jump out of that 
framework. 

In my above-mentioned chapter on self-watching, I wound up surprising 
myself by citing, in an approving manner, somebody with whom I had earlier 
thought I had absolutely no common ground at all - the British philosopher 
]. R. Lucas, famous for his strident article "Minds, Machines, and Godel'' (Lucas, 
1961), in which he claims that Godel's incompleteness theorem proves that 
computers, no matter how they are programmed, are intrinsically incapable of 
simulating minds. Let me briefly give Lucas the floor: 

At one's first and simplest attempts to philosophize , one becomes entan

gled in questions of whether when one knows something one knows that one 

knows it, and what, when one is thinking of oneself, is being thought about, 

and what is doing the thinking .... 

The paradoxes of consciousness arise because a conscious being can be 

aware of itself, as well as of other things, and yet cannot really be construed 

as being divisible into parts .. .. A machine can be made in a manner of 

speaking to 'consider' its performance, but it cannot take this ' into account' 

without thereby becoming a different machine, namely the old machine with 

a ' new part' added. But it is inherent in our idea of a conscious mind that it 

can reflect upon itself and criticize its own performances, and no extra part 

is required to do this: it is already complete, and has no Achilles' heel. 

This passage suggests the vital need for what might be called "reflexivity" 
(i.e., the quality of a system that is "turned back" on itself, and can watch itself) 
if a mechanical system is to attain what we humans have. I am not at all 
sympathetic to Lucas' claims that machines can never do this- indeed, I shall 
give below a kind of rough sketch of an architecture that could do something 
of this sort; rather, I am sympathetic to the flavor of his argument, which is one 
that many lay people would resonate with, yet one that very few people in 
cognitive science have taken terribly seriously. 
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Another idea that resonates with the flavor of Lucas' article is captured by 
the title of a posthumous book of papers by the uniquely creative Polish-American 
mathematician Stanislaw Ulam: Analogies Between Analogies. The obvious implica
tion of the title is that Ulam delighted in meta-level thinking: thinking about his 
own thoughts, and thinking about his thoughts about his thoughts, etc. etc., ad 

nauseam, as Lucas might say. Spelling out the next level implied by this title would 
be superfluous- everybody sees where it is heading- and the feeling is of course 
that the more intelligent someone is, the more levels of "m eta" they are comfort
able with. 

A Stab at Defining Creativity 

This sets the stage for me to describe m y long-term ambitions for Copycat. 
The goals to b described below have emerged in my mind over the past several 
years, as I have watched Copycat grow from a metaphorical embryo into a baby 
and then a toddler. I was led to summarize these goals succinctly at a lecture I 
was giving on Copycat as a model of creativity, when somebody asked me 
point-blank if I thought that Copycat really captured the essence of creativity. 
Was there anything left to do? Of course I felt there was much more to do, and 
so, prompted by this question, I tried to articulate, in one short phrase, what I 
think the creative mind does, as opposed to more run-of-the-mill minds. Here 
is the phrase I came up with: 

Full-scale creativity consists in having a keen sense for what is inter
esting, following it recursively, applying it at the meta-level, and 
modifying it accordingly. 

This was too terse and cryptic, so I then "unpacked" it a little. Here is roughly 
how that went. Creativity consists in: 

• Having q, keen sense for what is interesting: that is, having a relatively 
strong set of a priori "prejudices"- in other words, a somewhat 
narrower, sharper set ofresonances than most people's, to various 
possibilities in a given domain. It is critical that the peak of this 
particular individual's resonance curve fall close to the peak of the 
curve representing the average over all people, ensuring that the 
would-be creator's output will please many people. An example of 
this is a composer of popular tunes, whose taste in melodies is likely 
to be much more sharply peaked than an average person's. This 
aspect of creativity could be summarized in the phrase central but 

highly discriminating taste. 
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• Following it recursively: that is, following one's nose not only in 
choosing an initially interesting-seeming pathway, but also continu
ing to rely on one's "nose" over and over again as the chosen 
pathway leads one to more and more new choice-points, them
selves totally unanticipated at the outset. One can imagine trying 
to find one's way out of a dense forest, making one intuitive choice 
after another, each choice leading, of course, to a unique set of 
further choice-points. This aspect of creativity could be summa
rized in the t rm self-confidence. 

• Applying it at the meta-level: that is, being aware of, and carefully 
watching, one's pathway in "idea space" (as opposed to the space 
defined by the domain itself). This means being sensitive to unin
tended patterns in what one is producing as well as to patterns in 
one's own mental processes in the creative act. One could perhaps 
say that this amounts to sensitivity to form as much as to content. This 
aspect of creativity could be summarized in the term self-awareness. 

• ModifYing it accordingly: that is, not being inflexible in the face of 
various successes and failures, but modifYing one's sense of what 
is interesting and good according to experience. This aspect of 
creativity could be summarized in the term adaptability. 

Note that this characterization implies that the system must go through 
its own experiences, just as a person does, and store them away for future use. 
This kind of storage is called "episodic memory", and Copycat entirely lacks 
such a thing. Of course, during any given run, Copycat retains a memory of 
what it has done- the Workspace serves that role. But once a given problem 
has been solved, Copycat does not store memories of that session away for 
potential help in attacking future problems, nor does it modifY itself perma
nently in any way. Amusingly, babies and very young children seem similarly 
unable to lay down permanent memory traces, which is one reason that adults 
virtually never have memories of their infancy. If Copycat is to grow into an 
"adult", it must acquire that ability that adults have: the ability to commit to 
permanent memory episodes one has experienced. 

Five Challenges Defining What Any Future Metacat Must Do 

The third point listed above stresses the importance of self-watching -
making explicit representations not just of objects and relationships in a 
situation before one, but also representations of one's own actions and reac
tions. To a very limited extent, Copycat already has a self-watching ability. It is 
described at the end of Chapter 7 of Mitchell's book, in a section entitled 
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"Self-Watching". However, the degree of reflexivity that I envlSlon goes far 
beyond this. Indeed, it would alter Copycat so radically that the resulting 
program ought probably to be given some other name, and for want of a better 
one, I tentatively use the name "Metacat". Here, then, are several ways in which 

the hypothetical Metacat program would go beyond Copycat: 

(1) We humans freely refer to the "issues involved in" or "pressures 

evoked by" a given puzzle. For example, the problem "abc==> abd; 
~z ==> ? " is about such issues as: recovery from a snag; bringing in 
a new concept ("last") under pressure; perceptual reversal and 

abstract symmetry; simultaneous two-tiered reversal; and a few other 
things. However, Copycat has no explicit representation of issues 

or pressures. Although it makes conceptual slippages such as "suc
cessor==> predecessor", it does not anywhere explicitly register that 
it is trying out the idea of "reversal". It does not "know what it is 

doing" - it merely does it. This is because, even though the 
concept of "reversal" (i.e., the node "opposite") gets activated in 

long-term memory (i.e., the Slipnet) and plays a crucial role in 

guiding the processing, no explicit reflection of that activation 

and that guiding role ever gets m ade in the Workspace. 
A Metacat, by contrast, should be sensitive to any sufficiently 

salient event that occurs inside its Slipnet (e.g., the activation of 

a very deep concept) and should be able to explicitly turn this 
recognition into a clear characterization, in its Workspace, of the 

issues that the given problem is really "about". Additionally, the 

program should be able to take note of the most critical actions 
that occur in its Workspace, and to create a record of those actions. 

This way, the program would leave an explicit coarse-grained 

temporal trail behind it. 
The way in which such self-monitoring would take place 

would roughly be this. Copycat, as it currently stands, is pervaded 
by numerical measures of "importance", roughly speaking. 
There are important objects, important concepts, important corre
spondences, and so on. We would simply add one further numeri
cal measure- a rough-and-ready measure of the import of an 

event in the Workspace or of a change in activation in the Slipnet. 

For actions in the Workspace, import would reflect such features 
as the size of the object acted upon (the bigger the better) and 

the conceptual depth of its descriptions, among other things; for 
actions in the Slipnet, import would reflect the conceptual depth 
of the node activated, among other things. The details don' t 



316 Douglas Hofstadter 

matter here; the main thing is that events ' import values would 

be spread out over a spectrum, allowing one to filter out all those 
events whose import was be low some threshold, leaving one with 

a highly selective view of what has happened. 

This high-level view of events taking place, once it is explic

itly represented in some part of the Workspace (the "Lucas part", 

it might be called!), would then itself be subject to perceptual 

processing by codelets looking for patterns. This would thus 
allow the system to become aware of regularities in its own 

actions, and perhaps to get a hold of the pressures in a given 

problem, which would lead to a characterization of what a given 

problem is "about". Of course, what a problem is considered to 

be about depends on what answer one comes up with , so in a 

sense this would be a description not of what the problem as a 
whole is about, but of the issues that a given answer is about. This 

is but the crudest approximation to what people do, but it is at 

least a first stab. 

(2) We humans readily see how a given answer to a given analogy 

puzzle could make sense to someone else, even if we ourselves 

did not think of it, and might well never have thought of it on 

our own. The current version of Copycat, however, has no such 

capability. It needs to be given the capacity to work backwards 

from a given answer suggested by an outside agent. If the pro

gram has the capacity to see through to the issues that a given 

answer is about, this working-backwards capacity would allow it 
to size up an answer quickly and to put it in mental perspective. 

From that point on, it would be able to engage in "banter" of sorts 

with a human about the merits and demerits of a given solution. 

( 3) We humans do not forget what we have done right after doing it. 

Rather, we store our actions in episodic memory. So too, Metacat 

should store a trace of its solution of a problem in an episodic 
memory. There are two important types of consequence of this 

ability. 

The first type of consequence is that, during a single prob

lem-solving session, the program should be able to avoid falling 

into mindless loops, and to 'jump out of the system" (meaning, 

for instance, that it should be able to make an explicit decision, 

based on its failures, to focus on previously-ignored objects or 

concepts). The second type of consequence is that, over a longer 

time span, it should be able to be "reminded" of previously 

encountered problems by a new problem. At present, of course, 
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Copycat does not in any way try to model retrieval of episodes in 
its past, because it simply does not have any past, no matter how 
many problems it has solved. (Of course, during a run, the 

present version of Copycat has a short-term past, but all that is 

lost once the run is over.) With an episodic memory, that would 

all be changed. 

Metacat's search for analogous episodes would be governed 
by many of the same principles that pervade Copycat's architec

ture: activation would spread from concepts involved in the 
current problem (e.g., "symmetry", "reversal") to problems in 

episodic memory that were indexed under those concepts. Need

less to say, all of this would be heavily biased by conceptual depth, 
so that surface-level remindings would be kept to a minimum. 

( 4) We humans have a clear "meta-analogical" sense - that is, an 

ability to see analofSies between analofSies, as in the title of Ulam's 
book. An episode-retrieval ability as just described would endow 

Metacat with the capacity to map one Copycat analogy problem 
(and its answers) onto another, thus making an analogy not 
between two letter-strings, but a meta-level analogy between two 

puzzles, based on issues and pressures that they evoke. 

Going even further, it would be hoped that the ability to 
make such meta-level analogies would automatically entail the 

ability to make meta-meta-analogies, and so forth. Thus a Metacat 

program would hopefully be able to relate the way ~hich two 
specific analogy puzzles were early on noticed to resemble each 

other to the way in which two other analogy puzzles have just now 

been noticed to resemble each other. (Thus we are moving 

beyond the title of Ulam's book!) Achieving this multi-leveled 

type of self-reflectiveness would, I firmly believe, constitute a 
major milestone en route to a theory of how consciousness 

emerges from the interaction of many small subcognitive agents 
in a system. 

(5) Finally, we humans not only enjoy solving these kinds of puzzles, 
but can enjoy making up new puzzles. It takes a keen explicit 

sense of the nature of pressures involved in problems to make 
up a really new and high-quality Copycat analogy puzzle. 

What makes a problem good is often the fact that it has two 
appealing answers, of which one is deep but elusive while the 

other is shallow but easy to see. An elegant example is the 

puzzle "ape => abe ; ope => ?",which admits of the easy-to-find 

answer ope => obe (based on a letter-by-letter imitation of what 

317 
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happened to ape) and the elusive answer ope ::::) opq (based on 
an abstract vision according to which the defect in a flawed 
successor group is removed) . While both answers make perfect 
sense, the latter is clearly far more elegant than the former. 

Inventing a problem of this sort, delicately poised at the 
balance point between two rival answers, requires an exquisite 
internal model of how people will perceive things, and often 
requires exploration of all sorts of variants of an initial problem 
that are close to it in "problem space", searching for one that is 
optimal in the sense of packing the most issues into the smallest 
and "clean est" problem. This is certainly a type of esthetic sense. 
(Incidentally, I feel no need to apologize for the inclusion of 
esthetic qualities, with all the subjectivity that they imply, in the 
modeling of analogy-making. Indeed, I feel that responsiveness 
to beauty and its close cousin, simplicity, plays a central role in 
high-level cognition, and I expect that this will gradually come to 
be more clearly recognized as cognitive science progresses.) 
Needless to say, Copycat as it currently stands has nothing re

motely close to such capabilities. 

Work towards this type ofMetacat program is just beginning at the Center 
for Research on Concepts and Cognition at Indiana University. If the effort to 
impart these sorts of abilities and intuitions to a Metacat program is a success, 
then, I would say, Metacat will be truly insightful and creative. I make no 
pretense that the above description is a clear recipe for an architecture, 
although to be sure, what is in my mind is considerably more fleshed-out than 
this vague sketch. These wildly ambitious ideas are unlikely ever to be realized 
in full, but they can certainly play the role of a pot of gold at the end of the 
rainbow, pulling me and my eo-workers on toward a perhaps chimerical goal. 

I have been privileged to travel a long way in search of the pot of gold in 
company of Melanie Mitchell. Her beautiful work has deeply inspired me, and 
I hope that it will similarly inspire a new generation of questers after the 
mysteries of mind. As we go forward, the more clearly we see how long a road 
remains ahead of us. 
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