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This document provides a relatively coarse overview about the intended features of Glue. 

Hopefully, the reader will get an impression about the possibilities of Glue despite the brevity of 

this document. So far, it also does not contain a comparative feature matrix that would relate it to 

other, similar software. Most of those items are powerful as well, like Akka (a real gem). Yet, they 

all have one or more drawbacks that justifies the development. 
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Purpose of Glue 

Glue is a messaging middleware suitable to link applications or parts of applications. Since there 

are tons of other software serving the same purpose, the primary question then is why to create 

just another messaging middleware.  

The difference between Glue can be described easily along four main dimensions: 

(1) The type of targeted applications; 

(2) Capabilities and characteristics of establishing links; 

(3) Topology of the resulting network; 

(4) Ease-of-use, extensibility and „independence“ from physical constraints. 
 

While items of any kind of application could be linked, the main class of targeted applications are 

artificial neural systems. Inspired by natural neural systems, Glue is not a „neutral“ messaging 

system that is supposed to work „as installed.“ Glue is able to build up preferences regarding the 

strength, priority or directedness of links. Any other kind / instance of middleware we know about 

is supposed to provide perfect transparency. 

In contrast to any other messaging framework, the routing of a message in Glue is not just 

determined by addresses; instead, the route of a message and so the actualization of a particular 

link between two (or more) participants is given only by different kinds of (probabilistic) rules. As a 

consequence, the contracting of an actual link is not based on formats or fields, but on 

(symbolized) exposure of behavior. The result is a probabilistic message routing, which even can 

cascade itself in a self-organizing manner. 

Finally, it is independent of particular transport protocols, as it contains the representatives from 

different layers in the OSI model: UDP, TCP, FTP or HTTP. They can be even mixed. Since its 

„semantics“ is presented in xml, Glue is easily extensible, while any programming language can be 

used to interact with.   

Roles  

Basically, the Glue offers 3 different roles 

 the MessageBoard  

 the source, a kind of participant ("client")  

 the receptor, a kind of participant  

 

Usually, participants play just one role. An instance of a participant registers at the „next“ 

MessageBoard with a main role; yet, receptors can apply also for a secondary role as source 
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Sources of primary role source can not apply as receptors, but they may receive anonymous 

messages upon subscriptions. 

Sources are the originator of transactions. Receptors may receive messages either as transactional 

tasks ("activated" message) or as a subscription ("passive") message. 

Both sources and receptors own the property of document type; this information is used by the 

MessageBoard to select the actual receptor from the population of available receptors. Yet, it is not 

determined which receptor exactly will be taken, unless it is not required by the issuer of the 

message (the source).  

Messaging  

The glue offers three different channels for messages 

 transactions, between participants, relayed via a MessageBoard;  

 subscriptions, forked from a transaction towards further participants, which could be both a 

source or a receptor;  

 cascading, relaying of messages between MessageBoards, usually located at different sections 

of a network ("remote").  
 

Deliveries of transactions are always confirmed (except confirmations, of course); they are always 

issued by an identified source; such, the source may receive a result package, if the task has been 

handled by a receptor. The flag whether a source will get a result package returned is part of the 

message issued by the source. 

Subscriptions are copied messages without a transaction ID. Issuers of transactions can control 

whether a message can be subject of subscription as a TaskPackage, as ResultPackage, in either 

form or not at all. Issuers also may determine which parts of the message are subscribable: 

everything a (textual) summary, clear xml meta data or only the data package (task package + 

included data object). Whether or not a subscriber can deal with the encoded objects is purely on 

the side of the subscriber.  

Additionally, the subscription of messages can be confined to groups of participants as defined 

beforehand. 

Only receptors may take a secondary role as a source. Such elements are then to be conceived as 

a general transformer, linking "functional" elements on an increasingly higher-level.  

There are two different kinds of transactional messages: tasks or travels. For messages of the 

"task"-type a result will be returned. If the MessageBoard does not receive a result package, it will 

assign a "failure" state to the transaction. For messages of the "travel" type, the MessageBoard will 
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inform the source immediately after itself has got the confirmation of the receptor, but no results 

will be returned by the receptor.  

Based on these mechanisms, any kind of message distribution topology can be achieved.  

Transactions and subscriptions are realized as services. That is, they actualize an event 

mechanism. Such, the both can be conceived as a kind of "future," as it is known from java 

concurrency. Yet, with Glue, there is no need of relating objects, defining task methods, handling 

threads, etc. Everything is covered by the facade of the transaction mechanism.  

Transactions  

Transactions are defined as compound items, consisting of messaging properties and a task 

package object. Both are packed into xml. The task package object is represented in encoded form 

as base64 string, while the messaging properties are standard xml tags. 

The task package object is also a compound. It may contain a further data object in encoded form. 

The receptor need to know about the structure of that object.  

The MessageBoard relays a transaction only to those receptors that have announced a matching 

document type to the MessageBoard; if a receptor can't decode the object contained in the task 

package (or even not the task package itself), nothing will happen. 

Transactions are stateful, i.e. any message (except the confirmation, of course) will be confirmed. 

Thus it is possible to detect failures regarding the transfer of a message as well as regarding ist 

processing.  

Subscriptions  

Messages upon subscriptions are anonymous and stateless. The MessageBoard will remove any 

information about the issuer before relaying a message. 

Subscriptions can define any number of (key : values) pairs that are act together as a filter, where 

values can be whole texts. The matching is done ONLY upon the readable part of a message, since 

the MesageBoard can not know anything about the content of the transferred objects. The 

matching can be defined as a „context“ that is defined by degrees of matching, including the serial 

order or high-level models that actually are provided by linked participants.   

Hence, issuers (sources and receptors) should provide descriptive and appropriate meta-content 

about the transferred objectified data.  

Any participant can define several subscriptions, regardless ist main role. 
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Receptors can define one item of the subscriptions as a "master" subscription. The master 

subscription can be used to define complex acceptance filters for transactional task messages. 

 

 

 

 

 

 

 

 

 

 

 

  

 


